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Abstract

Web Services has become the new set of technologies to provide service-oriented computing through the internet.  It provides a method to invoke services provided by applications relatively effortlessly, through standard formats and protocols.  Centered on platform independence, Web Services have turned their initial potential of eventually allowing ubiquitous interoperability and portability for applications into a realization of interconnecting already existing systems for message exchange.  This is hence where today’s most important efforts lie as far as development in the area goes.    

In this paper, we have given an overview of the technologies essential to Web Services, and related definitions, methods and concepts.  We also take a look at the support for business processes and integration lent by the newly added specifications.  We finally discuss an issue that should be central to and perhaps given more attention on the Web Services, namely reuse of entities in the framework.
1. Introduction

Web Services is a relatively young set of interconnected technologies which are meant to enhance developers’ abilities to program applications for the internet.  They provide a framework for communication between such applications by utilizing the concept of services.  Services are offered between applications via simple protocols and formats such as HTTP, XML (eXtensible Markup Language) and SOAP (Simple Object Access Protocol), and the applications do not need to be aware of the implementation of the services they wish to invoke, but simply their existence and their interfaces.  Individual Web Services are platform independent and also independent of each other.  
The XML is a standard which makes it possible to automatically manipulate and process data, and where separation of content and presentation is one of the core characteristics.  SOAP in turn allows remote method invocation through the use of XML, providing flexibility and robustness.  

SOAP [8] laid the ground for and ushered in Web Services in 2000 and 2001.  At first, this new set of technologies were seen as the final solution to agreement in the industry on standards for middleware, as a door-opener to all-present interoperability and portability of applications and systems.  Unfortunately, company politics and business conflicts prevented this from happening; there is still agreement on SOAP and the methods to describe Web Services [6], but their uses and application areas have gone in diverging directions [10, 11].
Nevertheless, Web Services is proving a viable technology.  Its current use is mainly in integrating already existing systems with each other, rather than providing an all-solving solution to replace J2EE or CORBA.  This is consistent with the idea of managing and mastering heterogeneity, rather than attempting to overcome this inevitable characteristic of computer systems.
The remaining parts of this paper are structured as follows:  Section 2 gives a detailed overview of the basic Web Services framework and related technology definitions.  In section 3, we take a higher level view and look at the specifications, concepts and methods central to providing support for business processes, as well as inter- and intra-organizational integration, using Web Services.  Section 4 shows an example of a solution to an issue that is currently facing the technology – reuse, while the article concludes with a sum-up in section 5.
2. Web Services Framework: Basic Technology and Definitions
In general, a Web Service could conceptually be an application or software module providing ‘services’ over the internet, independent of the language it is using or the platform it is running on.  A more formal and thorough definition of a Web Service can be found in IBM Software Group’s “Web Services Conceptual Architecture (WCSA 1.0)” [13]:
A Web service is an interface that describes a collection of operations that are network-accessible through standardized XML messaging (…), is described using a standard, formal XML notion, called its service description (…), to be used independently of the (…) platform on which it is implemented and also independently of the programming language (…). (…) Web Services applications [are] loosely coupled, component-oriented, cross-technology implementations. 
It should be noted, though, that this is not a complete and all-encompassing definition, and barely touches on the full potential of the concept of Web Services.

The Framework

In the Web Services framework, three basic entities are defined; namely service provider, service requestor, and service registry [13].  The service provider hosts a service, and makes available its interface and service description as mentioned above.  The Web Service is registered with the service registry entity, by sending the service description which is then published.  This service description contains all information needed for a service requestor to discover and use the service, including data types it uses, operations it can perform, binding information to establish a connection and the location of the service on the network.  The registry entity is searchable by the various service requestors, and is implemented based on the Universal Description, Discovery and Integration (UDDI) specification.  A service registry can even be implemented with broker capabilities.  Also, a Web Service can itself be a Service requestor, invoking other Web Services in order to fulfill its own goals.  This implies that the roles of Service requestor and Service provider are dynamically interchangeable.  Additionally, the Web Services Definition Language (WSDL) is the language used to define the interfaces and mechanisms used in communication in the Web Services framework. 
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Figure 1: Web Services Framework
The framework shown in figure 1 is a conceptual view of the Web Services model, where Service Registration, Service Discovery and Binding are the three essential operations as mentioned.  Furthermore, we can distinguish between the Web Service (or interface) described in the service description, and the service itself as hosted by the Service Provider, though these are closely related.   
Service registration - publishing a service:
Service descriptions can be automatically generated by tools based on meta-data from the programming model in use and the web service deployment.  They can be pre-existing, be contributed to by other already existing service descriptions, or even be hand-coded, though this latter option is not preferable. 

Once created, the service description must be published.  The methods used range from static to dynamic, and a service description can be published to one or more registries depending on the intended scope of operation.  The simplest method to use is to publish directly via email, FTP or an HTTP GET request.  The next step up the dynamicity ladder entails using an automated script for retrieval of service descriptions from a predefined network address.  For enhanced operation, a local service description cache which includes additional search capabilities can be employed.  Finally, to span servers within an entire organization or enterprise, private or operator UDDI nodes can be used.  These types of nodes can allow a broader scope of service discovery, based on domain preferences (some examples include internal network only, portal to potential partner networks and specific to only certain partner networks).   Specific types of nodes suggested in [13] include:
· Internal Enterprise Application UDDI node

· Internal to the enterprise network

· Allows internal control over requirements for access, publication and availability
· Portal UDDI node
· For partner enterprise networks, to allow discovery of certain services

· Control of access, Quality of Service of the UDDI node is retained
· Partner Catalog UDDI node
· Similar to Portal, but for specific, trusted partner enterprises only

· Possibility to customize context and meta-data of Web Services to specific partners
· E-Marketplace UDDI node

· Hosted by consortium, service descriptions based on their industry type
· Allows competition among service providers
· Includes filtering (for example for invalid service descriptions) and a guaranteed level of Quality of Service

· UDDI operator node
· Public, to allow discovery of potential partners
· Needs complete context and taxonomies specified to succeed
Service discovery – finding a service:

How to obtain a service description depends on the service publication method, the implementation of the service and how dynamic the service is intended to be.  Services can be located by interface type supported at design time of new applications, or by communication method or service qualities at runtime.  The amount of preprocessing to be performed by the service requestor depends on the type of service registry employed.  For example, internal UDDI nodes may not require any security prescreening of services, whereas external UDDI nodes probably will.  Also, services can be selected based on level of binding support, prior performance, 
Quality of Service level, proximity or load balancing [13].   
Binding to a service:

The service requestor uses the location and binding information of the service description to establish a connection to the Web Service.  This can be achieved by encapsulating the binding information found with SOAP to form a request (can be performed already at design time), which is then sent to the Web Service at runtime, again depending upon the dynamicity of the application and the web service in question, as well as the implementation of the UDDI node.  
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Figure 2:  Example of an implementation scheme for Web Services.

Figure 2 shows an example implementation of Web Services where the Client represents a service requestor, the UDDI represents the service registry, and finally, the Web Servers represent individual service providers, which host the Web Services used.  This is an example of the situation where one service uses another service to complete an initial request from a service requestor.  The Client first searches for a service, and, upon receipt of the service description, examines this for binding information and sends out a request.  The Web Service invoked uses another Web Service to achieve some of its functionality, and has the ability to discover this secondary service at runtime.  Therefore, when invoked, it too searches for a suitable Web Service at the UDDI node, and in turn binds to the second Web Service.  Once the intermediate result is returned, the first Web Service will then incorporate that information into its own processing, and upon completion will return the final result to the Client.
3. Support for business processes and integration
So far, the framework as described holds the promise of a rather simple “describe, publish, interact” mechanism, based on the SOAP, WSDL and UDDI specifications.  In order to allow services to become basic building blocks for the creation of new, more complex applications and provide for seamless business-to-business application integration, other aspects, such as Quality of Service, service composition, security and robustness, need to be taken into account [1].  A number of new specifications have been proposed to deal with these issues:
· Service composition:

· Business Process Execution Language for Web Services (BPEL4WS)
· Robustness:

· Web services coordination (WS-Coordination)
· Web services transactions (WS-Transaction)
· Security:

· Web services security (WS-Security)
· Reliability: 

· Web services reliable messaging (WS-ReliableMessaging)
· Quality of service

· Web services policy Framework (WS-Policy)
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Figure 3: The extended web services stack
Including these new elements, the Web Services stack remains modular in design as shown in figure 3, allowing any or all parts to be used depending on situation.  One example would be to use an organization-specific solution to handle say security, rather than using the ‘native’ WS-Security layer.  
Central to providing support for business processes and integration of services are the concepts of service composition and robustness, and we will here focus on how these aspects are handled by the extended protocol.  We start with a closer look at the BPEL4WS specification.
The BPEL4WS specification holds the definition of a language used to model service compositions on business processes [1]. A service composition or BPEL4WS process is defined as a workflow or business process which works together with a collection of Web services in order to attain a preset goal.  Some definitions in the BPEL4WS specification include:
· Process – the BPEL4WS composition

· Partner – service that the process interacts with

A process uses a number of WSDL interfaces to communicate and exchange information with its partners.  Communication between a process and a partner is generally considered peer-to-peer interaction, where communication can flow both ways.  This covers the traditional client-server roles where services can be invoked without the requestor providing any service, or services may be used as auxiliary functions.  
Partners in BPEL4WS are defined by their WSDL interfaces used for communication with processes.  This definition allows access to a service by multiple protocols by separating out the service description from the specific service implementation.  Compositions function independent of platform and transport mechanism used, which means that a process can be accessed just as well with SOAP/HTTP as with IIOP/JMS [15].  Furthermore, BPEL4WS defines a set of primitive activities by which communication is carried out:

· Invoke – request a service

· Receive – wait for an Invoke message

· Reply – return the response to an i/o operation

Additionally, primitives for signaling faults, process termination and data manipulation are also defined.  To construct more complex actions from these primitive activities, a set of structures are provided:
· Sequence – ordered sequence of activities

· Switch – conditional branching

· While – regular while loop

· Pick – choose a path among alternates

· Flow – running activities in parallel, control links for execution order control 

State is also maintained; in BPEL4WS this is performed through message correlation using important data fields pertaining to the business context of the process.  The messages exchanged can thus cause the instantiation of new processes based on the correlation information, with a new set of correlation fields to identify each new process.  One process can have several sets of correlation fields, for example depending on partner or time of access.  
BPEL4WS also has mechanisms for handling faults and compensation.  These are called fault/compensation handlers.  The fault handler handles errors found within a process, and processes can be co-located in scopes [16].  Once an error is detected, if the fault handler cannot handle the error, the error can be thrown in the scope encompassing the entity where the error occurred.  This invokes the compensation handler, which holds the predefined actions to be carried out in the event of a fault.  
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Figure 4:  Coordination and Fault Handling in nested scopes in BPEL4WS

For nested scopes, the order of compensation is opposite that of completion of the nested scopes, starting with the one that was completed last.  Moreover, this coordination is handled by the WS-Coordination and WS-Transaction layers, and an example of coordination and fault handling in nested scopes is shown in figure 4.
Whereas WS-Coordination handles the implementation of particular types of coordination, WS-Transaction predefines specific coordination for short and long running transactions, also known as atomic and business transactions.  Distributed BPEL4WS process implementations register for fault handling and compensation services via the coordination framework defined by WS-Coordination [1].  This framework is rather general, and can easily be extended to encompass other more specific protocols for coordination.  This is done by creating a new coordination/transaction model with the following elements:

· Coordination Context

· context which is sent to participants

· includes by definition a global ID, expiration data, Registration Service port reference (WSDL)
· can be extended to encompass other relevant details

· Activation Service  
· service used to instantiate new coordination contexts

· Registration Service
· to register resources for particular coordination protocols 

In order to create a new model, a client requests this from the Activation Service, which then instantiates a new Coordination Context.  Once completed, when the requestor invokes a Web Service, the Coordination Context is also passed, so that the receiving service has the ability to obtain the Registration Service port and register with it if participation is wanted.  
4. Issue: Reuse in the Web Services framework
In particular, we would like to focus on the potential for reuse in the Web Services framework.  Currently, the application area of Web Services has little structure to it and not much hierarchy either.  This is a function of the way services are composed – simple cooperation through exchange of messages and use of each others operations.  In essence, this represents a limitation in that one cannot reuse a Web service composition once it has been defined and implemented.  Such an addition to the technology would enable application programmers to more easily harness the frameworks full potential, and potentially shorten time-to-market and lower effort for development of new applications.

The idea of composition reuse has been proposed by Yang [3].  To increase the level of abstraction, a new concept is introduced – namely that of the service component.  A service component can be extended and inherited for reuse in new applications, and can be thought of as a compound service, bringing forth functionality from sub-services.
One of the core ideas is for a service component to communicate with the outside world using one central interface, which then represents all of its internally available functionality commonly as one unit.  A service component consists of an interface specification and a construction specification.  The interface specification defines the communication with other applications, which operations of the sub-services are made available as well as the messages to be used in message exchange.  The construction specification on the other hand deals with the way the internal functionality is put together.  In particular, this part consists of:
· Composition logic – which describes the method of interconnection between the various sub-services which make up the compound service, with the elements:
· Composition type – method of execution (i.e. parallel, sequential etc.).
· Message dependency refers to the messaging relationship which exists between sub-services and a compound service;
· Message composition – putting together the common output messages from the individual ones of the sub-services.
· Message decomposition – deconstructing the common input messages into messages to be sent to the sub-services. 
· Message mapping – connections between inputs and outputs of the sub-services.
· Port Types 
· used in defining the type of ports and the sub-services they refer to


· Providers 
· supplying the sub-services
Finally, service compositions can be defined as classes to aid reuse.
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Figure 5: Service component model
Figure 5 shows a conceptual view of the service component. In order to define service component classes, two elements are needed, namely a definition of the class and a specification of its composition based on XML. These are used together to implement the service component class as follows:

· the definition provides for 

· discovery, 

· reuse, 

· extension, 

· specialization and 

· versioning,

· and the composition handles 

· construction, 

· exchange of messages, 

· invocation of services and 

· network communication.
The entire service component class can be reused, or the individual parts can be extended and specialized to provide for reuse, similar to more traditional classes in object-oriented systems.  
Existing service components can be turned into classes from a WSDL/XML definition, while new services can be defined as new service component classes from the ground up.  Furthermore, these classes can be combined into a repository where WSDL service descriptions allow for search and discovery.
This proposed scheme for turning web services into service components and from there into service component classes opens new possibilities for the future of Web Services.  It greatly eases the development of new services by facilitating reuse, allowing web application development to occur on a more flexible basis. 
5. Summary and Conclusion
In conclusion, we have given an overview of Web Services as the technology currently stands.  In detail, we have discussed how the basic framework has developed into a set of specifications for supporting service composition, robustness, security, reliability and quality of service.  We have also looked at a proposed method of reuse in the Web Services framework, which allows for greater flexibility in the Web Services framework.  
When it comes to integration between various proprietary systems, or even systems with diverging open standards, Web Services is certainly a strong player.  The new promise of reuse capabilities within the framework also adds to its overall technological value. Though there is some competition in the field between different standards for similar tasks, this is only natural, and the Web Services framework as a whole will continue to advance its technological aspects in the direction of better supporting service-oriented computing.
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