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Abstract

In this paper we present a metadata management architecture that facilitates resource discovery in an open, federated scientific information system. The architecture addresses metadata management issues including metadata generation, publication, and querying. This architecture is implemented as part of THETIS, a system for locating, retrieving, integrating, and visualizing scientific data for coastal zone management applications over the web.  
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1. Introduction

One of the most important tasks to be supported in a collection of information objects is resource discovery. In order to search for and locate data objects relevant to a specific task an accurate description of data objects is required. Metadata plays a key role in this context. Metadata is supplementary data that capture the objects of a collection in terms of structure, representation, and properties. Thus, in order to search a collection, one must be aware of the metadata descriptions corresponding to the contained objects. In most cases, corresponding indices are constructed, so that searching can be executed efficiently, without having to scan individual objects repeatedly.

THETIS is a federated system aiming to integrate legacy scientific data repositories, simulation programs, geographic information systems, and visualization tools accessed via the web [1], [6].  In order for these widely different objects (data sets and programs) to be located, inspected and linked to each other, yet without compromising the autonomy of each repository owner, a flexible and extensible metadata architecture is employed. The THETIS metadata architecture addresses several issues concerning object heterogeneity as well as the scalability and openness of the system. In this paper we give a brief overview of the THETIS system and discuss the THETIS Search Engine Metadata Management Architecture in detail. A description of the THETIS Retrieval Engine is also presented in this issue. 

The rest of this paper is organized as follows: Section 2 presents an overview of work performed in the area of metadata management. Section 3 presents the THETIS Metadata Management Architecture. Section 4 discusses the role of the THETIS Metadata Management Architecture in the wider THETIS environment. Section 5 concludes our work.
2. Overview of related activities

Significant research has been performed on metadata information description aiming at resource discovery. The accuracy of metadata is particularly important in the case of open, federated systems integrating diverse objects. Another area of interest is metadata management. It includes the representation of metadata information as well as metadata generation, storage, editing, and publication. Furthermore, metadata management addresses scalability issues as the number of described objects and application areas involved as a system increases. 

Early work involved the definition of metadata standards for specific application domains.  Results include the Federal Geographic Data Committee metadata standards for geospatial and biological data [11] and the UDK European environmental data catalogue [7]. Recent work explores the use of ontology for the description of concepts from specific knowledge domains as well as methods for ontology creation and management [2]. Ontolingua  [5] is an ontology development environment providing a suite of ontology authoring and translation tools and a library of modular reusable ontologies.  The Poseidon project [4] introduces a metadata standard architecture for the description of geospatial data, biological data, and documents. The architecture employs the Warwick framework [8], a mechanism introduced to cope with the proliferation of incompatible metadata standards. 

The THETIS Metadata Management Architecture addresses metadata representations of diverse information as well as metadata management issues in the THETIS environment. The following sections focus on metadata management in THETIS.

3. THETIS metadata
The THETIS Metadata Management Architecture allows information providers to publish their data collections to the system and users to discover available objects over the web, from a single point of access. The architecture addresses a number of metadata management issues, including the accurate description of heterogeneous information, such as data sets, programs, and images, metadata generation, editing, and publication, and scalability with respect to the volume of metadata and different resource types. 

3.1 THETIS metadata model

The development of a metadata definition model depends largely on the information to be described. THETIS introduces a metadata model for the description of environmental information. Environmental information is heterogeneous, consisting of objects of different types and application areas. Wave data, ecological data, waste transport simulation programs, and satellite images of coastal areas are examples of environmental information objects that can support experts and local authorities in the management of coastal zones.    

To achieve accurate description of heterogeneous environmental information objects, the THETIS metadata model supports knowledge domain-specific metadata definitions. A core metadata field set that describes generic aspects of environmental information objects is a common subset of each domain-specific metadata definition. The core metadata set includes information fields describing basic object characteristics, such as the originator/owner of the object, the object title, an abstract description of the object, the object's geographic location coordinate bounding box, and the time period it relates to. Knowledge-domain specific metadata extensions complement the core metadata set to create the corresponding domain metadata definition sets. Typically, metadata extensions are comprised of an extensive set of fields tailored to the description of objects of a specific type. For the purposes of the THETIS system, metadata extensions have been defined, using standards, for three different types of environmental information, namely data sets, programs, and images. 

The THETIS metadata extension for environmental data sets is heavily based on the FGDC standard for geospatial data. FGDC' s focus on the spatial and temporal description of data provides a solid basis for an environmental data set metadata definition. The FGDC metadata set has been augmented with thematic information fields for the description of data set content. In addition, since data sets are usually logically organized as columns of numbers, the THETIS data set metadata includes information on the content, type, and range of possible values of each column. The THETIS program metadata extension includes a description of the information generated by the program, information on the implemented algorithm, instructions for program execution, and system requirements for program output visualization. Program input data sets and generated output data sets are described in detail through THETIS data set metadata descriptions. The THETIS image metadata extension is tailored for the description of satellite images. It includes fields on the geographic area covered by the image, the day and hour of capture, image radiometry parameters, and image processing information.

Besides achieving accurate description of heterogeneous objects, the THETIS core and extension-based metadata model is flexible and scales well to the addition of information from diverse knowledge domains. A metadata extension that accurately describes objects of a new domain can be easily introduced to the existing model and requires no modifications to already existing metadata descriptions. 

Finally, it is easy to see that the various fields of a metadata definition focus on diverse characteristics of the described objects. Certain metadata fields describe information that is typically used in queries to locate information. Examples of such fields are the geographical location of an object, the content description of a data set, the originating organization of an object, the information generated by a simulation program, and the date of capture of a satellite image. Other fields may describe information that is not typically employed in queries, but rather is meaningful for the interpretation or use of the described object. Examples of such fields are a data set grid, the hardware platform where a program can be executed, and the processing performed on a satellite image. 

The THETIS metadata model distinguishes between searchable metadata fields, to be used for resource discovery, and descriptive metadata fields, to be reviewed for the better understanding of a resource. Specifically, the core metadata set fields and select metadata extension fields are searchable. Once an object has been located through a query, users can review the values of all core and extension metadata fields.
3.2 THETIS Metadata Management Architecture

The THETIS Metadata Management Architecture is designed to support resource discovery through metadata generation, publication, and querying. To achieve this, the architecture provides facilities for information providers, who are guided through on-line submission of metadata on the information (data sets, programs, etc) they wish to publish. Furthermore, it provides metadata publication facilities through which THETIS administrators can create metadata indices for querying purposes. Finally, it provides search facilities through which users can discover information that meets their needs by submitting metadata queries. An overview of the architecture is displayed in Figure 1
, displaying the functionality of a THETIS Metadata Server. 

[image: image1.wmf]Typically, information providers publish either a standalone object that up to the point of publication has been used internally in the organization, e.g. a program or data set that is the result of a research project, or the contents of an entire repository, e.g. an image database. In the case of standalone objects, a metadata description usually does not exist. For this reason, the THETIS Metadata Management Architecture facilitates the creation of metadata descriptions through electronic metadata submission forms and agents (1). The forms are based on the THETIS metadata model and guide information providers through the generation of a metadata record that accurately describes the object they wish to publish. The metadata submission agents store the newly generated record in XML format. XML is selected due to its wide acceptance for the description of structured information, and is used here for storage into intermediate storage devices (3). Currently, electronic metadata submission is supported for data set and program metadata. It is worth noting that the electronic metadata submission forms include metadata-editing capabilities. Thus, submitted metadata can be reviewed and edited at a later time if deemed necessary. 

In the case of an existing organized information repository, metadata descriptions usually exist for the published objects (4).  For example, an image database may include a metadata record for each available image. The THETIS Metadata Management Architecture automatically generates THETIS metadata records from the remote metadata. This is achieved through metadata retrieval agents (5) who retrieve existing metadata records from the remote repository where they reside, map them into appropriate THETIS metadata definitions, and store them in XML format into intermediate storage devices (3). Note that the operation of the metadata retrieval agents does not interfere with the remote repository regular operations. Furthermore, the metadata retrieval agents can automatically perform this operation at regular intervals to ensure that the THETIS metadata is up to date and consistent with the remote metadata.

An indexing engine (6) polls the intermediate metadata storage (3) at regular intervals for new metadata information. The indexing engine retrieves newly created metadata records from the intermediate storage device and updates the THETIS metadata indices (7). Specifically, the indexing engine creates one index for each searchable metadata field. As discussed above, only the core metadata set and selected metadata extension fields are searchable. 

Querying in the THETIS Metadata Management Architecture is flexible, allowing users to customize their searches. Users can locate information of interest by submitting metadata queries through the query interface (8). The query engine (9) maps query keywords against the pre-built metadata indices (7) and returns matched records to the query interface, through which users can review them. [image: image2.wmf]Users have the option of performing simple and fielded searches. In a simple search, query keywords are matched against all metadata indices of all servers. This is the broadest type of querying and thus is mostly useful for users that are not experts in a specific knowledge domain. More accurate querying is supported through fielded searches, where users have the option of entering query keywords for specific metadata fields. This type of search employs only the metadata indices that are relevant in each user query.  Fielded searches can be submitted against the more generic core metadata set fields, thus resulting in objects from all knowledge domains, or against the THETIS metadata extensions, resulting in knowledge domain-specific information.

To achieve scalability in metadata management, the architecture supports the existence of independent Metadata Servers, each indexing a distinct set of metadata records. A metaserver keeps information about the available Metadata Servers thus facilitating distributed queries. Users have access to all metadata indices in the system through a distributed search protocol [9], [10] that propagates query requests to available servers, gathers each server's query results, and presents users with a single merged result list.  

The THETIS Metadata Management architecture is fully implemented. It is accessible on-line at the address [http://kos.ics.forth.gr:8000].
4. THETIS System Architecture overview 

The THETIS Metadata Management Architecture is a vital component in the wider THETIS architecture for the discovery, integration, and visualization of resources for the support of Coastal Zone Management. The other two main system components of THETIS are the THETIS Retrieval Engine, named Le Select, and the web-based and GIS-enabled THETIS User Interface. The THETIS Metadata Server is transparently invoked by these components through the Metadata Management Architecture API. The API can also be employed by application developers for the implementation of user-friendly web-based applications that take advantage of the THETIS metadata information to best meet user needs.

Figure 2, presents a high level view of the THETIS architecture. As it can be seen, THETIS is a distributed system consisting of one or more Server Nodes, each of which manages one or more underlying resource repositories. The example of Figure 2 shows three repositories being supported by a single Server Node. Each Server Node is comprised of a Metadata Server and Retrieval Server (Le Select). As discussed above, the role of the Metadata Server is the discovery of information of interest through metadata queries. The role of Le Select is the retrieval of information located by the Metadata Server. Furthermore, Le Select supports remote program execution. Thus, these two components work independently to locate and integrate, respectively, information available in the managed repositories. Note that Metadata servers and Retrieval servers need not reside on the same machines, hence some THETIS servers may only have a Metadata server installed while others may have a Retrieval server.

Users interact with the THETIS system through the web-based and GIS-enabled user interface, through which they can submit metadata queries by selecting on the GIS map the geographical area of interest and by entering query keywords. 

Matched objects from all Server Nodes are presented to the user in the form of a list. However, if applicable the user has the option of visualizing on the GIS map the geographical area each query result corresponds to. This is mostly useful for data sets and images, while it may be irrelevant in the case of location independent programs.  

The interpretation of environmental data can be greatly aided by suitable visualization. For this reason, THETIS supports two methods of visualization. For geospatial data sets, THETIS supports GIS-based visualization of data set content. In all other situations, visualization can be achieved through customized web-enabled tools.

5. Conclusions
We have presented in detail the THETIS Metadata Management Architecture for the generation and publication of environmental metadata information as well as resource discovery through metadata queries. The architecture is part of the wider THETIS environmental information system for the support of Coastal Zone Management. For this reason, we have placed the Metadata Management Architecture in the THETIS context. Furthermore, we have presented the THETIS System Architecture and discussed its functionality. The THETIS Metadata Management Architecture is fully implemented. Currently, environmental management applications are being developed to demonstrate the functionality of the THETIS system and its components.
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Figure 1. THETIS Metadata Management Architecture.
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Figure 2. THETIS System Architecture.





data sets





model





wrapper





Retrieval Server





Metadata Server





Provider





access





publish





metadata


search





WWW Interface





SQL-like


query





results





content





� EMBED MS_ClipArt_Gallery  ���





Server Node





other


Server 


Nodes








�PAGE \# "'Page: '#'�'"  ��Approximate location of Figure 1.





1
14

_1011452717

