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ABSTRACT
Autonomic networks, as a design goal, hold considerable promise for a future of self-managing networking components which overcome many obstacles to a more efficient, higher quality, networked world.  The metaphor or model of autonomic components is compelling in its vision of integration and capability but, like an M.C. Escher drawing, are the results only possible on paper?  This paper will lay out an overview of the autonomic components vision as they pertain to networking and then examine some of the early attempts to build these components.  Where do they succeed?  Where to they fail?  Does the language of metaphor only get us to the framing of the challenge on not the solution?
Categories and Subject Descriptors
C.2.3 [Computer Systems Organization] Network Operations - Network management, Network monitoring,  Public networks
I.2.11 [Computing Methodologies] Distributed Artificial Intelligence - Coherence and coordination, Intelligent agents, Languages and structures, Multiagent systems
General Terms
Algorithms, Management, Measurement, Performance, Design, Reliability, Experimentation, Security, Standardization, Theory
Keywords
Autonomic networks, self-aware, context-aware, self-configuring
1. INTRODUCTION
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The physical tools of the information revolution have progressed rapidly in the last forty years.  Processor speed, storage space, network traffic capacity, and throughput have all gained in performance many thousands of times over.  Speed and capacity are not seen to be the panacea for the coming onslaught of network traffic.  The market drive to increase network access from mobile devices and the growth in the sheer number of network devices (both as a per capita percentage of device usage and an increase in the variety of devices used) will continue to strain our network’s ability to function.  While the management of the internet has gone from a centralized system in the DARPA days of NSFNet to the decentralized, interdependent, domain name services of today the protocols used have remained largely unchanged.  Additionally, they were not designed to support the pervasive and ubiquitous networks that will be the enablers of the Internet to come.  Network users moving between networks is a new demand as is a network that itself moves.  In looking for a new metaphor on which to base this new class of adaptive and resilient network nodes researchers have found inspiration in nature.  Our autonomic nervous system manages the subsystems that enable us to live without a thought to how those systems work.  Breathing, blood circulation, sweating, and food digestion (among others) all operate and adapt as needed while we go about our days pursuing higher level tasks.  Schools of fish and flocks of birds appear to show group intelligence.  Even ants, while not as graceful as birds and fish, also exhibit group intelligence in their pursuit of a common goal.  All of these systems are serving as inspiration to network and computing researchers.
The metaphor or model of autonomic components is compelling in its vision of integration and capability but, like an M.C. Escher drawing, are the results only possible on paper?  This paper will lay out an overview of the autonomic computing vision as it pertains to networking and then examine some of the early attempts to build these components.  Where do they succeed?  Where to they fail?  Does the language of metaphor only get us to the framing of the challenge on not the solution?

2. CURRENT LIMITATIONS

To advocate change in the current system it is necessary to know what is wrong or limiting about it.
“Both [autonomic communication and autonomic computing] research areas recognize that traditional software systems are facing a decreasing incremental benefit from technological advances (powerful CPUs, large memories, and so forth) because the complexities of development and management are overwhelming the technical gains.”[3]
According to [5] the timeout limits on a TCP/IP packet can cause a communication error when one does not exist.  This has come up in the integration of wireless networks into wired infrastructures.  Due to interference in wireless networks more packets are dropped compared to wired networks.  The assumption built into TCP is that if enough packets are dropped for a given route then the route is considered broken and should be avoided.  In a wireless scenario the link may not be broken but cluttered to the point that it falls outside of TCP’s expectations.  While TCP waits for the connection to be repaired the link may in fact be operational.  Similar assumption induced errors exist in linking satellite connections to earthbound ones.  The roundtrip time for a packet is long relative to the distance covered on the ground.  Packets lost to environmental conditions incur a time delay that suggests the loss of a link to the TCP/IP protocol.  This new overhead in link maintenance is a challenge beyond the original scope of TCP and increasing reliance on wireless and satellite networks means these link errors will only occur more frequently.
Lack of adaptability to changing network infrastructure and new network service paradigms are motivating researchers to create more flexible computing and networking components to eventually replace the workhorse protocols of today.  The next section presents IBM’s autonomic computing initiative as one such approach.
Growth of the Internet will strain its manageability.  Growth is coming in the form of new users and new uses.  Economic growth throughout the world enables millions of new users to come online each year.  Current users are connecting new personal devices as well.
The resource in shortest supply is qualified network administrators [4].  To better utilize the human skills of the administrators autonomic computing in the field of networking seeks to perform the routine and the mundane tasks that erode their efficiency.
3. DEFINING AUTONOMIC COMPUTING
According to [4] our next great hurdle is managing complexity.  They acknowledge great advances in computing power at the expense of manageability stating “In fact, the growing complexity of the I/T infrastructure threatens to undermine the very benefits information technology aims to provide”.  Neither increased I/T training nor faster hardware can meet the forecast need for managing future systems.  “Even if we could somehow come up with enough skilled people, the complexity is growing beyond human ability to manage it.  As computing evolves, the overlapping connections, dependencies, and interacting applications call for administrative decision-making and responses faster than any human can deliver”.
IBM’s proposed solution is to create more complex and capable systems that shield human operators from the underlying complexity while simultaneously providing a simpler, more intuitive, management interface.  Their inspiration for this model is our autonomic nervous system.  Undeniably complex, this collection of self-regulating systems performs a myriad of tasks without our conscious participation.  The regulation of breathing, perspiration, digestion, proprioception, etc. are all services we can rely on unconsciously to enable our progression through daily life.  
IBM enumerates eight elements of autonomic computing in its holistic vision of self-governing systems.
3.1 Eight Elements of Autonomic Computing

3.1.1 Know thyself: status, capacity, resources

Knowledge of one’s own capabilities is essential in forming an overarching picture of what one can achieve.  A hypothetical network server would benefit from an ability to answer the following questions.  How many communication ports can I use?  With what types of devices can I communicate?  What services can I perform for others?  What external services are available to me?  What protocols can I use?  The ability to merge with and separate from other service providers is also believed to be essential.
3.1.2 Configure and reconfigure: adapt

Building upon self-knowledge, these systems need the ability to configure and reconfigure themselves between known permutations of possible setup options.  The sheer quantity of settable options, even on existing systems, creates too many possibilities for a person to handle.  Add to that the potential for whole configurations to change frequently as a system adapts to the requests made of it and it reaches a challenge that is beyond human capacity to handle.  If an administrator could focus on setting performance goals that the system endeavors to meet through adaptation and internal adjustment then success is possible.
3.1.3 Continual optimization

Optimization presupposes a work goal.  As systems labor to meet the needs of various users (customers, suppliers, employees) they must strive to perform at their best.  To seek a better performance requires feedback about the efficacy of current decisions (or settings) and the ability to modify the settings that can affect one’s performance.  So designing feedback and direct control into autonomic components is essential.  Increased control at the expense of autonomy is not a worthy compromise.  User level control must remain unified.
3.1.4 Heal thyself

[7] puts the cost of finding the source of problems at 25 – 50% of a system administrators time.  This does not include the time spent solving the problem.  Automating problem solving, especially routine problem solving could reap large productivity gains.  In error recovery there is the short-term goal of resuming functionality and the long-term goal of diagnosing the problem and creating a solution for it.  Initially error recovery will pursue short-term recovery through the marshalling of alternative resources while administrators pursue the long-term solution.  Over time it is hoped autonomous systems will discover their own long-term solutions to recover from failures and then continue toward user specified goals.
3.1.5 Protect thyself

To protect itself an autonomic system must be prepared to deal with viruses and intrusion attacks.  Current virus detection systems handle the virus threat today.  While reactive, instead of proactive, these systems are still effective at broadcasting knowledge of new attacks and minimizing risk.  The risk posed by intrusion grows as the network grows.  Currently recovering from malicious intrusion requires administrator intervention.  Automating the mitigation of this threat remains a challenge.
3.1.6 Knowledge of environment plus negotiation

This element is the rough equivalent of being a good citizen in that it seeks the highest quality of service in the context of its environmental limits .  An autonomic component necessarily has external connections.  Those connections and the services provided through them need to be managed with the same dexterity as internal resources.  Components must therefore negotiate their relationship based on goals and capabilities.  For example, an adaptive server would negotiate a different quality of service arrangement in communicating with a desktop computer than it would for a functionally limited handheld device.
3.1.7 Open standards are a must

The autonomic computing initiative seeks to handle the strains of a heterogeneous computing environment.  Interactions will cross hardware and software platforms as well as human level variations in language and culture.  By definition then autonomic systems must be open in their standards.  Existing technologies such as XML, web services, and UDDI  already exist to specify public interfaces to provided services but more will certainly be done as new products and services are developed [2].
3.1.8 Anticipate the need for resources 

Anticipation of need is not necessarily artificial intelligence.  Based on an analogy to the human fight or flight response anticipation can be seen as preparation for likely next steps.  By recognizing a pattern or process to the current user task possible next steps can be guessed and prepared for.  When resources are available at the instant they are needed then user experience and derived utility are enhanced.  This closes the loop on the autonomic computing initiative.  By maximizing utility for system users, whether they are administrators or end users, the autonomic computing system has produced the best practicable solution to a computing need.
This generality of the solution achieved through autonomic computing makes the components relevant to all computing subsets.  Since networking turns individuals into members of a community it is fertile ground in which to pursue the fruits of autonomic computing.  Later sections of this paper will focus on the application of autonomic computing goals within the field of networking.
4. Best Practices

IBM admits to the paradox of fighting complexity with complexity.  But in the event that autonomic components, even as complex as they are presented to be, are the simplest components capable of handling the approaching network demands then surely they will stretch the bounds of software engineering.  In an effort to keep this brand of development practicable two Microsoft researchers present the following advice [5].
4.1 Lessons from failure

4.1.1 Make assumptions explicit

Documenting operational assumptions is essential.  Just as a physical product is designed to fail outside of an operational limit so too must a piece of software be considered unfit for a given range of use.  In stretching TCP to meet scenarios it was not designed for it subsequently failed causing avoidable lows in operational performance.  TCP assumes congestion is the cause of packet loss and decreases the message window size of the “congested” node.  For wired networks this is a generally valid assumption but when TCP is used in wireless networks the assumption can cause unintended failures.  Wireless networks, for example, lose packets for reasons other than congestion so making congestion-inspired corrections to a non-congestion related problem leads to poor network resource utilization.  Had this assumption been more explicitly stated then TCP’s unsuitability to these new topologies could have been noticed earlier and an appropriate solution crafted.
4.1.2 Handle common failures

With operational ranges more explicitly stated then failure scenarios become more apparent.  With an eye toward robust behavior an autonomic component should handle a known error.  Matching the remedy to the failure is non-obvious.  In the case of the border gateway protocol (BGP) when a link fails an updated route state is cascaded to neighboring routers, as is a link repair.  While logical this approach does not produce desirable results.  Experience shows links often fail and recover repeatedly with each event causing a message cascade that can overload a network.  This overload is a worse condition than the link loss so the response is not appropriate to the loss event.  Autonomic components must therefore solve what they can and propagate other errors to the correct person or system.  Exchanging one error for another is not acceptable.
4.1.3 Avoid or understand interactions between control loops

For better or for worse emergent properties of software are by definition unplanned.  In a later example it will be shown that a positive emergent property can be a design goal but not a guaranteed outcome.  If two or more control loops attempt to control the same outputs then it is possible that their corrective actions could be at cross-purposes.  One example comes from BGP attempting to damp route flap when a network path changes frequently while route convergence is trying to arrive at a stable route.  Together the emergent interaction can cause the route oscillation which BGP algorithms were attempting to preempt.  With autonomic components seeking their own optimal states it becomes a requirement that the act of managing results be discrete and segregated or has explicit interactions among commingling processes.
4.2 Lessons from success

4.2.1 Make goals explicit

As networking protocols TCP and OSPF (open shortest path first) are generally successful in reaching their published goals of “providing reliable transport over an unreliable network”, “ensuring transport sessions make forward progress …” Alternatively, BGP is not as specific.  It “aims in general to provide automatic policy routing including recovery from link failure in the global inter-provider routing system”.  Without clear goals BGP is less predictable.  If autonomic components are to endeavor to improve their performance over time then they will need a measurable result to evaluate.  Even with a qualitative goal a quantitative judgment is a necessary intermediate step for progress.
4.2.2 Support human understanding

With autonomic components a network will attempt to meet its service goals.  Those goals and the plan to achieve them (and handle unexpected errors) require human input.  While freeing an administrator from the mundane an autonomic system must also expose internal parameters as needed so he or she may make decisions beyond the capability of the system.  Even without automatic or autonomic systems at one’s disposal any system feedback that aids human understanding is a design goal worth achieving.
4.2.3 Build in validation

Just as transparent parameter feedback can aid both the automated and human management of any complex system so too can a self-validation.  With goals and assumptions stated explicitly and with adequate feedback generated by monitored components then validating service targets should be easily implemented.  Automated validation would free an administrator to pursue business goals outside the scope of the autonomic components.
Automation is already an integral part of network management.  Heading lessons learned through extensive monitoring, analysis, and experimentation with those techniques should guide autonomic computing (and thereby networks) to a more reliable and manageable future.
5. AUTONOMIC NETWORKING
At this point we have point of view on the looming network management problem, a proposed path to a solution with enumerated components, and best practices approach to handling the vagaries of this new network management paradigm.  But what about implementation, is it possible to build these systems?  The model is unquestionably powerful.  Once one acknowledges the interacting biological systems they rely upon to keep them going over minutes, months, and lifetimes - that march on without conscious direction then emulating those systems should surely reap untold rewards.  But just as a cold virus and a computer virus are the same only as metaphors is the extension of the autonomic metaphor stretched too thin to produce results?  The following section looks at various biologically inspired or autonomic systems and asks if they are effective progressions toward an autonomic solution or tests that ask more questions than they answer.  
6. SOME NATURAL MODELS USED
Popular sources of inspiration for autonomic computing systems include the following.
6.1 Genetic Building Blocks
Carreras et al. [1] take a thorough approach to their BIO-inspired Next generaTion networks (BIONETS).  Recognizing that service is the general goal of any network (it’s just the specifics of the service that change) they take the guiding view that “the service is the organism” and deconstruct it from there.  The “organism” is then composed of chromosomes and genes.  The chromosome use genes as data storage and “a plugin that stores a syntax notation describing the actions dictated by the chromosome and the fitness (degree of attraction) operator yielding natural selection through preferred mating.”  In addition to continued adherence to genetic terminology the researchers also give the service a complete life cycle.  The service is born; it grows, then reproduces and eventually dies when obsolete.  The reproduction phase allows for both software upgrades and data propagation.  While the team is able to make the connections to present a nearly complete model for their hypothetical application their strict adherence to the biological meme distracts from the application itself.  In this case it is a parking meter monitoring system that could be reproducing itself on the streets of your town.  This seems excessive.
6.2 Social Swarm Behavior
Swarms of social animals and insects have also inspired computational models.  Flocks of birds and schools of fish successfully move through the world by exhibiting a group behavior that provides for safety through subtle coordination.  Even a pack mentality could be a source of a service provider model.  But it is the lowly ant that seems to inspire the most research effort.  Study revealed that ants are self-organizing; they have complex group behaviors which emerge from simple individual activities [9] and these are the traits which autonomic computing seeks to emulate.
Ant colony optimizations have performed better than genetic algorithms, simulated annealing and neural networks in representative problems such as the traveling salesman, vehicle routing and single machine tardiness [9].  Networking specific implementations such as [8] produced a multicast protocol based on an ant swarm heuristic and was able to prove efficiency gains in their implementations over existing protocols.  

Many of these swarm heuristics use artifacts that parallel actual ant phenomena such as pheromone trails and stigmergy
.  But these concepts seem much more approachable than the objects used in the previously mentioned genetic model.
7. PROPOSED ALGORITHMS
While not elaborated here the following are additional models discovered to be in use in the pursuit of autonomic computing goals.
· Macro vs. micro rules
[IBM Haas]

· Hierarchical

· Adaptive topologies

· Game Theory

· Economic Models

· Field and morphogen-based:  Monitored parameters create a deformed space in which to evaluate the performance of the system.  
8. IBM’s ADOPTION LEVELS
Acknowledging the inherent difficulty of fully implementing their autonomic goals IBM set out some intermediate levels of progression to work through on the way toward a fully autonomic system.
8.1.1 Basic: manual process by skilled staff

8.1.2 Managed: system awareness through consolidation

8.1.3 Predictive: pattern match then make recommendations to less skilled staff

8.1.4 Adaptive: automated action based on correlated data.  Staff manages service

8.1.5 Autonomic: integrates systems manage based on business rules

9. CONCLUSION
Do the dreams of self-reliant computing systems hold a vision of the future or are we a few dreams short of a more accurate picture?  The fulcrum wielded by autonomic systems is too well placed to be ignored so researchers, both commercial and academic, have made efforts to prove the dream possible.  Using naturally occurring design patterns researchers have created proof of concept projects that draw from the cooperative collective intelligence exhibited by swarms of ants, the evolutionary possibilities of genes, and self-regulating properties of the human nervous system.  While many can show success in their results the overall success of autonomic computing and networking depends on the integration of the underlying pieces.  Integrating n separately developed protocols would require about n² different translations.  This would drive the need for a standardization phase in a field that is supposed to be adaptive.  Competition in the marketplace is also at odds with cooperative behavior.  But even today to gain value from their network resources internet providers must agree to connect to one another.  For autonomic computing the problems ahead are non-trivial.  With so much opportunity possible one should hardly expect any less.  While validation will continue on the more discrete problem sets the overarching issues remain for shared study.  

Decentralization is a core issue.  Its continued study will involve reassessment of long held algorithms for hidden choke points and examination of new algorithms.  Peer-to-peer solutions will be evaluated for their ability to treat expected state changes as failures to be recovered from [3].
A sizable challenge to the status quo will be the need for cross-layer interactions in the networking stack.  The layered nature of the OSI stack provides service interfaces between layers and that model has been very successfully implemented in the TCP/IP stack.  To meet the holistic, self-aware, goal of an autonomic node requires awareness of information beyond that which is considered level appropriate in the layered model.  To alter that relationship has repercussions across hardware and software development as well as system administration [3].
New paradigms yet undeveloped will also shape this field.  True, it is a cop-out to hope/believe some new great discovery will come along and save the day but for autonomic computing it is a requirement.  Today’s programming languages are more than a new library away from coping with the autonomic paradigm.  Therefore we must create new languages.  Hardware changes are needed too and as of last week (03/20/2007) the hardware has already become more adaptive
.  .  The granularity of our biologic models can also increase.  The use of biological models is still new to development and should improve with time and hopefully those models will have some self-replicating qualities with which to leverage the production of new objects.  
These new interdependent systems will stretch current concepts of trust and security.  Just as the layering of network services is proposed to be replaced by whole networking entities so too will layer based security be replaced by new system wide security systems [3].
At its core the hope of autonomic computing relies on complexity not generating more complexity but creating manageable building blocks which enable higher-level functionality.  That concept is as key to Computer Science as any other.  New languages are built on top of older ones.  Emulators of new chip designs are crafted on the limited underpinnings of their predecessors.  Development by accretion is a way of life.  It is the seeds of this new paradigm that must be changed.  “It is only in this way that autonomic communications systems can become leveraged partners in delivering the next generation of pervasive and reliable services.”[3] 
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� By leaving pheromone tracks ants can choose to follow known productive paths and ignore unproductive ones.  Stimergy refers to an indirect form of communication in which the insect knows based on the state of a task what activity to perform next.


� [6] reports Raytheon has developed the worlds first Polymorphic Computer.  This means the architecture can change as processing needs warrant.  For this Department of Defense project Raytheon .  Mirroring the autonomic ethos this chip, known as MONARCH, is more complex in itself but its use enables simplified, adaptive systems.  As a system on a chip it can reduce the number of processors needed for a task and yet it can also perform as part of an array of chips for supercomputer throughput.  Additionally, “the MONARCH computer is also believed to be the most power-efficient processor available”.
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