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1 
Introduction

1.1 Document Purpose and Scope

When XML was introduced in 1998 it was heralded for simplifying SGML, which was often criticized for being cumbersome and overly complex.  However, years of use in various applications have taught us that the simplicity and flexibility of XML have sometimes raised more questions than XML has answered.  In addition, the long awaited introduction of the W3C's XML schema language raised another set of questions.  It is very capable, but the choices and complexity sometimes make it difficult to decide which language features to use in a particular application.  These issues and concerns can be summarized by broad questions such as:

· What is the best information analysis approach to use with XML?  What issues should I be aware of that are unique to designing XML documents?

· How can I design XML documents for the greatest semantic clarity, so they will be easily useable by a large number of developers and end users?

· XML schema language is very complicated, and seems to offer several features that I'm not sure that I find valuable. What features of schema language should I use when developing schemas for application-to-application data interchange?

· How can I best use schema validation to enforce business constraints in an XML processor rather than with application code?

· Should I use namespaces?  If so, how many, which ones, and how?

This document attempts to provide answers to these and similar questions by surveying and collating the guidance found in several “best practices” documents that address the design of XML documents and their definition in schemas.  The recommendations of this paper might be applicable to several different uses of XML documents (e.g., display in a web browser, publication), but are primarily intended for use of XML as an interchange format, i.e., for transferring data between applications as business messages.  Specifically, the scope is intended for business applications, as opposed to other types of applications such as scientific, middleware, or network.

Many choices are available to document and schema designers, and most involve competing requirements, or trade-offs.   This document attempts to recommend a preferred alternative, but where there isn’t a clear-cut choice the alternatives and trade-offs are discussed.

This document deals only with design of XML instance documents, design of XML schemas, and data modeling issues as related to these topics.  It does not deal with issues such as transport of XML documents, security considerations, Web Services, or other issues related to application integration.

Finally, although it is certainly possible to read this document from beginning to end, it is primarily intended as a reference document that can be quickly consulted when a particular design decision is encountered.

1.2 Intended Audiences

The primary audiences for this document are system architects, systems designers, and systems developers.

1.3 Intended Uses

This document is intended for use at the Railroads as well as for Railroad industry projects. Other organizations may find benefit in it as well.

For the railroads, the document is offered as a guide to help internal standards setting groups, such as architects and designers, to write their own XML design standards by adopting recommendations from this document.  It also can serve as a reference to more detailed discussions about several design issues that are cited in this document's reference documents.  Finally, this document can assist these standards groups by identifying and analyzing issues related to XML design when making recommendations for their organization.

In addition to assisting standards setting groups within a railroad, this document may provide assistance in the absence of such internal standards.  Development and design teams faced with designing XML documents and schemas can use this document as a guideline.  Even if the recommendations are not followed verbatim, this document can be an aid in ensuring that major design decisions have been addressed in a deliberate fashion rather than allowing individual developers to make design decisions in an informal and possibly inconsistent fashion.

For industry projects, including MCCB projects executed at Railinc, this document should be used as a standards document. Deviation from the recommendations within this document should only be sanctioned for specific business or technical reasons. Some projects may specify adherence to the recommendations as part of their charter. Where a clear recommendation on an issue does not exist in this document, or where recommendations are conditional on business or technical issues subject to interpretation, this document can serve as a guide to help industry project design and development teams understand the issues and make better decisions.

1.4 Recommendations Before Reading

Readers should have a basic understanding of XML, primarily a familiarity with the major concepts and definitions presented in the XML 1.0 Recommendation (XML).  Readers who are responsible for schema design should be familiar with the W3C XML Schema language.  Review of the W3C's schema primer (XMLSCHEMA0) should provide background sufficient to understand most of section 5 - Schema Design.

1.5 Document Organization

This document is organized into four major sections:

· Requirements and Evaluation Criteria – Describes the criteria serving as the basis for making recommendations and trade-offs

· Data Modeling Considerations – Describes different approaches and considerations for modeling data, independent of XML or any other interchange format

· Instance Document Design – Discusses considerations when designing XML documents, independent of defining a schema to describe them

· Schema Design – Discusses considerations for using W3C XML Schema language to define XML documents

Within the last three sections above, topics are generally presented in the following fashion:

· Explanation – Explains the design decision or issue in general terms

· Example – Provides at least one example of the design decision at work

· Alternatives – Where it isn’t possible to provide a clear-cut choice from among two or more approaches for resolving the issue, each of the approaches is briefly presented, with examples as appropriate.

· Recommended Approach – The approach recommended by this paper.  In some circumstances the tradeoffs may be such that a clear recommendation is not appropriate, and instead a suggestion with caveats may be made.

· References – In the cited document, references the section(s) most relevant to the decision at hand.

The document ends with Section 6 References that lists other documents that were used in the preparation of these recommendations, along with the relevant W3C Recommendations.

2 Requirements and Evaluation Criteria

When analyzing the requirements for the behavior of an application, it is somewhat unusual (though not unheard of) to encounter conflicting requirements.   Since business applications aren’t normally programmed to be non-deterministic, analysts must work with business users to definitively specify system behavior.

However, when implementing a system to satisfy the specified functionality, it is commonplace to encounter conflicting requirements when selecting among different design alternatives and methodologies.  The class example is “You want it good, fast, or cheap?  Pick one.”

A great many choices are available when designing XML instance documents and schemas.  A clearly defined set of requirements and evaluation criteria help to determine which of the choices should be recommended, and to present those recommendations in a concise and coherent fashion.  The major requirements used in this document are listed below.

· Simplicity – Design should be as simple as possible, but no simpler.  Clarity in design is valued over cleverness of design.

· Semantic clarity – The meanings of data items should be intuitive and fairly obvious.

· Reusability – Wherever possible, a component should be designed so that it can easily be reused in contexts other than that for which it was first developed.

· Consistency  (sometimes referred to as orthogonality) – Where similar sets of choices are available in different contexts, the same choices should be made in both contexts.  For example, if two doors both open outward, they should both open either to the right or to the left, and not one to the right and one to the left.

· Maintainability – Systems should be designed so that the bugs can be fixed and features added with as little additional effort as is practical.

· Extensibility – Related to reusability, components should be designed so that they might serve as the basis for creating new components, rather than forcing new components to be created from scratch.

· Legibility – Documents (and schemas) should be easily readable by developers.

· Platform and Tool Independence – Design of documents and schemas should not rely on non-standard, proprietary features of any particular development environments, parsing APIs, etc.  However, where a particular standard feature may have limitations in a particular environment or usage, this should be noted.

· Web services implications – Related to the previous topic, this criterion has mainly to do with features of schema language that may affect how easily the schema is to work with in a Web services environment.

3 Data Modeling Considerations

3.1 General Approaches

Explanation

Prior to considering the design of instance documents and how they should be specified in schema language, the contents of the documents must be determined.  This activity traditionally falls within the realm of information analysis.  However, it may also move more into the area of distributed system design, depending on whether the overall environment is document oriented or service oriented.  The distinctions between the two orientations are not always clear-cut, but the following characterizations will help focus several issues regarding XML design.

· Document oriented – This environment often involves automating an existing business process that is based on the exchange of paper documents between business partners.  A typical exchange might be of purchase orders, invoices, or government reports.  As an example, most EDI applications are document oriented.   A document oriented environment might typically involve only a few steps in which data is exchanged, but a great deal of data might be exchanged in each step.  Document oriented environments often use batch processing.

· Service oriented – This environment is most often associated with distributed systems or client/server architectures.  Web services are a prime example of this approach.  A service oriented architecture may think of data exchanges more in terms of method invocation, that is, passing arguments and receiving results.  Operations may be thought of in terms of create, update, delete, or inquire (CRUD).   A service oriented environment may involve several steps where data is exchanged, but with a smaller amount of data exchanged in each step than in a document oriented environment.   Service oriented environments are nearly always real-time.

Alternatives

In addition to these orientations, there are several approaches to analysis.  The brief list below discusses those most often employed as well as their relation to the two orientations.

· Object oriented analysis and design – The predominant approach is to use Unified Modeling Language (UML), possibly with variations on the Rational Unified Process (RUP).  There are various approaches to automatically generating schema language from UML models, but this has not yet proven to be a common practice.  OO based approaches may certainly be used in both document and service oriented environments, but are most often a better fit for the latter.  OO analysis has long had a great emphasis on reusability, and this approach may more naturally lead to the creation of reusable constructs than other approaches.

· Informal spreadsheet based modeling – At present this is the predominant approach.  Data items are arranged in a tabular fashion using rows and columns.   Hierarchies are depicted using rows and columns, with attributes such as description, data types, and cardinality specified in additional columns.   At least one major organization has developed a tool to automatically generate XML schemas from spreadsheets.

· Database design approaches – These are often typified by the use of Entity Relationship Diagrams and normalization as defined by Codd.   These approaches still seem most appropriate for static data storage as opposed to transactional exchange of data, but normalization techniques have been suggested for some approaches to document design.  This is discussed further in section 3.2 - Aggregation.
Recommended Approach

This document does not recommend a specific approach.   The results of the analysis effort are what is important, and not necessarily the way in which they are produced.  However, the following suggestions might be helpful.

· Service oriented architectures, most notably Web services based architectures, may find a natural fit in UML modeling.

· Document oriented approaches may be most amenable to informal spreadsheet based modeling.

What is important in this area is to choose an approach that you feel is most appropriate for the project at hand.  Then, use it for other projects of a similar character and use it in a consistent fashion.

References
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3.2 Aggregation

Explanation

Whether the environment is document oriented or service oriented, a major issue in data modeling is developing a consistent approach for grouping related data items.

Example

Consider a simple case where a contact name, address, and phone number need to be exchanged.   How should they be organized?   Two alternatives are shown here in tabular form, but there are many more possible.

	Contact
	FirstName

	
	LastName

	
	Street Address

	
	City

	
	State or Province

	
	Country

	
	Zip or Postal Code

	
	Telephone Number


	Contact
	Name
	First

	
	
	Last

	
	Address
	Street Address

	
	
	City

	
	
	State or Province

	
	
	Country

	
	
	Zip or Postal Code

	
	Telephone Number
	


Alternatives

As common a problem as this is in most analysis situations, there are relatively few approaches that give definitive guidance.

· Relational database normalization techniques – This is perhaps the most relevant technique from traditional approaches to information analysis.   A goal of achieving third normal form may be helpful when grouping items at peer levels.  However, there are limitations to applying relational techniques to the hierarchical arrangement of information that is most often used with XML.

· UN/CEFACT Core Components (CCTS) – Through “Core Component Types” (or CCTs), this approach offers a very useful framework for aggregating atomic data items to form complete semantic units.  For example, the CCT for measure specifies the number of units and supplemental information such as a coded value for the unit of measure and the code list used for the unit of measure.  Similarly, a monetary amount is specified as the number of units and supplemental information such as a coded value identifying the currency.   However, this approach provides few guidelines for aggregation above this level.

· ANSI ASC X12 Context Inspired Component Architecture (X12CICA) – This approach is based on the UN/CEFACT Core Component approach, but adds rules to guide aggregation all the way up through the document level.  A key concept is that a construct identifies primarily a single party, location, resource, or event.

Recommended Approach

This document recommends using CICA to guide aggregation.  This seems the most advantageous approach for achieving consistency.

References
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3.3 Naming

Explanation

In this section we consider how a data item is named, independent of how the item is named in XML syntax.  For example, when filling out a spreadsheet or building an object model we might use the term “First Name”, but the corresponding element in XML might be named “FirstName”.

See also section 4.2 - Naming Conventions for considerations in naming elements and attributes in XML documents.

Example

We can use an example of the City part of a “ship to” address.

Alternatives

Even for a construct as simple as this example there are several approaches to naming.

At the basic level, a choice must be made between what we can call “local” names, qualified by the parent element, or “fully semantically qualified names” that specify the complete meaning of the name.

Local Name:
Parent
Ship To




Child
City

Fully Qualified
Parent
Ship To




Child
Ship To City

Most approaches use a local name, while the Universal Data Element Framework (UDEF ) approach uses a fully qualified chain of names.

Beyond this, even when using local names a choice must be made between commonly used “business terms” and a more formal approach to naming.

· Business terms – This approach uses the terms commonly used in the relevant industry to name data items.   ANSI ASC X12 in CICA has adopted this approach.

· UN/CEFACT Core Components – This approach uses a formalized methodology based on ISO 11179 to assign names.   Names typically have three parts consisting of an object class, a property term, and a representation term.   For example, the City above might be named “town.name.text”.

The trade-off that is most evident in the choice between the two approaches is simplicity and semantic clarity versus consistency.   An approach using common business terms will usually be simpler and clearer for most in the industry.  However, due to their informal origins, there is often a good deal of inconsistency in how the terms are built up.   For example, a “code” in one sense might represent a short hand version of a longer name, such as “EA” for “each”, whereas in another it might represent an identifier for a specific entity, like a Zip code for a postal subdivision.

A final design decision that often must be made in international applications is the language.  This is even an issue in English speaking environments as a choice between “Oxford” or British English spellings, as opposed to American English (e.g. “colour” versus “color”).

Recommended Approach

This document recommends using local names rather than fully qualified names.  This favors reusability.  Semantic clarity is sacrificed somewhat, but full semantics can always be derived from the context in which the name is used, that is, its parents.

This document suggests using common business terms in American English since it is the simplest, easiest, and often the most intuitive approach.  However, where organizations wish to adopt a more formal approach that will yield more consistency, this document recommends the UN/CEFACT Core Component naming conventions.

References

CCTS – Section 6.1.4 – Technical Details, Naming Convention

USFED – Section 3.2 Use of Acronyms and Abbreviations

X12CICA – Section 4.10.1 Syntax Neutral CICA Representation, Naming Conventions, Item and Usage Names

3.4 Specific Names versus Qualifier/Value

Explanation

This design decision has to do with whether a single specific name should be used to identify a data item, as opposed to a general name with an additional data item that semantically qualifies the primary item.

Example

Business telephone number is a very good example.

· Specific Name -  “Business Telephone Number”

· Qualifier/Value – “Telephone Number”, with an additional “Type” item containing a value that indicates “Business”

Alternatives

The two alternatives are specified here.  The main trade off consideration against using qualifier/values is that in an XML schema environment it is impossible to require the use of one of the specific types.  All that can be enforced with schema validation is the presence of the generic type.   In this example, all that can be enforced with schema validation is the presence of at least one “TelephoneNumber”, while using specific names the presence of a “BusinessTelephoneNumber” could be enforced.

Recommended Approach

In general, this document recommends using specific names, but recognizes that in some cases a qualifier/value approach might best serve the needs of message designers.   This recommendation best supports semantic clarity and schema validation of business constraints.   Cases where there may be several types, perhaps more than ten or twenty, generic names with qualifiers might be used.
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4 Instance Document Design

4.1 Outline of this Section

This section discusses design decisions related strictly to XML instance documents.  They are concerned with features of the documents themselves and as such are mostly independent of whether the XML documents are described by Document Type Definitions (DTDs), XML schemas, or even the particular schema language being used.  These issues most directly affect how documents are produced or consumed by business applications.

4.2 Naming Conventions

Explanation

Section 3.3 Naming dealt with how data items are named, independent of any particular technology or implementation syntax.  This section deals with how these names are transformed into XML elements or attributes.

Example

Let us consider the name “Street Address”

Alternatives

There are several options for transforming a logical name as such into the NMTOKEN type that must be used for an XML element or attribute.

· Word Discrimination – Spaces are not allowed in an NMTOKEN.  In the approaches most commonly taken to handle names, one or more words are separator characters or variation between upper and lower case characters.

· Separator Characters – NMTOKEN allows a period or dot “.”, the underscore “_”, and a dash or hyphen “-“.  Using this approach we could have “Street_Address”.

· Case – The most common conventions are “upper camel case” in which there are no separator characters and the first character of each word is capitalized, and “lower camel case” in which the first character of the first word is lower case, and the first character of all succeeding words is upper case. Using this approach we could have “StreetAddress” or "streetAddress", respectively.

· Abbreviations – Commonly used words or terms, used repeatedly, are abbreviated.  For example, “identifier” becomes “ID” or “Address” becomes “Addr”.

· Acronyms – Familiar acronyms are used instead of fully spelled out names.  For example, “UN” instead of “United Nations”, or “SCAC” instead of “Standard Carrier Alpha Code”.

Some implementations use separator characters, but most use some form of camel case.  For example, ebXML recommends upper camel case for elements names and lower camel case for attribute names.   Most organizations discourage abbreviations, but allow use of common acronyms.

Recommended Approach

This is mostly an issue of style, and the particular style selected is less important than applying the selected style consistently.

This document suggests upper camel case for word discrimination. 

This document recommends that abbreviations not be used on grounds of semantic clarity and consistency.  Common acronyms may be used.
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4.3 Elements and Attributes

Explanation

Business data intended in a document may be conveyed either as the content of an element, as the value of an attribute, or both.

Example

We must convey an invoice amount due consisting of an amount as a number and a currency identifier as a code value.

Alternatives

Three alternatives are available.

1)  Use empty element with attributes

<AmountDue Amount="1000.00” Currency=”USD”/>

2)  Use elements only, with no attributes

<AmountDue>


<Amount>1000.00</Amount>


<Currency>USD</Currency>

</AmountDue>

3)  Use a mixture of elements and attributes

<AmountDue Currency=”USD”>


1000.00

</AmountDue>

Recommended Approach

If a semantically based rule can be devised that can be applied consistently, alternative 3 with a mixture of elements and attributes is recommended.  An example of such a rule involves the use of information items based on ebXML Core Component Types (CCT).  An element is defined to correspond to the information item that is based on the CCT.  The element content corresponds to the “content component” of the CCT.  The “supplementary” components are represented as attributes.  If such a rule doesn’t exist, then alternative 2, using elements only, is recommended.   The use of attributes only in alternative 1 is not as extensible.

There is, however, one caveat to note in using an approach of using a mixture of elements and attributes.  This choice values semantic clarity more highly than simplicity in processing, which has affects on maintainability.  Processing attributes requires somewhat different techniques than processing elements.  The differences can be observed in areas such as axis specifications in XPath location steps, method calls in APIs supporting the Document Object Model (DOM) or Simple API for XML Processing (SAX), or different class member types in OO languages such as Java or C++.  A strategy of using elements only is recommended if it is felt the additional semantic clarity is not justified.
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4.4 Structure

Explanation

This design decision has to do with the how to make explicit a relationship between data items that are logically related to each other

Example

Let us consider a purchase order with multiple line items.  Some of the line items should be shipped to location A, while others should be shipped to location B.

Alternatives

There are two predominant approaches to solving this problem in XML.

· Explicit hierarchy – In this approach related data items are grouped under a parent element.  For example:

Item 1


Item Details


Ship To A Details

Item 2


Item Details


Ship To A Details

Item 3


Item Details


Ship To B Details

Item 4


Item Details


Ship To A Details

· Referential – In this approach an item that that may be associated with several other items appears in full only once and references to it appear in the related items.

Ship To A Details

Ship To B Details

Item 1


Item Details


Reference to Ship To A

Item 2


Item Details


Reference to Ship To A

Item 3


Item Details


Reference to Ship To B

Item 4


Item Details


Reference to Ship To A

Recommended Approach

The main tradeoff in this case is between reusability of instance document components, along with compactness and efficiency of data representation and transmission on the one hand, and clarity and ease of processing on the other.  The former considerations are best achieved by a referential approach and the latter by a hierarchical approach.  Even considering that clarity and simplicity (reinforced by ease of processing) are explicit goals, this decision is not necessarily clear cut and the recommendations are dependent on a few factors.
· A hierarchical approach is suggested if the document might be rendered into a human readable form with XSL or XSLT, as this leads to a more natural presentation of the data.  In addition, if there are only a few referenced items that are used by more than one referrer, a referential approach has few efficiency advantages over a hierarchical approach.

· A referential approach is suggested if the referenced data may be generated from or stored in relational database tables that correspond to the referenced and referencing items.  In addition, if the information analysis was performed using OO or relational database design techniques, this approach may be more natural for developers.

In short, there is a right time to use each approach, just as there is a right time to normalize or denormalize data based upon the given situation and related factors.

This topic is also related to section 4.5 Semantic Default and Override, which generally is only an issue with a hierarchical approach.
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4.5 Semantic Default and Override

Explanation

A common practice in the design of EDI documents is assigning a set of information in the header area that in some cases may be overridden by information in detail area.  This practice can apply to the design of XML documents.  It is important to note that generally this design decision is only relevant to cases in which a hierarchical approach to document structure has been selected, as discussed in section 4.4 Structure.

Example

Consider the case of a purchase order that contains orders for items that must be shipped to several different locations.  A ship to address is specified in the header area that is to be used as the default if no ship to address is present for a line item in the detail area.  If a line item has a ship to address, that address overrides the one in the header area.
Alternatives

There are two alternatives in common practice, but only one proposed alternative that has received any significant consideration.

· Do not use - Do not use default information in such a circumstance.  Specify the relevant information on each item in the detail area.

· Implicit - Use implied default and override as described in the example.  A default ship to is included in the header area of the document. Line item #1 uses the default ship to address that is specified in the header area, while line item #2 overrides it with a different address.

<ShipTo>


<ShipToStreet1>



12 Industrial Parkway, NW


</ShipToStreet1>


<ShipToCity>Portland</ShipToCity>


<ShipToStateOrProvince>ME</ShipToStateOrProvince>


<ShipToPostalCode>04101</ShipToPostalCode>

</ShipTo>

<LineItem LineNumber="1">


other elements …

</LineItem>

<LineItem LineNumber="2">


other elements …


<ShipTo>



<Street>14 Smith Creek Lane</Street>



<City>Hogshooter</City>



<State>OK</State>



<ZipCode>74004</ZipCode>


</ShipTo>

</LineItem>

· Explicit - Use attributes on elements in the detail area to explicitly indicate the use of default or overridden information.  An example for how this might be done using a "shipTodefault" attribute is shown below.   Again, Line item #1 uses the default ship to address that is specified in the header area, while line item #2 overrides it with a different address, but the override is made explicit.
<ShipTo>


<ShipToStreet1>



12 Industrial Parkway, NW


</ShipToStreet1>


<ShipToCity>Portland</ShipToCity>


<ShipToStateOrProvince>ME</ShipToStateOrProvince>


<ShipToPostalCode>04101</ShipToPostalCode>

</ShipTo>

<LineItem LineNumber="1" shipTodefault="true">


other elements …

</LineItem>

<LineItem LineNumber="2" shipTodefault="false">


other elements …


<ShipTo>



<Street>14 Smith Creek Lane</Street>



<City>Hogshooter</City>



<State>OK</State>



<ZipCode>74004</ZipCode>


</ShipTo>

</LineItem>


· Relational - Use a relational design for structuring, as discussed in section 4.4 - Structure.  In such a case all of the ship to locations would be listed in the header area, and each line item would contain a reference to the appropriate location in the header.

Recommended Approach
This document does not make a firm recommendation in this area because common practice is fairly entrenched for those with a background in EDI.  We suggest using default information where appropriate, as disallowing it can lead to information that is duplicated and possibly inconsistent. We recommend that if semantic default and override are used, that an attribute be used to explicitly indicate default or override as this aids semantic clarity.  If implicit default and override are used, we recommend that all parties fully understand the usage. 
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4.6 Scope and Size Considerations

Explanation

These design decisions are closely related to each other.  The first has to do with setting a logical boundary for the contents of an instance document.  This has a direct affect on document size, since a document with broader scope of contents may be larger than a document with a more limited scope.

Example

A carrier must advise a shipper of the statuses of several shipments.  There are various ways to organize these notices into one or more documents.

Alternatives

All of the various alternatives revolve around the concepts of what constitutes a single logical business document and how this document is depicted in an XML document.   For simplicity, let us consider only two alternatives.

· One XML document is one business document – This is perhaps the most intuitive approach, so it helps satisfy clarity and simplicity.  However, it is not necessarily the most efficient if a good deal of data is common among several documents.  In our example, one shipment status would be sent in a single XML document.

· One XML document represents several business documents – In this approach each business document is depicted by a repeating element under a parent element.  The parent element may also have elements that are common to the children.  This is the most efficient approach in terms of data compactness and efficiency.  In our example, all of the shipment statuses for a shipper would be grouped into a single XML document.

Recommended Approach

Aside from the considerations noted, there are at least two other considerations:

· Ease in processing with XSLT and similar transformations – This is related to simplicity and maintainability.  The one business document, one XML document approach is generally easier to process with XSLT than the other approach.

· Performance considerations – These are secondary considerations, but it is worth noting that some processing approaches, most notably the DOM and XSLT, require that a complete document be loaded into memory.  Very large documents may therefore raise performance concerns and resource limitations.

For the listed concerns, this document suggests using the approach of one business document per XML document.
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4.7 Namespace Usage

Explanation

The use of XML namespaces in XML instance documents can be one of the most confusing and often one of the most contentious aspects of XML document design.   Most aspects of namespace usage in instance documents are actually governed by the manner in which the schemas are written, but it is presented here because the impact is primarily on instance documents.  The topic will be discussed further in the section on schema design.

There are several different approaches to namespace usage.  Each will be presented with an associated example where appropriate.

Alternatives

· Default unnamed namespace – All XML documents have a namespace including those that don’t explicitly include a namespace reference.  The simplest approach is to have no namespace references other than those required to support schema validation (i.e., the schema Instance namespace http://www.w3.org/2001/XMLSchema-instance).   The root element for such a document might look like this example:

<PurchaseOrder 


xmlns:xsi="http://www.w3.org/2001/XMLSchema-instance" 


xsi:noNamespaceSchemaLocation="http://www.railinc.com/-



PurchaseOrder.xsd">

· Single namespace – The only significant difference between this approach and the previous approach is the fact that the namespace is assigned a name.

<PurchaseOrder


xmlns="http://www.railinc.com/PurchaseOrder"


xmlns:xsi="http://www.w3.org/2001/XMLSchema-instance"


xsi:schemaLocation="http://www.railinc.com/PurchaseOrder


http://www.railinc.com/PurchaseOrder.xsd">

· Single namespace with qualifier – This approach is the same as the previous, except that the namespace is assigned a prefix and the prefix is used to qualify at least the root element.  In the example, we add a prefix of PO.
<PO:PurchaseOrder


xmlns:PO="http://www.railinc.com/PurchaseOrder"


xmlns:xsi="http://www.w3.org/2001/XMLSchema-instance"


xsi:schemaLocation="http://www.railinc.com/PurchaseOrder


http://www.railinc.com/PurchaseOrder.xsd">

· Multiple namespaces with qualifiers – To the previous approach we add another namespace and one or more elements or attributes from it.
<PO:PurchaseOrder


xmlns:PO="http://www.railinc.com/PurchaseOrder"


xmlns:usps="http://www.usps.gov/StateCode"


xmlns:xsi="http://www.w3.org/2001/XMLSchema-instance"


xsi:schemaLocation="http://www.railinc.com/PurchaseOrder


http://www.railinc.com/PurchaseOrder.xsd


http://www.usps.gov/StateCode 


http://www.usps.gov/StateCode.xsd">

Within the document there might be an element like:

<usps:ZipCode>98765</usps:ZipCode>

· Multiple namespaces with local namespace references – The difference between this approach and the previous is that instead of declaring the namespace in the root element, it is declared locally when it is used.

<PO:PurchaseOrder


xmlns:PO="http://www.railinc.com/PurchaseOrder"


xmlns:xsi="http://www.w3.org/2001/XMLSchema-instance"


xsi:schemaLocation="http://www.railinc.com/PurchaseOrder


http://www.railinc.com/PurchaseOrder.xsd">

Within the document there might be an element like:

<ZipCode xmlns="http://www.usps.gov/StateCode">


98765

</ZipCode>

Recommended Approach

The approach that must be taken is often constrained by the way in which schemas are written, particularly if there is a need to use components from schemas with different target namespaces.  However, this document recommends the use of a single named namespace, with or without a qualifier.  This approach contributes most to simplicity and legibility.  In addition, minimal use of namespace prefixes can make it easier to write and maintain XPath expressions for XSLT and other applications.

Further, this document recommends using a single, unique named namespace for the application data of each target document if schema validation is an important consideration.  It is insufficient just to validate that a document conforms to the schema it references.  The application must verify that the schema is the correct schema, and a named namespace is the most reliable way to do this since schema locations may change.  Note, however, that even if a single named namespace is used for the target document, that other non-application namespaces may be referenced.  For example, when using schemas the schema instance namespace, http://www.w3.org/2001/XMLSchema-instance, must also be used.
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4.8 Binary Data and other Unparsed Data

Explanation

There may be times when it is necessary to convey binary or other non-markup data (perhaps formatted text, or fragments of another markup language) in an XML document.

As with the previous section, certain aspects of this topic are also related to schema design, and they will be discussed in that section as well.

Example

We wish to associate a JPEG image of a product with the product description in a catalog.

Alternatives

· Raw binary data –  One approach is to insert the actual, raw binary data as the content of an element.

<Picture> this would be binary data </Picture>

This approach is simplest, but is prone to processing hazards since XML processors will attempt to parse the contents of the element.  A random delimiter such as a left angle bracket (<) might cause a parsing error.  This approach will not work when markup that should not be parsed must be conveyed in a document.

· CDATA – This approach is a bit safer than the previous.  The data is identified as unparsed character data in a CDATA section, and again included in the actual encoded data in the XML document. 

<Picture><![CDATA[  this would be binary data ]]> </Picture>

NOTE:  A CDATA section is the only way to convey literal markup in the contents of an element or attribute.  Markup may also be included by converting characters reserved for XML syntax, such as left and right angle brackets, replacing them with predefined entities.  Many XML processors will perform this conversion automatically.

· Encoded binary data – In this approach the binary data is encoded in standard alphanumeric characters, hexadecimal for example, and again conveyed as the content of an element.

<Picture>AB05081B0C7A … and so on </Picture>
· Unparsed entity - An XML document may be composed of more than one disk file or storage unit.   A reference to such an external storage unit is defined in an ENTITY reference.  A reference to an external entity may designate that entity as "unparsed" using the "NDATA" keyword.  An unparsed external entity is declared within a DOCTYPE document type declaration, as shown below, and must be accompanied by a NOTATION declaration.
<!DOCTYPE MYDOCUMENT [

  <!ENTITY MyPicture SYSTEM “MyPicture.jpg” NDATA JPEG>

  <!NOTATION JPEG PUBLIC "JPEG">

]>
The entity may then be referenced in the document, but only as the value of an attribute, as shown below.
<MyPicture location=”Picture”>

Most XML processors and APIs will not attempt to process such external entities.  Instead, it is left to the application program to retrieve the location and type of the entity and process it accordingly.  One limitation of this approach is that the reference to the external entity must be persistent and accessible to the applications that must process the data.
· External reference to the data – This is very similar in concept to an unparsed external entity in that the primary document contains a reference to another storage unit.  However, it does not have the complexity of an ENTITY declaration, and it isn’t subject to some of the constraints, such as being allowed only for an attribute value.  As with an unparsed entity, only a reference, a URL for example, is passed in the document and an XML processor hands the reference off to the application instead of the contents.  It is left to the application to retrieve the contents out of band.

<Picture location="http://www.railinc.com/Picture.jpg"/>
While we will leave most schema-related concerns to Section 5, there are a few that are relevant to this discussion.

· Using CDATA sections or unparsed external entities with schema validation may pose problems with some XML processors.  Some, by default, normalize data in these items by removing white space and converting or removing line feeds, carriage returns, and tabs.

· An element or attribute with a schema language string datatype allows a CDATA section as content.  However, there is no way in schema language to require the presence of a CDATA section.

Recommended Approach

The design of the application (and associated middleware) that produces or consumes the data has a great impact on the applicability of several of these approaches.    We will, however, make some qualified recommendations.
· If binary data may be conveyed out of band and a persistent reference may be assigned to it (probably a URL), use an external reference.  This approach is simpler than unparsed external entities and is not limited to attribute values.
· If binary data must be sent in band with the document, then use an encoding scheme such as hexadecimal or base 64.  These may be schema validated using the hexBinary or base64Binary datatypes.  Note, however, that the subsequent encoding and decoding introduces complexity and processing overhead.

· Avoid conveying raw binary data.  This may cause problems for certain XML processors or applications.  In addition, it makes it difficult to review documents for debugging or troubleshooting.   Finally, there are no schema language data types that directly support raw binary data.

· If markup data must be conveyed that should not be parsed but instead should be handed off to the application as markup, then use a CDATA section.
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4.9 Mixed Content

Explanation

XML allows a parent to have as children text content, other elements, or both.  When a parent has both text content and other elements as children, this is referred to as mixed content, or a mixed content model.

Example

Using mixed content in a business message runs counter to the way in which most information modeling is done.  So, it is somewhat difficult to come up with an example that doesn't look contrived.  To illustrate the concept we'll first show a case, not involving a business message, where mixed content makes sense.  Next, we'll show a business message example where it doesn't make sense.

For a case where mixed content is appropriate we can consider a formatted report that has sections with both text and subsections as content.

<Section>


This is some introductory text for the section.


<Subsection>



This text represents the body of the subsection


</Subsection>


<Subsection>



This text represents the body of another subsection


</Subsection>

</Section>

Now, putting this in the context of a business message, let's consider a purchase order with an element specifying a line item on the order.  The message designer decided to allow mixed content, allowing an element describing the color in the description of the line item.

<LineItem>


<Item>



<ItemID>SHIRT</ItemID>



<OrderedQty>12</OrderedQty>



<UnitPrice>12.59</UnitPrice>


</Item>


<ItemDescription>



Men's shirt, button down, oxford, 60/40 cotton/polyester



<color>BLUE</color>


</ItemDescription>

</LineItem>

The conventional way to depict this information would be to put the text description in a separate child element, as shown below.

<LineItem>


<Item>



<ItemID>SHIRT</ItemID>



<OrderedQty>12</OrderedQty>



<UnitPrice>12.59</UnitPrice>


</Item>


<ItemDescription>



<DescriptionText>




Men's shirt, button down, oxford, 60/40

 


cotton/polyester



</DescriptionText>



<color>BLUE</color>


</ItemDescription>

</LineItem>

Recommended Approach
While mixed content may be common in printed documents and web pages, it is extremely rare to see mixed content in business messages since it tends to dilute semantic clarity and can add complexity to some aspects of processing.  This document strongly recommends against the use of mixed content.
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4.10 Type Substitution - Use of xsi:type

Explanation

XML, when used with a schema written in the W3C XML Schema language, allows the type of element as defined in the schema to be over ridden by a local type assignment using the xsi:type attribute.  In most cases, the type being assigned must be a derived by restriction from the type defined in the schema.  Usage of xsi:type is usually dependent on how schemas are designed, although this is not always a consideration.
Example

The schema for a purchase order document defines a last name with no limit on the length of the name.  We want to restrict the length to thirty characters using a "string30" type that is defined in the schema.

<LastName xsi:type="string30">


Smith

</LastName>

Recommended Approach
Use of xsi:type is an uncommon practice, although it is used in some applications.  In general, this document suggests that use of xsi:type be avoided on the grounds that it adds complexity to creating and processing documents.   Instances in which usage may be appropriate will be discussed in reference to specific schema language features.
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4.11 Encoding

Explanation

XML supports several different character sets using Unicode encoding.  It supports a default encoding of UTF-8.

Alternatives
· UTF-8 – This is the most common form.  It is a byte oriented encoding form closely modeled on US ASCII.

· UTF-16 - UTF-16 uses 16 bits and is conformant with International Standard ISO/IEC 10646

Several different character sets may be encoding using either of these sets of bit patterns.  However, other encoding schemes may be specified.

Recommended Approach
Most modern XML processors and processing APIs can automatically handle the encoding and decoding between the form used in an XML document and the string format used by a programming language.  However, the encoding may be an issue for some early XML processors or for processors written in-house.

On this basis, this paper recommends using UTF-8 encoding as this should easily be processed by most ASCII based computer systems.  Furthermore, we recommend explicitly including the "encoding" attribute on the XML declaration, rather than letting the default be implied.
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4.12 Processing Instructions

Explanation

XML defines a construct known as a processing instruction (or PI) that allows a document to contain instructions for an application processing the document.

Example

A common processing instruction is the stylesheet instruction that instructs a web browser or similar document viewer to apply a stylesheet to an XML document before displaying it in the browser.  An example is shown below.

<?xml version='1.0'?>

<?xml-stylesheet type="text/xsl" href="DisplayPO.xsl"?>

<PurchaseOrder>


and so on …

</PurchaseOrder>

Recommended Approach
Some message designers recommend against using PIs on grounds of security in that they wish to prohibit documents from unexpectedly invoking undesired processing through the use of a PI.  This is probably too paranoid a concern since most application must be specifically coded to look for and use a PI.  However, this also raises an issue in that the recipient of a document must be aware of the PI, its name, and the expected processing if it is not to be ignored.  The W3C recommends a few standard PIs such as the stylesheet declaration that can be very useful.

This document recommends using only standard PIs that have been defined by the W3C or a similar standards body.  This will aid in simplicity, maintainability, and platform and tool independence.
As of June 29, the following processing instructions were recognized by the W3C.

· xml-stylesheet – for associating an XSL or XSLT stylesheet with an XML document.  Specified in “Associating Style Sheets with XML documents”, Version 1.0, W3C Recommendation 29 June 1999.  http://www.w3.org/TR/xml-stylesheet/
· access-control – to restrict access to privileged content.  Described in “Authorizing Read Access to XML Content Using the <?access-control?> Processing Instruction 1.0”, W3C Working Group Note 13 June 2005.  http://www.w3.org/TR/2005/NOTE-access-control-20050613/
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4.13 “Wrapper” Elements

Explanation

A "wrapper" element is an element that conveys no semantic information in and of itself, but is used to group related elements as children.  The wrapper element only occurs once in the specific location in the document and does not serve as a means for repeating a group of related elements.

Example

A very simple example would be to group all of the line items of a purchase order under a wrapper element called DetailArea.

<DetailArea>

<LineItem LineNumber="1">


other elements …

</LineItem>

<LineItem LineNumber="2">


other elements …

</LineItem>

</DetailArea>

Recommended Approach
This paper considers wrapper elements to primarily be a matter of style and preference.  Some message designers think that they add semantic clarity, while others think they add unnecessary complexity.  For example, they add a step in XPath location expressions.  However, if the message designer feels their use adds to semantic clarity, aids in debugging, makes writing stylesheets easier, or similar considerations, then using them causes no harm.
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4.14 Calculated Values and Summary Information

Explanation

Calculated values are information items that represent the result of a calculation performed on two or more other items.  Calculated values may appear in any part of a document.  Summary information typically consists of the total of a set of repeated information items that appear elsewhere in the document.  Summary elements typically appear at the end of a document.  Both calculated values and summary items are commonly used in EDI and paper documents.  They are often carried over into the design of XML equivalents.
Example

On a line item in a purchase order, an extended price is a calculated value that is the product of the number of units and the unit price.  An example of summary information is a total amount due element in an invoice, representing the sum amount due on the individual line items.
Recommended Approach
This, again, is an area in which entrenched practice may be hard to overcome.  However, despite the processing convenience of these items, they can present as many problems as they solve.  Calculated values and summary items represent redundant, derivative information, and therefore are subject to errors and inconsistencies.  If a calculated value doesn’t match the items from which it is calculated it is often necessary to invoke exception processing.  On this basis this document recommends against using calculated values and summary information.
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4.15 Absence of Data

Explanation

This issue is more related to how instance documents are used and how they should be interpreted rather than strictly how they should be designed.  However, it does have some relevance to how documents are designed and this seems the most appropriate place to discuss the issue.

The gist of the issue is that confusion can result if there isn't an explicit policy and understanding regarding the absence of data.  For example, a space in string type element or attribute does not necessarily have the same meaning as saying it is empty.  In addition, an element that is not present does not necessarily have the same meaning as an element that is present but is empty.

Recommended Approach
This document makes the following recommendations in this area:

· Interpret a string type element or attribute with only one or more spaces as exactly that, and not as having no value.

· Interpret a numeric element with a value of zero as having a value of zero, not as having no value.

· If there is nothing to convey regarding an element or attribute, do not use it in the instance document rather than including it with no value.

· Similar to the previous recommendation, do not include an empty element as an indicator.  Instead explicitly use an attribute or child element with a Boolean type.

· Do not use an empty element to indicate a null value.  Instead, use an xsi:nil attribute with a value of "true" or "1", as discussed in section 5.3.17.
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5 Schema Design

5.1 Outline of this Section

This section discusses design decisions involved with defining a given XML document format in schema language.  The major subsections and the topics they discuss are:

· Schema Language – The particular schema language recommended

· General Considerations – Considerations in using schema language regardless of the content model
· Considerations for Simple Content – Considerations involved with attributes and elements with no child elements, i.e., a simple content model

· Considerations for Complex Content – Considerations involved with elements that have other elements as children

5.2 Schema Language

The de facto standard in schema language is defined in the W3C Recommendations XML Schema Part 1: Structures, and XML Schema Part 2: Datatypes, from 20 May 2001.  Other schema languages for XML have been defined and are being used, but none have the level of adoption, tools support, and programming support as the W3C language.  It is, in every sense, the de facto standard when defining schemas for business messages.  This paper does not recommend any other schema language, and refers to the W3C language whenever the term "schema language" is used.

5.3 General Considerations

5.3.1 Schema Design Methodology

Explanation

Independently of how decisions are made about which schema language features to use and how to use them, a decision must be made concerning the general approach to the creation of schemas.  The decision on which to employ depends upon several factors, including:

· The nature of the project -  It's size, scope, and relationship with other projects

· The organization conducting the project – How similar design projects are conducted within the organization and the degree to which the organization has adopted formal development methodologies

· Tools – The degree to which automated tools are available to convert information collected from analysis to schemas.  Or, the ability to automatically generate "starter" schemas from instance documents.

Alternatives

· Manually coded schemas – This approach involves creating schemas from the product of information analysis.  This approach covers using anything from a simple text editor to an XML integrated development environment (IDE) such as XML Spy or TurboXML.  This may be the most predominant approach in use today.

· Autogeneration from analysis data – In this approach the product of information analysis, possibly along with supplemental information needed to enforce business constraints, is stored in a specific machine processable format.  Specialized software then produces schemas from the analysis product.  ANSI ASC X12 and the OASIS UBL TC are pursuing this approach, though using different analysis approaches and tools.  Another approach involves generating schemas from UML models using supplementary annotations in the models.  This approach may be appropriate and yield productivity benefits if the analysis process is amenable to creating a machine processable product and if the number of schemas to be created, or their complexity, justifies the development cost of the schema generating tool.

· Autogeneration from instance document – Most major XML IDEs offer a feature that allows creation of a schema from a sample instance document.  These schemas usually require editing after creation to properly express business constraints, since the choices that the tools make are often incorrect.  However, they can save a good deal of work by providing a starter schema that correctly captures all of the elements, attributes, and the structure of the document.  This approach may be appropriate for small scale projects with relatively simple schemas and little need to share schema constructs with other projects.

· Autogeneration from classes – Several tools provide functionality to automatically create a schema from class definitions written in OO languages such as Java, C++, or C#.  This can be quite appropriate if a general OO analysis and design approach is used, and class descriptions are developed early in the process.  However, this approach shares several caveats with autogeneration from instance documents in that data types, cardinality, and similar features may need to be manually corrected.

When autogenerating a schema from an instance document, the usual design steps involve first designing the desired instance document, then developing a sample before feeding it to the XML IDE.  Creating a sample document may also be helpful before manually coding a schema as it may guide the design effort and provide a means to test the schema for correctness.  A sample document may also be helpful when autogenerating from analysis data, although autogenerating an instance document from the schema may be a more productive route.  The instance document can then be compared with the analysis product as a means to validate the schema.

Recommended Approach
Given the several dependencies, this document makes no specific recommendations regarding schema design methodology.  However, we do make the following suggestions.

· For small scale projects for which a single schema file is adequate, autogeneration from instance documents or class descriptions can be a great aid to productivity.
· For larger projects that may draw on a library of reusable types or elements, autogeneration is generally not an option due to the limitations of current tools.  Unless the infrastructure is in place to autogenerate complex schemas from analysis data, manually coded schemas are the only viable option.
5.3.2 Validating Schemas

Explanation

Schema language is very powerful and complex.  While we applaud the efforts of the authors of the schema recommendation, we must note that many sections dealing with schema validation are complex and fairly hard to understand.  For these and other reasons the state of development of many XML IDEs and schema-aware processors is not fully mature.  Many schema language features are still not validated by all tools, or may not be validated properly.  It is possible to create schemas that appear to be valid but aren't valid either when checked by other tools or when instance documents conforming to them are processed.

Recommended Approach
To minimize the chances that a schema is not valid, we recommend checking it, and instance documents that are intended to conform to it, against several tools and APIs to confirm the validity.  We recommend the following APIs and tools as a representative sample.

· XSV – This is widely considered to be the "gold standard", but the release notes indicate that even it doesn't check for everything.  XSV is available as both on-line, web based, and as a standalone Windows executable – http://www.w3.org/XML/Schema#XSV
· XMLSpy – This is a good starter check, but even versions as late as 5.4 failed to properly detect many more subtle schema language errors. – http://www.xmlspy.com/
· MSXML – Microsoft's XML Core Services – We suggest building a simple C++ or Visual Basic program to load the target schema(s) into a schema cache, and then attempt to validate a sample instance document – http://msdn.microsoft.com, and search for MSXML in the downloads

· Xerces2 – The Apache Foundation's Xerces XML processing API, in either Java or C++ versions, is widely considered to be one of the best and most compliant.  We suggest coding a simple Java or C++ program to parse and validate a sample instance document - http://xml.apache.org/
· LibXML2 - the XML C parser and toolkit developed for the Gnome project.  Same suggestion as others – code a simple C or C++ program to parse and validate a sample instance document.  http://www.xmlsoft.org/
5.3.3 General versus Specific Schemas

Explanation

Schemas offer a great deal of flexibility in terms of how tightly and in how much detail business constraints are enforced.  They can be very general and apply to a broad number of cases, or they can be so specific that they may apply to one very narrow situation.

Example

We can draw an analogy to purchase orders defined in X12 EDI.  The standard for the 850 transaction set is very broad and includes in it nearly every data item that anyone would ever want to exchange in a purchase order.  Many companies write implementation guides that specify in great detail the subset of the 850 that they use, listing the specific segments, data elements, codes, and restrictions that are narrower than those defined in the standard.  The full standard is analogous to a general schema, and the implementation guide is analogous to a specific schema.
Alternatives

There are two extremes, and a middle position that falls somewhere in between.

· General schema – The characteristics of a general schema might include many data elements that are optional, no restrictions on string lengths, coded items without specific enumeration lists, or frequent use of "unbounded" for maxOccurs.  Such schemas may apply to a wide range of situations, so only a few might be required.  However, their limited ability to enforce business constraints means that the applications that use them must incorporate a good deal of logic to enforce those constraints.  Implementation guides may be required to give users guidance regarding business constraints for specific situations.  An example of a general schema might be a purchase order that could be used by any company, regardless of industry.

· Specific schema – The characteristics of a specific schema might be all of the things that the general schema isn't.  This might include very few optional elements, restrictions on string lengths, minimum and maximum values, enumeration lists, and specific values for maxOccurs.  Such schemas may be so narrow that they only apply to one or a few situations, so a great many similar schemas may be required.  However, since many of the business constraints are expressed in the schema, applications are relieved of a great deal of programming to enforce them.  Business constraints may be so finely expressed that implementation guides are not needed. An example of a specific schema might purchase order that would be used only to trade with one major retailer.

· Middle ground – A middle ground schema would contain many business constraints, but not as many as a specific schema.  For example, many more elements might be optional, string lengths might be longer, value ranges could be wider, and enumeration lists for coded items could be larger.  Many business constraints could be enforced by the schema, but applications may still need to include programming to enforce others. An example of a middle ground schema might purchase order that would be used within a specific industry or trading community.

Recommended Approach
This paper does not make any firm recommendations in this area since the type of schema chosen is related very much to the organization developing the schema.  For example, cross industry standards groups might develop very generalized schemas and individual organizations might develop very specific schemas.  However, we do suggest that schemas be written to enforce whatever business constraints can be agreed upon by the target community of users, that is, write them as specific as possible.  This will put enforcement of these business constraints in the XML processor, guided by the schema, and not in the application.  This contributes to simplicity and maintainability of applications.

References

None of the reference sources address this issue directly.  However, it may be helpful to review where certain groups fall out on this issue.

· UBLNDR - The OASIS UBL TC is designing cross industry schemas with very few restrictions.  However, they support a mechanism for users to define their own restrictions.

· X12CICA - ANSI ASC X12 in their EDI standards develops very broad, general specifications.  However, CICA takes a somewhat different approach, using abstract constructs for general cases and concrete constructs for specific cases.  In this fashion the XML representation of CICA is designed to support very specific schemas.

· Most other bodies and libraries of common XML documents use a general approach.  Cross industry examples include the Open Application Group's OAGIS ( www.openapplications.org ) and Commerce One's xCBL ( www.xcbl.org ).  Even standards from vertical industries tend to be fairly general.  One example is the PESC Standards Forum's College Transcript ( www.pesc.org/workgroups/standards-forum ).

5.3.4 Naming Conventions for Schemas

Explanation

Schemas are just like any other file in that they must be given a name.  The name can appear as a file name on a local or network disk, usually with a file type extension of ".XSD", or it can appear as the last part of a schema location URL.

This is an intuitively obvious decision, so examples are not necessarily in order.  In addition, there are a such a wide variety of naming conventions that we will also not consider alternatives.

Recommendations

This paper makes the following recommendations for naming schema files:

· Use the same naming conventions for schema files as are used for XML NMTOKENs, that is, use the same conventions for word discrimination, abbreviations, and acronyms.

· If the main purpose of a schema is to define one particular business document, name the schema file after the root element of the target document.  Example:  The target document is a purchase order whose root element is named PurchaseOrder.  Name the schema file PurchaseOrder.xsd.

· If the main purpose of a schema is to define a library of types or global elements that may be used in other schemas (discussed in section 5.3.5), give the file a name that indicates it is a library and that indicates the general contents of the library.  For example, a schema containing a library of types that describe the various attributes of rail cars might be named RailCarTypes.xsd.

· The issue of versioning support is often related to schema file names.  This is discussed in the section 5.3.7.  This paper recommends against including a version designation in the actual schema file name, though it may be included in other parts of the URL.
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5.3.5 Structuring Schemas

Explanation

Schema language offers four basic options for spreading a logical schema across one or more schema documents (or files).
Alternatives

· Single schema document – This approach involves placing all of the element declarations, type definitions, etc., necessary to specify the target document into one single schema document.  This approach is very simple and may be appropriate for relatively small target documents that don't have any constructs that might be reused in other schemas.

· Multiple schemas – The basic aspect of this approach is that the constructs are spread across two or more schema documents.   These documents are then logically merged into a single schema using one of several approaches.

· Include – The xsd:include element allows one schema to be included in another, with resulting in one logical schema that is indistinguishable from a schema contained in one schema document.  Include may be most appropriate when there is a need for a library of common schema components, such as library of reusable types, but the decision has been made to manage all schemas using these types in a single namespace.

· Import – The xsd:import element allows one schema to import a namespace that is defined in one or more other schema documents.  The key difference between include and import is that use of import results in a logical schema that has schema components from at least two different namespaces.  This approach is appropriate when a decision has been made to support multiple namespaces.

· Redefinition – The xsd:redefine element is similar to xsd:include but it allows schema components from the included document to be redefined.  This is discussed in Section 5.3.6.
· Combination of these techniques - Using this approach libraries could be given a designated namespace, but still be spread across several schema documents that are merged with each other using the xsd:include element.

Recommended Approach
The approach selected depends heavily on factors such as the complexity of the project, the number of schema components being defined, the number of reusable schema components, and the number of instance documents being defined.  As noted previously, small projects with simple target documents may find the approach of using a single schema document quite satisfactory.  However, large projects and standards organizations may find it more appropriate to use multiple schemas, with two or more namespaces, that are combined through import and include.  The reasons for this are fairly well established.  Just as it is easier to maintain and make independent changes to a large, complex system or application when it is divided into multiple components, it is easier to maintain and keep changes independent of each other if complex projects use multiple schemas.  This document therefore recommends that large projects and standards organizations use the multiple schema approach.
This issue is discussed further in section 5.3.8.1 on None, One, or Many namespaces.
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5.3.6 Redefinition

Explanation

As mentioned in Section 5.3.5, the xsd:redefine element functions in the same way as the xsd:include element, but it also allows the definitions of schema components to be modified.  The schema being included with xsd:redefine must either have no target namespace declared or have the same target namespace as the schema that is including it.
Example

Suppose that we have an ItemType that is defined in a ProjectTypes.xsd schema.  We want to use it in our schema but we also want to change the type of the "ItemID" element from token to string.

Here is the original type definition:

<xsd:complexType name="ItemType">


<xsd:sequence>



<xsd:element name="ItemID" type="xsd:token"/>



<xsd:element name="OrderedQty"




type="xsd:decimal"/>



<xsd:element name="UnitPrice"




type="xsd:decimal"/>


</xsd:sequence>

</xsd:complexType>

We can include the ProjectTypes schema in our own using xsd:redefine, and modify the definition as shown below.

<xsd:redefine schemaLocation="Item.xsd">


<xsd:complexType name="ItemType">



<xsd:sequence>




<xsd:element name="ItemID" type="xsd:string"/>




<xsd:element name="OrderedQty"





type="xsd:decimal"/>




<xsd:element name="UnitPrice"





type="xsd:decimal"/>



</xsd:sequence>


</xsd:complexType>

</xsd:redefine>

Recommended Approach
As a general rule, this paper recommends against using the xsd:redefine element.  Redefinition can reduce clarity and if not properly managed can make maintenance more complex.  There are, however, some cases in which redefinition is the only reasonable way to modify a schema component.  One such case is where the component being redefined is a lower level element or attribute that is used in many other types or elements.  Because changes in leaf items ripple up, a conventional approach using xsd:include or xsd:import would require new definitions of all of the components that serve as a direct or indirect parent of the modified component.  However, using xsd:redefine the leaf component may be modified and all of the ancestors use it automatically with no other changes.
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5.3.7 Version Control

Explanation

Change is inevitable, and all schema designers must at some point face the problem of managing changes in schemas necessitated by maintenance or feature enhancement.  Prudent designers will address this problem early in their first projects and develop a comprehensive approach to version control.  This is a topic that involves several related issues and mechanisms.

Again, this is a topic for which examples are not particularly relevant.

Alternatives

The first area in which a decision must be made is when new versions are to be released.  The choices are most often dictated by existing organizational practices rather than by technical considerations alone, and this document will not make a recommendation concerning either.  The decision may, however, have impacts on some of the mechanisms that are used to support version identification.

· Periodic basis – This approach is often adopted by larger standards bodies.  For example, ANSI ASC X12 plans to issue XML schemas on the same schedule and with the same release designations as their EDI standards.

· As needed – This approach involves issuing new schemas only when bug fixes or enhanced functionality require a new version.  Several groups have defined criteria for distinguishing a major release from a minor release.  The OASIS UBL TC ( UBLNDR )  and PESC ( PESC) are two examples of this practice.

Beyond the frequency with which schema versions are released, a decision must be made whether to release all schemas and constructs under the new release, or only issue those components that have been changed.  This is not normally a consideration with other data formats, but certain XML features allow the simultaneous support of components from different versions.

· Complete release (or re-release) – In this approach all of the schema work product for an organization or project is released with the new version designation, regardless of whether or not there has been any change from the previous version to the next.  ANSI ASC X12 has taken this approach with EDI standards and plans to continue this approach with XML standards.

· Partial release only of new or changed products – In this approach the new version designation is only assigned to components newly created for this release, or to components that have been modified since the previous release.  In this approach it may be possible using certain versioning mechanisms for instance documents to contain components from two or more versions.  One application of this approach might be in supporting forward as well as backward compatibility – see the note later in this section.  We know of no groups following this strategy, but it has been discussed in several forums.

The choice of a complete or partial release may be made independently of the frequency of the release.  However, a partial release of new components and schemas may be more appropriate for organizations with infrequent, irregular release schedules than for those who release on a periodic basis.

Once the decisions have been made regarding frequency of releases and whether they should be total or partial, decisions must be made concerning the mechanisms by which versions will be indicated.

· Namespace – A version identifier is assigned as part of the namespace name.  For an example, let us consider version 1.3 of a Railinc Purchase Order schema.  For the URL form we use two digits (with leading zeroes) are used to indicate the major and minor versions (1 and 3, respectively), and we just use the literal "1.3" for the URN form.

URL form:  http://xmlschemas.railinc.com/0103/PurchaseOrder

URN form:  urn:railinc:xmlschemas:1.3:PurchaseOrder

· Schema name – A version identifier is appended to the schema file.  This approach will work, but maintenance can be cumbersome if there are several schema files.

Example:  PurchaseOrder0103.xsd

· Schema "version" attribute – Schema language defines a "version" attribute on the xsd:schema root element that an application may use to indicate the version of the schema.  This is the preferred approach when designating the version with an attribute.

Example, showing initial fragment of schema:

<?xml version="1.0" encoding="UTF-8"?>

<xs:schema



targetNamespace=




"http://xmlschemas.railinc.com/0103/PurchaseOrder"



xmlns:xs="http://www.w3.org/2001/XMLSchema"



elementFormDefault="unqualified"



version="1.3">


<xs:element name="PurchaseOrder">

· Other schema attributes – Other attributes of the schema's root element, xsd:schema, may be used.  This includes the "id" attribute and any attribute defined that is in a namespace other than the schema language namespace.  Either of these approaches will work. However, the "id" attribute was primarily created to support the ID / IDREF cross-reference mechanism, and it seems inappropriate to use it for this purpose.  It also seems inappropriate to use an attribute from a different namespace since schema language already provides a perfectly good one.

· Instance document "version" attribute – The schema declares "version" attribute to be used on the root element of an instance document, assigning a fixed value corresponding to the schema version.  This approach allows an application to directly determine the version of an instance document by retrieving the value of the "version" attribute.

The following example shows a fixed "version" attribute defined on the root "PurchaseOrder" element.  If it does not appear in the instance document, then a schema-aware processor will supply the value defined in the schema (note:  some processors require that schema validation be enabled for this behavior to occur.)

<?xml version="1.0" encoding="UTF-8"?>

<xs:schema



targetNamespace=




"http://xmlschemas.railinc.com/0103/PurchaseOrder"



xmlns:xs="http://www.w3.org/2001/XMLSchema"



elementFormDefault="unqualified"



version="1.3">


<xs:element name="PurchaseOrder">



<xs:complexType>




<xs:sequence>





<xs:element name="Header" type="HeaderType">





…




</xs:sequence>




<xs:attribute name="version" type="xs:token"





fixed="1.3" use="optional"/>



</xs:complexType>


</xs:element>

Any or all of these mechanisms will work with a complete release approach.  Not all will necessarily be appropriate for a partial release approach.   These are discussed as recommendations.

A Note on Forward and Backward Compatibility

Backward compatibility is a fairly well understood, and frequently articulated requirement.  In the world of XML documents and schemas, this means that a document that was valid in regard to a schema of a specific version should also be valid in regard to later versions of that schema.  Further, applications coded to accept the later versions of the document should also accept the earlier versions.  The requirements for achieving this type of compatibility are not very complex.  The main requirements are that later versions of a schema:

· Shall not remove any elements or attributes that were present in earlier versions

· Shall not add any new elements or attributes that are required

· Shall not reduce the allowed value spaces of any simple types such as by reducing maximum lengths, increasing minimum lengths, or removing any enumerated values
· Shall not reduce the allowed value spaces of any complex types such as by reducing maximum occurrences of child elements or increasing minimum occurrences.

· Shall not change the sequential ordering of elements in a sequence content model

· Shall make all new elements and attributes optional

In addition, as alluded to previously in this section, XML raises some interesting possibilities in terms of supporting forward compatibility.  In the world of XML documents and schemas, this means that a document that was valid in regard to a schema of a specific version should also be valid in regard to earlier versions of that schema.  Further, applications coded to accept the earlier versions of the document should also accept the later versions.  Unlike backward compatibility, the requirements for achieving this type of compatibility can be somewhat complex.  One of the approaches most often advocated involves explicit namespace qualification of all elements and attributes in a document, with each namespace representing a specific version.  In this fashion applications may ignore elements from versions that they are not prepared to support.  For further discussion of this topic we direct the reader to ORCHARD.
Recommended Approach
Recommended alternatives for complete and partial releases are presented, along with the recommendation concerning whether a complete or a partial release approach should be used.

· Complete release – Include a version designation in the namespace name, a version attribute on the xsd:schema element, and a version attribute on root element of instance documents.

· Partial release – Include a version designation in the namespace names.  Elements from several different versions may appear in an instance document, and applications may ignore elements that are not in the versions (and namespaces) that they support.  Elements are declared globally (see section 5.3.13), and elements must be qualified with a namespace prefix (see section 4.7). A distinct namespace declaration must be included for each version that has elements appearing in the instance document.  This approach purports to support not only backward compatibility, but also the more elusive forward compatibility.  There are variations on this approach, but the basic idea presented here represents the gist of one of the more mature proposals.

The partial release strategy using the mechanisms described here has a certain technical elegance. However, given the historical version release practices of most organizations it seems unlikely that XML support of this feature will offer advantages that are sufficiently compelling to influence adoption of the strategy.  In addition, it is easy to imagine that maintenance might become cumbersome over time with this approach.  One factor contributing to this is the difficulty in determining and keeping track of which complex elements must be re-versioned due to changes in child elements or attributes.  In addition, instance documents that use multiple namespaces are more difficult and complex to process than those using a single namespace.  Finally, the mechanisms that allow a partial release strategy often run contrary to the best practices recommended for the relevant features.

Due to these considerations, this document recommends a complete release version strategy.

In regard to backward and forward compatibility, this document recommends preserving backward compatibility as a general rule.  However, we note that changes in business requirements may force backward incompatibility, and in such cases the business requirements must take precedence.  In general, this document does not recommend support of forward compatibility as is not clear that the required complexities are justified by any business or technical requirements.  In addition, the mechanisms used to support it, such as requiring explicit namespace qualification via prefixes of elements and attribute in instance documents, runs contrary to other recommendations in this document.
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5.3.8 Namespace Usage

There are several issues related to the use of namespaces in schemas and using schema language features to support design decisions regarding namespace usage in instance topics.  This subsection briefly addresses some of the most significant issues.

5.3.8.1 None, One, or Many

Explanation

Beyond the recommended decision to use just one namespace for a target instance document, a decision must be made regarding how many namespaces to use. (NOTE:  In this discussion we are dealing with namespaces related to the application.  Other namespaces, such as the schema namespace itself, http://www.w3.org/2001/XMLSchema, may also appear in the schemas.)

Alternatives

· No named namespace – In this approach no target namespace is defined in the schema or schemas.  The impact on instance documents using the schema is that no application level namespace is declared.  This is the simplest approach, and it may be adequate for simple, small scale projects. However, it can lead to complications in larger scale projects.  The most significant problem, however, is that lack of a named namespace poses problems in validating not only that an instance document conforms to a schema, but also in validating that the instance document conforms to the correct schema.  Checking the schema location is an alternate means of checking for the correct schema, but schemas do move and in the strictest terms of the W3C recommendations, the schema location attribute is only a hint to the location of the schema, and not the definitive declaration of the location.

· One named namespace – In this approach a single named namespace is used for all of the schemas in the project, and all of the schemas describing instance documents use the same target namespace.  This again is a simple approach and it may be adequate for small scale projects.  However, it large projects with multiple schema files, type libraries, etc., there are limitations in using this approach.  A practical consideration again has to do with validation.  Using a single target namespace for all documents in the project means that all that can be determined from the namespace is that an instance document is being validated against a schema from the correct project, and not necessarily the correct schema within the project.

· Many named namespaces – This approach typically involves a layered architecture for assembling schemas, using at the core one or more libraries of reusable types.  A separate schema is defined for each target instance document.  The type library is assigned one target namespace name, and each of the instance document schemas has a unique namespace name.   One or more additional layers may be added if related sets of instance documents can be identified, sharing types that may not be used in other sets of documents.  These group type libraries would import the main library, and in turn be imported into the instance document schemas for the group.  This approach is more complex than either of the preceding alternatives, but is more appropriate for larger, more complex projects that define a family of documents rather than a single document.  It provides a mechanism for insuring that documents are validated against the correct schema.  Though a lesser consideration than those noted, there may be performance benefits from using many named namespaces and a layered architecture in large projects.  Segmenting the namespaces can reduce the number of schema components that must be loaded and cached for runtime validation.

Recommended Approach
This document recommends that named namespaces always be used.  Beyond this recommendation, we recommend that the decision of whether to use one named namespace or many be determined by the size of the project, that is, whether or not more than one instance document is defined.
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5.3.8.2 URL or URN

Explanation

Schema language specifies that a namespace name must be a Uniform Resource Identifier, or URI, as defined by Internet Engineering Task Force's Request for Comment 2396 (RFC2396).  A URI may be either the familiar URL, as defined by RFC 1738 (RFC1738) or a Uniform Resource Name, or URN, as defined by RFC 2141 (RFC2141).

Alternatives

· URL – This the most common style of namespace name.  In fact, it is the style currently used by the W3C itself.  For example, the namespace name of the W3C XML Schema language is "http://www.w3.org/2001/XMLSchema". An advantage of using this style is that it can reflect that actual URLs at which the schemas may be found.  However, this can also lead to confusion over whether a name or a location is being referenced, and can lead to confusion if the schemas happen to be moved.
· URN – URNs are used infrequently at present, but some groups such as ANSI ASC X12 and the OASIS UBL TC are adopting URNs.  An example of an OASIS UBL URN is "urn:oasis:names:tc:ubl:Order:1.0:0.65".  URNs are intended to be a more formal and tightly controlled naming mechanism than URLs.  An advantage is that the namespace name and the location of the schemas in that namespace are clearly made distinct and independent.  A disadvantage is that at least the root name in a URN, "oasis" in the example, should be registered in the same fashion as Internet domain names are registered. 

Recommended Approach
Again, this paper recommends using a URL or URN strategy that is appropriate to the scope and scale of the project.  URLs, due to the simplicity in maintaining them, may be perfectly adequate for projects whose scope is within a company or even a vertical industry group.  Where the scope of a project might include a large industry group or several industries, the more controlled namespace mechanism offered by a URN may provide a degree of clarity and consistency that justifies the additional procedural overhead.
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5.3.8.3 Naming

Explanation

The decision of URN versus URL only dictates the form of the name.  It does not help us decide how to actually form the name, that is, what words should be part of the name.

Recommended Approach
This paper recommends using the same naming conventions for namespace names as are used for schema files, that is, use the same conventions for word discrimination, abbreviations, etc.  The lowest, or rightmost, part of the namespace name should be the same is the schema (or including schema, in cases where schemas use xsd:include) file name.  The topmost part of the name is dictated by the organization's domain name in the case of a URL, or a URN domain name in the case of a URN.  Intermediate steps should reflect the project name, or layers within the project, if used.
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5.3.8.4 Qualified or Unqualified

Explanation

This paper recommended in Section 4.7, Namespace Usage, that a single named namespace be used for instance documents, with or without qualifiers.  We further recommended that if a namespace prefix is used, only the root element should use it.  In section 5.3.8.1 we recommended that a unique single target namespace be used for instance document schemas. Two attributes on the root xsd:schema element dictate how this behavior is enforced.  These are "elementFormDefault" and "attributeFormDefault".  Since the basic recommendation was made in the previous section, we don't discuss alternatives here but instead provide a recommendation about how to implement that recommendation.
Recommended Approach
· Attributes – For attributes to not require a namespace prefix, use a value of "unqualified" for attributeFormDefault.
· Elements – Dealing with elements is a bit more complex than attributes.  Default namespaces do not directly apply to attributes, while an element implicitly inherits the namespace of its parent.  In general, a value of "unqualified" must be used for elementFormDefault.  However, different strategies may be required for a single schema approach as opposed to a layered approach, and the approaches may be somewhat counterintuitive.

· Single schema  – To avoid using any namespace prefixes, use a value of "qualified" for elementFormDefault.  Then, in the instance document declare the namespace without a prefix, as follows.


<PurchaseOrder



xmlns="http://www.railinc.com/PurchaseOrder" …

This approach also applies to cases where there may be multiple schemas, but they either have unnamed target namespaces or the same target namespace, and are combined with the xsd:include element.

An alternate approach in which only the root element has a namespace prefix may also be used, as described next.

· Multiple schemas with different namespaces – Use a value of "unqualified" for elementFormDefault in all schemas.  Use a namespace prefix in the instance document, and qualify the root element with the prefix, as follows:


<PO:PurchaseOrder



xmlns:PO="http://www.railinc.com/PurchaseOrder" …
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5.3.9 Order of Components in a Schema

Explanation

Aside from the restrictions regarding certain elements that have an overall impact on the schema, such as xsd:import, xsd:include, and xsd:redefine, schema language imposes no order on the components that occur in the schema.   Adopting a standard order might aid legibility and clarity.

Alternatives

There are several basic approaches that may be used singly or in combination to order schema components.

· Random order – No order is imposed.  Element, complexType, simpleType, and other schema language elements may occur in any order.  A justification for this approach may be that text editors (or XML IDEs operating in text mode) can easily locate any schema component with a global search function.
· Alphabetical order – Schema components are listed in alphabetical order, regardless of type of component.  This order is relatively easy to impose, and makes it relatively easy to find a particular schema component.  However, it may not be as easy to find components that use this component, or components that are used in it.
· Component type order – Schema components are listed by type.  For example, global elements, attribute groups, complex types, and then simple types.  After a simple alphabetical order this may be the next easiest order to impose.  It provides a bit more clarity in finding related components, but not a great deal.  In addition, it may not always be apparent whether one should search for a simple type versus a complex type.
· Topic order – Schema components are grouped by related semantics.  For example, all of the simple and complex types involved in describing a rail car are placed together.  This might be followed by a section containing the simple and complex types involved in describing locations.  This order is perhaps the most difficult to impose since some topics with a finer level of specificity may be related to several higher level topics.  However, this order can be the easiest to use when attempting to understand a complex type and all of the types that are used within it.

Recommended Approach
Again, this is an area in which the scope and complexity of the project may dictate different approaches.  For simple, small scale projects and schemas, alphabetical or component type order, or alphabetical within component type, may be adequate.  For larger, more complex projects and type libraries, this paper suggests using the following order:

1. Global elements – A type library may have none, while a schema for an instance document may have only one. (Global versus local elements are further discussed in section 5.3.14).  If there is more than one global element, list them alphabetically.

2. Complex and simple types, order by topic.  Order topics generally by the complexity of the highest level complex type, and alphabetically within topics of similar complexity.

3. Commonly used complex and simple types – Types that are used in several different topic areas are listed last.  Order alphabetically in this section.

Use XML comment elements with strings of "=" or "*" to visually separate sections and subsections when viewed as text.   Section titles may also be included as comments.  Annotations and documentation elements (section 5.3.10) may be used at any point where human readable documentation is desired.
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5.3.10 Documentation and Comments

Explanation

The base XML 1.0 recommendation defines a "comment" construct that allows human readable documentation to be included in instance documents, including schemas.  Schema language includes the xsd:annotation, xsd:documentation, and xsd:appinfo elements for adding human readable documentation to the schemas.

Alternatives

An example is presented for each of the three alternatives.

Documentation using a comment:

<?xml version="1.0" encoding="UTF-8"?>

<xsd:schema … >


<!--This is some schema documentation-->

Documentation using an xsd:appinfo element:

<?xml version="1.0" encoding="UTF-8"?>

<xsd:schema … >


<xsd:annotation>



<xsd:appinfo>




This is some schema documentation



</xsd:appinfo>


</xsd:annotation>

Documentation using an xsd:documentation element:
<?xml version="1.0" encoding="UTF-8"?>

<xsd:schema … >


<xsd:annotation>



<xsd:documentation>




This is some schema documentation



</xsd:documentation>


</xsd:annotation>

Recommended Approach
Any of the three approaches will work.  However, only the xsd:documentation approach is widely supported by XML IDEs, as many display the contents of such elements in graphical views.  In addition, some have raised security concerns about using the xsd:appinfo element since its intention is to provide a mechanism to pass information or instructions to applications regarding additional processing.  The one exception for using an XML comment instead of a documentation element may be simply for formatting, perhaps using strings of "=" or "*", to visually separate sections of a schema when viewed as text.

This document makes no recommendation about the specific information that should be included in a documentation element, but leaves this to the conventions of the organization developing the schema.
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5.3.11 Named versus Anonymous Types

Explanation

Schema language allows types to be defined anonymously, that is, without a name assigned, as part of an element declaration.  Types may also be defined independently of an element and assigned a name.

Alternatives

The following example declares an "Item" element using an anonymous type.

<xsd:element name="Item">


<xsd:complexType>



<xsd:sequence>




<xsd:element name="ItemID" type="xsd:token">




<xsd:element name="OrderedQty"





type="xsd:decimal"/>




<xsd:element name="UnitPrice"





type="xsd:decimal"/>



</xsd:sequence>


</xsd:complexType>

</xsd:element>

The following example defines a complexType named "ItemType" and defines an "Item" element that uses it.

<xsd:element name="Item" type="ItemType"/>

<xsd:complexType name="ItemType">


<xsd:sequence>



<xsd:element name="ItemID" type="xsd:token"/>



<xsd:element name="OrderedQty"




type="xsd:decimal"/>



<xsd:element name="UnitPrice"




type="xsd:decimal"/>


</xsd:sequence>

</xsd:complexType>

Recommended Approach
This document recommends that, with few exceptions, named types be used.  Named types are reusable while anonymous types are not.  The only exception to using a named type might be for the type defined for the root element of an instance document.  However, there may be instances, such as with defining schema elements in Web Services Description Language (WSDL), where even this usage is not recommended. 

References
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5.3.12 Naming Conventions for Types

Explanation

Since we have recommended using named types in most cases, it is appropriate to develop a naming convention for types.

Alternatives

There are two basic approaches.

· Use the same naming conventions for types as are used for elements and attributes.  This may in some cases yield type names that are the same as element or attribute names, but this is permissible in schema language since the names have different scope.

· Add a suffix to the type name to clearly distinguish it as a type.  The most common suffix is "Type".

Recommended Approach
This paper recommends using a suffix of "Type" with type names.  This convention aids clarity.
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5.3.13 Final Definitions

Explanation

Schema language allows a schema designer to prevent derivative components from being defined from components defined in a schema.  This is enforced through the "final" attribute on simple and complex types, elements in the substitution group of an element, and the "finalDefault" attribute on the root xsd:schema element.  These attributes allow prohibition of derivation by restriction, by extension, list, union, or a combination, depending on the type of schema component.

Example

A schema designer creates a type for ZipCode, and wants to make sure that other designers using a type may not derive new types from this one by any mechanism.

<xsd:simpleType name="ZipCodeType" final="#all">


<xsd:restriction base="xsd:string">



<xsd:length value="5"/>



<xsd:pattern value="\d\d\d\d\d"/>


</xsd:restriction>

</xsd:simpleType>

Recommended Approach
This paper doesn't make a firm recommendation concerning the "final" and "finalDefault" attributes, but instead makes suggestions based on circumstances:

· If schemas are being developed in a highly controlled environment and it is important that derivative components not be created, then use of these attributes is recommended.  Usage may be more appropriate for standards organizations than for individual companies.  We note, however, that even when these attributes are used there is often little to prevent schema designers from creating entirely new components from scratch that are virtually the same as those that might have been created by derivation.
· Don't use these attributes when there may be a need to create derivative types.  Using it limits reusability.
References
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5.3.14 Local versus Global

Explanation

Like variables and objects in several languages, C/C++ or Java for example, element and attribute declarations have a scope.  The scope may either be local to a complex type in which the element or attribute is used, or global, applying to all places where it may be used.

The discussion in this section focuses on element declarations, but the same principles apply to attributes.

Alternatives
· Local – An element is declared only within the scope of the complex type in which it is used.  In the following example ItemID, OrderedQty, and UnitPrice are only defined in the context of an parent element that has the ItemType type.  These names may be duplicated in other parent elements and have different semantics, content, or restrictions.
<xsd:complexType name="ItemType">


<xsd:sequence>



<xsd:element name="ItemID" type="xsd:token"/>



<xsd:element name="OrderedQty" type="xsd:decimal"/>



<xsd:element name="UnitPrice" type="xsd:decimal"/>


</xsd:sequence>

</xsd:complexType>

· Global – An element is declared once and all places where it is used refer back to that declaration, making the scope global to the schema.   In the following example ItemID, OrderedQty, and UnitPrice are only defined in the globally.  Whenever these names are used in other parent elements they always have identical semantics, content, and restrictions.
<xsd:complexType name="ItemType">


<xsd:sequence>



<xsd:element ref="ItemID"/>



<xsd:element ref="OrderedQty"/>



<xsd:element ref="UnitPrice"/>


</xsd:sequence>

</xsd:complexType>

<xsd:element name="ItemID" type="xsd:token"/>

<xsd:element name="OrderedQty" type="xsd:token"/>

<xsd:element name="UnitPrice" type="xsd:decimal"/>

· Combination – This approach involves using a combination of the two techniques.  Generally, lower level elements with simple content models are defined globally while higher level elements with content are defined locally.

Recommended Approach
This decision often involves making a choice between competing design goals of reusability and semantic clarity.  It frequently results in a good deal of debate and disagreement.  For this reason this paper does not make a firm recommendation, but instead offers conditional suggestions.

· For maximum reusability define types and reuse the types.  In general, don't declare global elements.  Types may be extended or restricted while elements may not.  In addition, namespace considerations are easier to manage, i.e., it is easier in many cases to create instance documents with the element names all in the same namespace, with no global elements (discussed in section 4.7).  However, one side effect of this is that elements with the same name may not necessarily mean the same thing if they are used in different contexts.  For example, "Name" in a "ShipToOrganization" element would have different meaning and may have a different maximum length than "Name" in an "OrderedItem" element.  This approach may be the most natural for developers coming from an OO background.  The type is analogous to a class definition, while a local element is analogous to an object that instantiates the class.

· For maximum semantic clarity use global elements.  This insures that an element always has not only the same meaning but also the same contents, restrictions, etc.  This approach is sometimes most easily implemented with names that are fully semantically qualified, as described in section 4.2.  There can still be a good deal of reusability in this approach, but there are limitations.  A new element name is required if different restrictive properties, such as length, maximum or minimum values, or cardinality of included elements, is required.  It may in some cases be harder to implement a strategy of not requiring namespace prefixes on elements in instance documents.

· If it is important to firmly define the semantics and properties of lower level elements, but reusability and flexibility is desired in higher level elements, use global declarations for lower level elements and local declarations for higher level elements.
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5.3.15 Use of Wildcards

Explanation

Designers usually think in terms of strictly defining the allowable contents of a document, and not allowing users to include anything they desire.  However, schema language supports so-called "wildcard" functionality through the use of the anyType type, the anyAttribute element, and the xsd:any element.

Recommended Approach
Use of wildcards can make schema validation more difficult, can distort semantic clarity, and can add complexity to the applications that produce or consume XML documents.  For these reasons this paper recommends against using these schema components.  However, there is one case in which they may be helpful, and that is in the declaration of so-called "extension" elements, as discussed in section 5.3.16.
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5.3.16 Extension Elements

Explanation

An "extension element" is the term conventionally used to describe an element that is defined in a specific location in an instance document with the purpose of providing a place for user-defined extensions to an otherwise "standard" schema.  The xsd:any element is used in the content model of this extension element.  The schema designer may further specific whether or not validation is performed on the element, using the processContents attribute.

Example

An example might be the case of a goods supplier and a retailer using a purchase order schema that is defined by a standards body.  But, they wish to include additional information about the items ordered that is unique to their situation.  For example, the schema may define a UPC code but they also want to include something called the retailer's "IVCCode" as a secondary means to identify the item.

The schema defines the type for the line item as follows, declaring an optional place holder for a user defined extension element.

<xsd:complexType name="ItemType">


<xsd:sequence>



<xsd:element name="ItemID" type="xsd:token"/>



<xsd:element name="OrderedQty" type="xsd:decimal"/>



<xsd:element name="UnitPrice" type="xsd:decimal"/>



<xsd:element name="UserExtension"




type="userExtensionType" minOccurs="0"/>


</xsd:sequence>

</xsd:complexType>

<xsd:complexType name="userExtensionType">


<xsd:sequence>



<xsd:any namespace="##other"




processContents="strict"/>


</xsd:sequence>

</xsd:complexType>

Any instance document may then include the additional user defined element.  This assumes that the namespace prefix "ivc" has previously been associated with the relevant namespace.

<Item>


<ItemID>023456987651</ItemID>


<OrderedQty>12</OrderedQty>


<UnitPrice>2.59</UnitPrice>


<UserExtension>



<IVCCode xsi:type="ivc:IVCCodeType">




QR97Z



</IVCCode>


</UserExtension>

</Item>

Recommended Approach
Use only the technique described here in regard to user defined extension elements if a wildcard is needed.
References
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5.3.17 Nillable Elements

Explanation

Similar to a null column value in a row in a relational database table, schema language allows marking elements as "nil" if so defined in the schema.

Example

We are a customer that has moved our billing location to a different address.  We're sending a message containing the new address.  Our old address had two lines, but the new address has only one.  We want to explicitly indicate there is no second address line, increasing the chances that a supplier will erase the old second address line from their database.

The schema defines the address type as follows:

<xsd:complexType name="AddressType">


<xsd:sequence>



<xsd:element name="Name" type="xsd:string"/>



<xsd:element name="Street1" type="xsd:string"/>



<xsd:element name="Street2" type="xsd:string"




nillable="true" minOccurs="0"/>



<xsd:element name="City" type="xsd:string"/>



<xsd:element name="StateOrProvince"




type="xsd:token"/>



<xsd:element name="PostalCode" type="xsd:string"/>



<xsd:element name="Country" type="xsd:token"




minOccurs="0"/>


</xsd:sequence>

</xsd:complexType>

The instance document then uses the "xsi:nil" attribute as follows:

<ShipTo>


<Name>Yazoo Grocers - NE Distribution Center</Name>


<Street1>12 Industrial Parkway, NW</Street1>


<Street2 xsi:nil="true"/>


<City>Portland</City>


<StateOrProvince>ME</StateOrProvince>


<PostalCode>04101</PostalCode>

</ShipTo>

Recommended Approach
In practice there are probably few cases in which it is necessary to convey that an element has no value.  However, when it is necessary, this document recommends that the "nillable" functionality be used rather than not either not sending the target element or sending an empty target element.
References

PESC – Section 2.3.9 – Nulls, Zeroes, Spaces, and Absence of Data

UBLNDR – Section 5.3.5 xsd:nil

X12XMLTR – 7.3.2 Schema Considerations for Namespaces, Nullability, and Related Issues

XFRONT – "Element versus Type"
5.3.18 Default and Fixed Attributes

Explanation

Schema language allows assigning a default value to an attribute that becomes the value of the attribute if it is not present in an instance document.  In addition, an attribute may be defined as "fixed", indicating that it may have only the value specified.

Caution is in order when using these features since many schema-aware XML processors only make defaults available if validation is turned on.

Recommended Approach
We can think of few cases in which there are benefits to using either feature for application data.  Indeed, it may be somewhat confusing and problematical in some cases to have data appear when processing an instance document that is not visibly present in the document itself.  On the other hand, if a sender depends on the value of a default attribute to correctly process a document but the receiver chooses not to validate against the schema, the document may not be interpreted correctly.  Therefore we recommend against using these features for application data.  However, they may provide some value for metadata.  One example might be a fixed value for a "versionID" attribute on a document's root element.
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5.3.19 Named Attribute Groups

Explanation

Schema language features an "attributeGroup" element that allows definition of a set of attributes.  This gives schema designers a way to define and easily reuse a frequently used set of attributes.

Example

Let us consider the case of a set of attributes frequently used to provide information about a text string in a multilingual application.  We might need to identify not only the language, but also the locale, such as English as spoken in the U.S.  We can define a reusable attribute group with these two attributes as follows:

<xsd:attributeGroup name="textAttributes">


<xsd:attribute name="language" type="xsd:token"/>


<xsd:attribute name="locale" type="xsd:token"/>

</xsd:attributeGroup>

Recommended Approach
The "attributeGroup" element provides an easy way to define a reusable group of attributes.  This document recommends allowing its use where it might be helpful to schema designers.
References
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5.3.20 Metadata

Explanation

There are cases in which it may be helpful or even necessary to convey metadata in an instance document in addition to application data.

Example

An example of metadata might be an internally assigned data dictionary identifier, identifying an element in an instance document with the data dictionary item.
Another example might be the version of an instance document. In the strictest terms this can also be thought of as metadata.
Recommended Approach
Whether or not metadata should be conveyed is an issue that is most frequently determined by the specific applications involved.  However, this document recommends using attributes to convey metadata if it is required.  This is one of the few cases in which a fixed, and possibly even a default, attribute value might be appropriate.
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5.3.21 Keys and Uniqueness

Explanation

The base XML Recommendation ( XML ) as well as schema language offers various mechanisms for insuring unique contents of elements and attributes, as well as mechanisms for relating the values of elements to each other.  These mechanisms include:

· ID and IDREF – as defined in XML
· KEY and KEYREF  - as defined in schema language

· XLink and XPointer – as defined in the respective W3C recommendations (XLINK and XPOINTER)

Recommended Approach
While these may be powerful features, we note that where this functionality is required it is often already built into the applications and databases that create or consume the XML documents that might be exchanged.  Therefore, there may be little benefit in defining these constraints in schemas or other XML related technologies.  However, if there is a need we recommend using the KEY and KEFREF techniques. Further information may be found in the referenced documents.
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5.4 Considerations for Simple Content

This section discusses various topics that are unique to schema components with a simple content model.  It applies to elements without child elements, and attributes. 

5.4.1 Use of Built-in Datatypes

Explanation

Schema language provides a wide array of predefined data types.  A few design recommendations concerning them are summarized in the Recommended Approach section.

Recommended Approach
· Use a built-in type whenever possible rather than creating a new type with a similar purpose.  For example, don't create a date type with a format (enforced by a pattern facet) of DD-MMM-YYYY.   Use the built-in Boolean data type instead of a YesNo indicator with allowable values of "Y" or "N".  Use of built-in types contributes to interoperability and simplicity.  In addition, use of built-in types eases the process of generating code from schemas using tools and approaches such as JAXB (Java API for XML Binding) and WSDL.
· Use a defined subset of the built-in types.  Many of the data types defined in schema language are closely related to machine data types or otherwise have little relation to the data types required in most business applications.  The following generic data types and their schema language equivalents should be sufficient for most business applications:

· Alphanumeric – use xsd:string or xsd:token, depending on whether or not a non-space value is permitted.  (NOTE:  If token is too restrictive, that is, if a data item must have something other than a space but it may have two or more spaces between words, a data type may be derived from string by restriction using a pattern facet with a value of ".*\S.*".
· Integer – xsd:integer.  If the application requires a more precise definition of the allowable range of values, use facets such as minInclusive or maxInclusive rather than machine oriented types such as byte, short, int, or long.

· Decimal or real – xsd:decimal.  Avoid using data types such as float and double that allow exponential notation, the "NaN" string for "not a number", or negative or positive infinity.

· Date – xsd:date

· Time – xsd:time

· DateType – xsd:dateTime

· Boolean – xsd:boolean

· Restriction of built-in data types – Use derivation by restriction, constraining allowable values with facets, whenever it is decided that business constraints should be enforced by schema validation (see section 5.3.2 for a general discussion of this issue).  There are few problems with deriving simple types by restriction.  The only caution is to avoid a chain of derivation that is more than one or two levels deep.  This reduces clarity and in some cases, unless caution is taken, may to conflicting facets.  This may result in types for which there is no valid content.
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5.4.2 Support for Code Lists

Explanation

A frequently used constraint in business documents is restricting the values of coded items to membership in a specific set.  For example, we may want to restrict the coded values for unit of measure to a list defined by a U.S. national standards body or U.N. agency.  The main issues surrounding this are whether or not to enforce the code lists in schema, and if so, how to enforce them.

Alternatives

· Document, but don't enforce – Some organizations have taken the approach of defining minimum and maximum length restrictions on coded items, but not enforcing them with schema language.  They do, however, document the values in documentation elements.  This approach ensures that the coded value is present and conforms to the pattern, but does not cause the document to fail validation if an incorrect, unexpected, or new code value is used.

· Enforce with internal enumerations – In this approach the schema enforces the code list membership.  Allowable code values are listed in xsd:enumeration elements, expressed as facets on a simple type.  In the absence of a universal mechanism for sharing code lists, this is the currently the predominant method.

· Enforce by referencing an external code list – In this approach a type is used that resolves to a type defined in an external schema that may be maintained by a different organization.   At least one promising approach for this is gaining traction, but it is not universally adopted yet and there are very few known implementations.  An application might be the International Standards Organization posting a standard schema that contained country names and codes from the ISO 3166 code list.
Recommended Approach
If schema validation of code list values is desired, then we recommend using external code lists if they have been defined.  Very few such lists have yet been defined, so at present most schema designers must use internal enumerations.  However, in preparation for the publication of such external lists we recommend that the internal lists be defined using named simple types to ease future conversions to external types.

The issue of whether or not to validate is a bit more problematical, and therefore conditional.  In general we recommend schema validation.  However, validating less restrictive characteristics such as length, data type, or pattern may be desirable under the following conditions:

· Code lists are large, not well maintained, frequently changed, or otherwise of a nature that unexpected or incorrect code values may be a common occurrence

· Incorrect code values in instance documents may be easily corrected manually in receiving applications

· Coded items, whether they are elements or attributes, are optional and the essential information of the business message may be processed without the coded item
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5.4.3 Whitespace Suppression

Explanation

Schema language features a "whitespace" facet that can be used to when defining simple types that are used in attributes and simple content elements.  Unlike most other facets, it does not explicitly restrict the allowable values of the element or attribute, but it instead directs a schema-aware processor to perform certain actions concerning whitespace.  The actions are:

· preserve – Returns the contents exactly as they appear in the instance document

· replace – Converts carriage returns, line feeds, and tabs to spaces

· collapse – Same as replace, except that all leading and trailing spaces are removed and any sequence of two or more spaces is converted to a single space.

Recommended Approach
In general, this document recommends against defining a whitespace attribute for documents to be exchanged between organizations.  Using it raises the possibility of confusion and lack of synchronization of the contents of data items, since there can be sometimes be problems when data is altered from what was intended by the sender.
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5.5 Considerations for Complex Content

5.5.1 Recommended Content Models

Explanation

Schema language defines uses the term "content model" to describe the way in which the child elements of a parent element are arranged or grouped.  Content models are used in defining complex types.  Several content models are defined, but a single one is used in most cases.  This subsection briefly describes considerations in using each of the content models.  They are listed in the bullets below, along with their corresponding schema language element.

Alternatives

· sequence (xsd:sequence) – Sequence specifies an ordered set of child elements, and is by far the most commonly used model.  Without doing a thorough analysis, we guess that sequence is used roughly 98% of the time.
· choice (xsd:choice) – Choice expresses in schema language the logical concept of an exclusive OR.  One of the references also describes a way in which it can be used to express an inclusive OR (at least one member of an ordered set, but no more than one instance of any member).   Choice is used infrequently, but can be the easiest way to express an exclusive OR constraint.  However, care must be taken in using choice when the members have complex content, i.e., have children themselves.  It is possible to create a choice content model in which two of the children have nearly the same contents, resulting in a non-deterministic schema.  Some XML IDEs will not detect this error, whereas the major APIs will detect it at runtime.  When using choice in this fashion it is especially important to thoroughly validate the schema, as discussed in section 5.3.2.
· all (xsd:all) – All allows any member of the set to occur once or not at all, in any order.  We can think of no cases in which it is appropriate to use this content model for business messages.
· group (xsd:group) – Group offers a way to create a reusable set of elements, using either sequence, choice, or all, that may be used in other content models.  It functions like a macro in some programming languages such as C.  An important point to note about group is that the members of the members of the group are not distinguishable as such in an instance document.  Hence, its use is relevant really only as a convenience in schema language, and it has little real impact on instance document design.  It can be particularly helpful in grouping sets of elements as part of a choice content model.
Recommended Approach
With one exception we recommend basing the selection of content model on the requirements of the data.  The exception is "all", which we don't recommend.  It is generally simpler and easier to process ordered items than the unordered set defined by "all".   Recommendations below are listed by requirements.

· Ordered set of data - use "sequence".  This should be the default content model.
· Logical exclusive OR (one and only one member of the set) - use "choice" with the allowable elements as the members of the xsd:choice element.
· Logical inclusive OR (at least one member of the set, but no more than one occurrence of any single member) – Use "choice", with sequences of elements as members of the xsd:choice element.  This technique is described in section 5.8.2 Inclusive OR in X12CICA.

· Reusable set of elements for convenient usage in schemas, but that does not need to be visible as a set in an instance document – Use "group".
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5.5.2 Derivation

The schema language type system, with its support of derivation, closely resembles class derivation in an object oriented analysis model.   A new complex type may be derived from an existing complex type by adding new members (extension) or removing allowable content from it (restriction).  These are discussed in the following two subsections.

NOTE:  Complex and simple types may be extended by adding attributes, but in this section we are only concerned with derivation in regard to content models.
5.5.2.1 By Extension


Explanation

Complex types that have content models of either sequence or choice may be used as base types for deriving new complex types by extension.  The logical effect of the extension is of adding new elements at the end of the base type.

Example

Suppose that we have an existing AddressType that defines all of the address components we need to use, except that it does not include a country code.  We could create an entirely new address type with country.  However, it is easier to use the existing AddressType as a base and derive a new InternationalAddressType by extension.

The base type:

<xsd:complexType name="AddressType">


<xsd:sequence>



<xsd:element name="Name" type="xsd:string"/>



<xsd:element name="Street1" type="xsd:string"/>



<xsd:element name="Street2" type="xsd:string"




nillable="true" minOccurs="0"/>



<xsd:element name="City" type="xsd:string"/>



<xsd:element name="StateOrProvince"




type="xsd:token"/>



<xsd:element name="PostalCode" type="xsd:string"/>


</xsd:sequence>

</xsd:complexType>

The derived type:

<xsd:complexType name="InternationalAddressType">


<xsd:complexContent>



<xsd:extension base="PO:AddressType">




<xsd:sequence>





<xsd:element name="CountryCode"






type="xsd:token"/>




</xsd:sequence>



</xsd:extension>


</xsd:complexContent>

</xsd:complexType>

An instance document can then use this new type to declare a "BillingAddress" element that would look like this:

<BillingAddress>


<Street1>12 Industrial Parkway, NW</Street1>


<City>Portland</City>


<StateOrProvince>ME</StateOrProvince>


<PostalCode>04101</PostalCode>


<CountryCode>USA</CountryCode>

</BillingAddress>

Recommended Approach
Deriving new complex types from existing complex types can be very useful and powerful. However, caution must be taken when creating a derivation tree more than a few layers deep.  This is further discussed in section 5.5.5.
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5.5.2.2 By Restriction


Explanation

Derivation by restriction has the opposite effect of derivation by extension.  Whereas the latter creates a new type with a larger space of allowed values and content than the base, the former creates a new type with a more restricted space.

In deriving a complex type by restriction, the content model of the base type must be restated, using omitting the members that are not wanted in the derived type.  Or, all of the members may be included, but with a higher value for minOccurs or a lower value for maxOccurs.  Any of these approaches has the effect of reducing the allowable content from that allowed in the base type.

Recommended Approach
In general, at this time this paper recommends against using derivation by restriction, so we do not include an example.  There are two main reasons for this recommendation.

· Many schema processors and parsing APIs do not correctly validate complex types derived by restriction.  Tools and APIs are continually improving, so it may be that within a year or two this is no longer the case.  However, at the present time it is possible to create derived types that have elements that are not even present in the base type, and some popular tools and APIs will not detect this error.

· Derivation by restriction is somewhat counterintuitive and runs generally contrary to most common approaches to creating class hierarchies.  There may be some cases in which it is useful and the best way to solve a problem, but we recommend caution in using it.  Confusion can be created when types are derived through succeeding steps of restriction and extension.

Again, we direct readers to section 5.5.5 that discusses some of the pitfalls of creating deep chains of derivation.
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5.5.2.3 Hybrid Approach


Explanation

This approach is something of a mixture of the two approaches.   Derivation by restriction is used at a logical, analysis level in order to enforce uniformity among all the derived components in regard to member names, usages, etc.  However, in the schema language implementation derivation by extension is actually used as the mechanism.  This approach introduces a level of complexity in that class hierarchies must be logically analyzed in both directions.  The derivation by extension hierarchy must be carefully analyzed and specified in order to optimize the derivation tree, keeping the number of nodes to a minimum.
Recommended Approach

The hybrid approach may be beneficial where designers wish to exercise a great deal of control over derived types and to rigorously avoid derived types with duplicate or overly similar semantics, yet different names.  And, in addition, they wish to avoid some of the validation difficulties associated with derivation by restriction.
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5.5.3 Variable Content Containers

Explanation

The term "variable content container" has been coined to describe a parent element, or "container", that may have entirely different sets of elements as children, hence it has "variable content".  The choice content model, discussed in section 5.5.1, is an example of a variable content container if the members of the choice are themselves sets of elements.

As yet we have run into very few applications in business messages for variable content containers, so the topic will not be discussed in great depth.  However, we include it here as there may be a need for it in some cases.  We refer readers to the references for more detailed discussions.

Alternatives

There are a few primary approaches to implementing variable content containers.

· Choice – The choice content model is perhaps the easiest way to implement a variable content container.  However, caution is advised when using it since some tools that generate class definitions from schemas are currently not able to generate useful objects for choice elements.

· Abstract types and substitution groups – This approach is very similar to a type of polymorphism in object oriented programming languages.  Just as a program may use a reference to a base class object to refer to objects of derived classes, an element may be assigned an abstract type that can be satisfied in an instance document by one of the members of a substitution group.  This approach is somewhat more difficult to understand, but is more compatible with OO languages.

Recommended Approach
In general, we recommend avoid defining variable content containers when constructing analysis models.  They tend to obscure semantic clarity.  However, there may be a few cases in which such a construct is the best way to express a concept.  In such cases we suggest using abstract types and substitution groups, but recommend that readers consult the reference material before making a design decision.
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5.5.4 Upward Optionality

Explanation

This is a fairly minor design principle, but is worth noting since it is seldom formally expressed.

When creating a schema it is possible to designate that all of the child elements of a parent element are optional (minOccurs value of zero), but that the parent element is still mandatory (explicit or implied minOccurs of one).  This has the effect of requiring that a meaningless empty parent element be present in an instance document for the sole purpose of schema validation.

Recommended Approach
To avoid this situation we recommend that parent elements be designated optional with a minOccurs value of zero if all of their child elements are optional.
References

This topic has been discussed within X12, but at present has not yet been formally expressed.

5.5.5 Subclassing Versus Composition

Explanation

The gist of the issue has to do with whether type hierarchies are built by derivation (subclassing) as often the case in complex OO designs, or more by aggregation (composition).

The problem assumes the existing of logical hierarchies such as:

Vehicle -> Automobile -> 2 Door Coupe

Further, it assumes that there is a deliberate effort to reflect these hierarchies in the design of schema.  Practice thus far reveals little explicit use of subclassing.  If anything, there may be an implicit predisposition toward composition.

At any rate, we don't feel the topic deserves discussion in this paper.  For readers that have complex analysis models we suggest review of the cited reference for a more detailed discussion.
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6 Priorities for Interoperability

Reading the previous sections of this paper and referring to some of the referenced sources should leave the reader with an understanding that there isn’t universal agreement on many key XML design decisions.  Yet, organizations must be able to exchange data with each other, and need to do it in the most efficient and cost effective ways possible.  Clearly, these goals can be satisfied even if there isn’t agreement on all possible XML design decisions.  This section attempts to give some practical guidance in this area by discussing different types of interoperability and the design decisions that are important to achieving them.
6.1 Types of Interoperability

XML interoperability is a goal shared by many organizations, but it isn’t just a single, simple goal to achieve.  There are many different types of interoperability, and some may be more important to an organization than others.  The list below provides one possible framework for discussing this issue.  For each entry, a type of interoperability is presented along with some key characteristics.  The first four describe types of runtime interoperability, while the last two deal more with design and analysis interoperability.
· Full – Both partners use the same semantics, instance document design, and schemas.
· Document with matching restrictions – The semantics and document instances are the same.  But, different design decisions were made when the schemas were written, and the resulting schemas are different.  However, the schemas have the same restrictive properties in regard to considerations such as the length of data items, code list members, and cardinality.  Therefore, the schemas are equivalent.
· Document with different restrictions – The semantics and document instances are the same, but again the schemas are different.  However, in this case the restrictive properties are different so the schemas are not equivalent.
· Semantic – The semantics are the same but the instance documents are not the same.  The documents may differ in structure, element names, attribute names, or choices of elements versus attributes.  The schemas are different, and the restrictive properties may be different.
· Schema – This is the ability to combine schemas (via xsd:include or xsd:import) developed by different organizations or projects to define other schemas.   Schema interoperability is most often a consideration when library schemas have been developed and an organization wishes to use items that have been defined in a library schema developed by a different organization.  Whereas the various flavors of runtime interoperability usually can be reduced to a true or false proposition, schema interoperability is more a matter of degree.
· Modeling – This is the ability to productively share data models or other analysis artifacts.
Achieving runtime interoperability requires that both partners use the same implementation.  This means that either the schema design (or designs) has a very specific focus (as described in section 5.3.3), or it has a general focus but the same subset is used by both partners.  An EDI analogy would be that not only do both partners use the same transaction set with a matching version and release, but they also follow the same implementation guide for using the transaction set.   Failure use the same implementation results in a failure to achieve interoperability.  For example, if a schema allows a street name of 50 characters but one partner’s system can only process 30 characters, interoperability may not be achieved if a partner sends 35 characters in the street address.
6.2 Programming Considerations for Runtime Interoperability

The first two types of interoperability, Full and Document with matching restrictions, require the least XML programming to achieve.  The third type, Document with different restrictions, can be achieved using minimal additional XML programming.  The main programming required is for the receiver of a document to validate it against their desired schema (the one with the restrictions they follow) rather than the schema referenced in the document.  However, if the receiver is confident that the sender uses the same implementation even if the schemas are not equivalent, then validation can be performed using the schema referenced in the document.  In addition, if schema validation is not important then no additional programming is required.
The fourth type of interoperability, semantic interoperability, requires considerably more programming.  In most cases a receiver might transform a received XML document into a format that is expected by their system.  If XSLT or similar proprietary transformation software is used, then the effort required may not be very great.  In addition, some work is underway that involves assigning language neutral identifiers to semantic items.  These identifiers could be assigned as metadata to elements in instance documents or schemas, and to attribute declarations in schemas.  Software that supported these identifiers might in many cases be able to process documents without transforming them into other formats.  Examples of such work include the ebXML Core Components work in UN/CEFACT (see CCTS ) and UDEF.
6.3 Requirements for Achieving Types of Interoperability

This subsection summarizes the design issues and decisions that are most relevant to achieving the different types of interoperability.
6.3.1 Full

For full interoperability agreement must be achieved on most design issues.  It should be noted that the decisions to adopt the other organization’s instance document format and schema comes with implied agreement to accept their design decisions.
· Section 3 – All except 3.1 on General Approaches

· Section 4 – All

· Section 5 -  All

6.3.2 Document with Matching or Different restrictions

For document interoperability with matching or different restrictions, the only agreement that must be achieved is on design issues that dictate instance document design.

· Section 3 – All except 3.1 on General Approaches

· Section 4 – All

· Section 5 -  None, since different schemas are used

6.3.3 Semantic

For semantic interoperability none of the design issues discussed in the previous sections are relevant.  What is relevant is that both parties agree on the definitions of semantic concepts, agree on a way to identify these concepts even when different names are used, and agree on the essential concepts that must be included in a business document.

6.3.4 Schema

As noted above, schema interoperability does not easily reduce to a true or false proposition, but is more a matter of degree.  It isn’t necessary that all of a schema being imported or included (such as a library schema) follow the same conventions that the importing organization is using.  It is sufficient that only the subset of items being used from the imported schema follow the same conventions.  In other words, some inconsistency is tolerable in the imported schema.  However, where different design decisions were followed, the resulting schemas and instance documents can often be inconsistent and harder to work with, and therefore less interoperable.
Section 3, except 3.1 on General Approaches, is relevant since these issues dictate instance document design and hence the design of schema constructs.
As well, most of Section 4 is relevant.  However, some issues are less important than others.  In typical circumstances it is customary to import schema constructs that have only low to medium complexity, that is, they are not deeply nested structures with many levels of children.  As such, issues applicable to these lower level constructs may be more relevant than others.

· Section 4.2 Naming Conventions
· Section 4.3 Elements and Attributes
· Section 4.7 Namespace Usage
· Section 4.13 “Wrapper” Elements
Correspondingly, the following higher level instance document design may not necessarily be as relevant..
· Section 4.4 Structure
· Section 4.5 Semantic Default and Override
· Section 4.6 Scope and Size Considerations
· Section 4.10 Type Substitution - Use of xsi:type
· Section 4.11 Encoding
· Section 4.12 Processing Instructions
In regard to the schema design issues in Section 5, agreement on all of the issues will yield the greatest degree of consistency, and hence interoperability.  However, the following issues are most important.
· Section 5.2 Schema Language
· Section 5.3.8.4 Qualified or Unqualified namespaces

· Section 5.3.11 Named versus Anonymous Types
· Section 5.3.14 Local versus Global
· Section 5.4.1 Use of Built-in Datatypes
· Section 5.4.2 Support for Code Lists
6.3.5 Modeling

Interoperability in modeling is a complex topic in and of itself, and is mostly beyond the scope of this paper.  However, as organizations work together more closely, this consideration gains importance since the work products of modeling drive all other XML design activity.  It is important to note that using the same processes and methodologies are not nearly as important as producing the same types of output from the modeling activities.
The most important consideration involved in achieving modeling interoperability is adopting a similar approach, as discussed in Section 3.1

 REF _Ref74133133 \h 
 \* MERGEFORMAT General Approaches.  However, there are many other issues to consider beyond just adopting the same general approach.  For example, even if both organizations decide to use UML, they further must decide that they will produce the same subset of possible UML output, and follow the same guidelines and conventions in producing it (i.e., adopt the same UML “profile”).  As a similar example, if organizations use a spreadsheet based approach to modeling, it is important to adopt a similar format in terms of row and column organization.
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Essential XML Quick Reference, by Aaron Skonnard and Martin Gudgin (Boston, MA: Addison-Wesley, 2002).  This book is a "must have" for any XML developer.  It is much easier and quicker to verify essential points about such things as XML, XSLT, or schema language by referring to this book than reviewing the relevant W3C recommendation. 

Using XML with Legacy Business Applications, by Michael C. Rawlins (Boston, MA: Addison-Wesley, 2003).   Selected chapters deal with general issues regarding instance document design.  Chapter 4 is a tutorial on reading XML schema language.

8 Appendix A – Summary and Check List

This table summarizes the recommended practices and design decisions to consider when using XML.

	Number
	Topic
	Document

Reference
	Completed

	A
	Data Modeling
	3
	

	A.1
	Approach - UML for service oriented, or spreadsheet based for document oriented
	3.1
	

	A.2
	Aggregation - Use CICA
	3.2
	

	A.3
	Naming – Local names using common business terms, or UN/CEFACT core component conventions
	3.3
	

	A.4
	Use specific names instead of qualifier/value pairs
	3.4
	

	B
	Instance Document Design
	4
	

	B.1
	Naming - Upper camel case for word discrimination
	4.2
	

	B.2
	Naming - Avoid abbreviations
	4.2
	

	B.3
	Use mix of elements and attributes if a clearly defined rule exists, otherwise use elements only
	4.3
	

	B.4
	Structure - Use hierarchical structure if to be rendered for humans, or only a few referenced items.  Relational if many referenced items or document closely corresponds to database tables
	4.4
	

	B.5
	Use default information where appropriate
	4.5
	

	B.6
	Use indicator attribute if semantic override is used with default
	4.5
	

	B.7
	Design one business document per XML document
	4.6
	

	B.8
	Use a single application namespace in instance documents
	4.7
	

	B.9
	Avoid raw binary data.  Use CDATA section, URL reference, external entity, or encoding
	4.8
	

	B.10
	Do not use mixed content
	4.9
	

	B.11
	Avoid type substitution with xsi:type
	4.10
	

	B.12
	Use explicit UTF-8 encoding
	4.11
	

	B.13
	Use only the standard processing instructions
	4.12
	

	B.14
	Suggest avoid using “wrapper” elements, but allow them if deemed beneficial
	4.13
	

	B.15
	Consider not using calculated values and summary information
	4.14
	

	B.16
	Adopt explicit rules for absence of data
	4.15
	

	C
	Schema Design
	5
	

	C.1
	Use W3C XML Schema language
	5.2
	

	C.2
	Suggest autogeneration of schemas for small projects, manually coded schemas for large projects
	5.3.1
	

	C.3
	Validate schemas use a number of different tools and APIs
	5.3.2
	

	C.4
	General, specific, or middle-ground scope
	5.3.3
	

	C.5
	Name schema file using same conventions as elements and attributes
	5.3.4
	

	C.6
	Name business document schemas after root element of target document
	5.3.4
	

	C.7
	Name library schemas after sector, with “Type” appended
	5.3.4
	

	C.8
	Do not include version in schema file name
	5.3.4
	

	C.9
	Use single schema document for small project, multiple with xsd:include or xsd:import for large
	5.3.5
	

	C.10
	Avoid using xsd:redefine
	5.3.6
	

	C.11
	Version Control – For complete release strategy use version designation in namespace name, version attribute in schema, and version attribute in instance document.  For partial release use version designation in namespace.
	5.3.7
	

	C.12
	Always use named namespaces

	5.3.8.1
	

	C.13
	Use one named namespace for small projects, multiple for large projects with type library 
	5.3.8.1
	

	C.14
	Generally use URLs for namespaces, but use URNs where controlled namespaces are important
	5.3.8.2
	

	C.15
	Use same naming conventions for namespaces as are used for elements and attributes
	5.3.8.3
	

	C.16
	Design schemas so that instance documents do not need namespace prefixes
	5.3.8.4
	

	C.17
	Order schemas with global elements, complex and simple types ordered by topic, followed by commonly used simple and complex types
	5.3.9
	

	C.18
	Use the xsd:documentation element for documentation
	5.3.10
	

	C.19
	Use named types
	5.3.11
	

	C.20
	Use element and attribute naming conventions for types, and append a suffix such as “Type”
	5.3.12
	

	C.21
	Do not use final definitions unless highly controlled derivation is desired.
	5.3.13
	

	C.22
	Local versus Global – For maximum reusability use types.  For maximum semantic clarity, use global elements and attributes.  
	5.3.14
	

	C.23
	Do not use wildcards such as xsd:anyType, xsd:anyAttribute, or xsd:any except for explicitly named extension elements
	5.3.15
	

	C.24
	Use explicitly named extension elements for user-defined extension
	5.3.16
	

	C.25
	Use nillable elements to convey “no value” rather than empty or absent element
	5.3.17
	

	C.26
	Do not use default of fixed attributes for application data.  May be used for metadata
	5.3.18
	

	C.27
	Use named attribute groups if a set of attributes is frequently used together
	5.3.19
	

	C.28
	If conveying metadata, use attributes
	5.3.20
	

	C.29
	If needing to express key relationships or uniqueness in addition to what applications support, use KEY and KEYREF
	5.3.21
	

	C.30
	Use built-in datatypes whenever possible
	5.4.1
	

	C.31
	Where possible, limit use of datatypes to string, token, integer, decimal, date, time, datetime, and Boolean
	5.4.1
	

	C.32
	When deriving simple types by restriction, avoid derivation chains of more than two levels
	5.4.1
	

	C.33
	Use external code lists if they have been defined in schemas.  Where absent, define internal lists using named simple types.
	5.4.2
	

	C.34
	Validate code values in schema unless unexpected code values may be common, they may easily corrected in applications, or coded values are optional in the business process
	5.4.2
	

	C.35
	Do not use the whiteSpace facet
	5.4.3
	

	C.36
	Use xsd:sequence for most content.  Use xsd:choice where exclusive OR or inclusive OR is required
	5.5.1
	

	C.37
	Use xsd:group to group elements frequently re-used in schema, but that do not need to appear grouped in instances
	5.5.1
	

	C.38
	Derive complex types by extension where reasonable, but limit derivation chains to two levels
	5.5.2.1
	

	C.39
	Do not derive complex types by restriction
	5.5.2.1
	

	C.40
	Avoid variable content containers, but implement with abstract types and substitution groups if used
	5.5.3
	

	C.41
	Make parent element optional in its parent if all children are optional
	5.5.4
	

	C.42
	Prefer composition over subclassing
	5.5.5
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