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*abstract

Motivation: The myGrid project hopes to streamline the repetitive nature of many bioinformatics tasks, such as performing Blast searches on many different proteins at different times.  This study seeks to understand the usefulness of myGrid and its user interface, Taverna, to new bioinformaticians in the context of an introductory bioinformatics tutorial.  It is hoped that most common bioinformatics tasks can be encapsulated into one easily constructed workflow.
Results: A single workflow containing all bioinformatics tasks common to an introductory tutorial could not be completed.  Several workflows containing common tasks were, however, created and tested.  These workflows showed both the strengths and weaknesses of myGrid, especially in the context of a new user.  It was determined that its usefulness is primarily a function of the user’s expertise in bioinformatics and implementation of the myGrid system.
Availability: Taverna v1.3.2-RC1 was used to edit workflows in the myGrid environment.  It is available at <http://taverna.sourceforge.net>. 
Contact: john.starkovich@postgrad.manchester.ac.uk 

1 introduction 

Bioinformatics involves the use of computers and biological databases in order to gain insight into sequences of nucleotides and amino acids.  Matching uncharacterised sequences with similar sequences in the biological databases has become a viable method for predicting the structure and function of proteins and the genes which code for them (Rehm, 2001).  Analytical tools such as Blast (Altschul, 1990), ScanProsite (Gattiker, 2002), and FASTA (Pearson, 1990) can be used in conjunction with biological databases such as UniProt (Leinonen, 2004) as a means of accomplishing this.
However, identification through the searching of biological databases can be problematic (Rehm, 2001), often giving spurious results and requiring close examination of the underlying biology behind each bioinformatics resource (Duabin-Gicquel, 2001).  Additionally, searching through biological databases often involves extensive use of web-based interfaces, which can be a tedious and error-prone process (Stevens, 2003).  Performing bioinformatics experiments manually, using web based tools, has become increasingly difficult because of: 1.) the large number of time consuming steps, 2.) the need to repeat manual searches due to the frequent addition of new information of databases, 3.) the need to be intimately familiar with the intricacies and quirks of each tool, and 4.) the quantity of information returned from these searches which needs to be recorded and integrated (Stevens, 2003).
In order to improve the efficiency and effectiveness of bioinformatics tasks, the myGrid project was initiated.  myGrid takes advantage of the Grid computation and collaboration system (Stevens, 2003).  myGrid is a service-based middleware enabling access to a wide variety of bioinformatics resources distributed from multiple sources (Li, 2004).  Within this system, bioinformatics experiments are treated as workflows, whereby different resources are viewed as processors which take in an input and produce output in response (Stevens, 2003).  In this way, several resources can be linked together in a single workflow, allowing the results from one bioinformatics resource to serve as an input for another resource.  The ability to consolidate tasks in a semi-automated fashion allows for a reduction of the manual use of resources with a corresponding reduction in human error and time use (Stevens, 2003).
The Taverna tool (put reference in here) can be used to create workflows.  This tool enables the creation of workflows through the Scufl (Simple conceptual unified flow language) language, which was custom made for use with Taverna and myGrid (Li, 2004).  By using Taverna, a bioinformatician is able to create a workflow in Scufl without actually knowing the semantics of the language; rather, the focus is on the desired services provided by the various processors made available through the application’s service ‘scavenger’.  The emphasis is placed on ‘what’ is to be accomplished rather than ‘how’ (Stevens-, 2003).
Bioinformatics tutorials such as the one produced by the EMBER Consortium (http://www.ember.man.ac.uk) offer new students an introduction to basic bioinformatics tasks.  By completing the lessons contained within this tutorial, students with only a limited background in bioinformatics are equipped with the skills to characterise proteins and amino acid sequences of known and unknown origin.  This is particularly helpful for students in non-bioinformatics disciplines who may need additional information for their work.  
This project seeks to investigate the usefulness of Taverna and myGrid to a naïve bioinformatician user.  In particular, it is hoped to determine whether or not the tasks common to an introductory bioinformatics course can all be encapsulated into one or a few myGrid workflows.  Completion of this would help to simplify more complex tasks embarked upon in the future, and allow rapid repetition of tasks in order to focus on the underlying science rather on the bioinformatics techniques.  By approaching Taverna from the view of an inexperienced user, this project will explore the possibility of students in an introductory course creating workflows to complete coursework.  In the process, the strengths and weaknesses of Taverna will be explored.
2 systems & methods

2.1 Obtaining bioinformatics tasks
The EMBER practical tutorial’s lessons also served as a basis for determining much of what was considered a basic bioinformatics task.   Various introductory bioinformatics texts were also consulted to supplement the tutorial.  The importance of each task and/or resource was subsequently evaluated before incorporation to workflows.
2.2 Building workflows to perform bioinformatics

The Taverna workbench, version 1.3.2-RC1, was used in conjunction with myGrid to create workflows to perform basic bioinformatics tasks (Oinn, 2004). 
Services were gathered from a variety of sources.  The Soaplab services set (Senger, 2003) at the European Bioinformatics Institute served as a starting point.  It offered a wide selection of tools covering elementary tasks.  

Additional services were found at the XML Central of the DDBJ (http://xml.ddbj.nig.ac.jp/index.html). The University of Manchester’s own myGrid services page (http://phoebus.cs.man.ac.uk:8081/axis/) also provided a useful source for fully implemented workflows as well as services.  Furthermore, it was viewed as an advantage to have services from as many different sources as possible, so as to reduce reliance on one server or resource set.

A large number of web services available involved the use of the BioMOBY system (Wilkinson, 2002).  Workflows utilising this system require the creation of special MOBY objects in order to pass information through the processors of a workflow.  Though this system appeared to have a very strong set of available services, it was decided that for the sake of this investigation the BioMOBY system would not be implemented.  This reflects this project’s focus on elementary bioinformatics and bioinformatics users with little to no experience with myGrid or the Taverna workbench.
Workflows were then created using these services.  In order to determine if most basic bioinformatics tasks could be performed in one workflow, these were constructed in such a way so as to minimise the number of unique workflows. 

2.3 Verification of workflows and results
Once workflows were constructed, a simple verification was performed to ensure that each workflow did work properly.  Verification consisted of giving different (but appropriate) inputs to the workflows and inspecting the results.  The protein sequence for African clawed frog serotransferrin (TRFE_XENLA), based on a nucleotide fragment from the EMBER practical tutorial (www.ember.man.ac.uk), was obtained using PIR (Wu et al, 2003) to access the UniProt database (Leinonen, 2004).  This protein was characterised through a step-by-step execution of the EMBER practical tutorial in a manual fashion; thus, any abnormal results obtained from the workflows could be compared with manually compiled data.
3 implementation & results

3.1 Obtaining bioinformatics tasks

Common bioinformatics tasks which were viewed as essential were gathered from previously identified sources, including the EMBER practical tutorial.  These tasks were then searched for in the service sets previously identified.  However, not all desired services were readily available for incorporation into workflows.  
A service incorporating a search of Pfam (Sonnhammer, 1997) was not found, nor was one available for conducting a Profiles search.  Only BioMoby based Pfam services were available, and were accordingly discounted for the purposes of this study.   
Additionally, a non-BioMoby service could not be found for successfully querying the InterPro service (Mulder, 2002).  A SOAP web service was found within the list of available services and implemented.  After a period of successfully using the service it ceased working and no replacement could be found.
Services which were found were wide and typified basic bioinformatics problems.  The largest quantity were found in the Soaplab server’s list of processors.  Protein family database searching services were found here, including tools for use with PROSITE (Gattiker, 2002) and PRINTS (Attwood, 2002).  A set of alignment processors were obtained from this source as well, including processors for performing a ClustalW alignment (Higgins, 1994), a Needleman-Wunsch alignment (Needleman, 1970), and a Waterman-Smith alignment (Smith, 1985).  Additionally, services were incorporated which profiled the structural features of the sequence entered.  These included a service to calculate the hydrophobic moment of the sequence, a service to predict membrane spanning regions in the sequence, a service to predict regions likely to bind to nucleic acids, and a tool to predict the secondary structure of the sequence (Garnier, 1996).  
The XML Central of the DDBJ offered several useful tools.  Included were tools to perform basic similarity searches such as Blast (Altschul, 1990) and FASTA (Pearson, 1990).  The University of Manchester’s own myGrid services page offered services for utilising Genscan (Burge, 1997) as well as a pre-existing workflow allowing the retrieval and display of RasMol (Sayle, 1995) images from the PDB (Berman, 2000).  
3.2 Building workflows to perform bioinformatics

Figure 1 shows the protSOAP_final workflow, which is designed to characterise an amino acid or protein sequence.  It involves services obtained both from the XML Central of the DDBJ (the Blast and FASTA searches) as well as the Soaplab server (all other included services).  The workflow takes in a protein in FASTA format as the input.  This can either be done through manual entry or through loading a file containing simple text.  This input is then sent to the various processors seen in the middle row of boxes in the diagram.  Services were included to perform two Blast searches (allowing for different databases to be queried simultaneously), to perform a FASTA search, to perform an InterPro query, to perform a PROSITE query, and to perform a search of 
the PRINTS database.  
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Figure 1.  The ‘protSOAP’ workflow.  The tan coloured boxes utilise services from the SoapLab server, while the green boxes come from the DDBJ.  Either a single protein or multiple proteins are input in FASTA format, and data is produced detailing protein database results and various physiochemical properties.  The Blast, FASTA, and coiled regions processors experienced intermittent difficulties with displaying results.  The InterPro processor was inactive for much of the project, despite working upon integration into the workflow.
Figure 2.  The ‘Genscan’ workflow.  Either a single or multiple nucleotide sequences in FASTA format are used as input.  Genscan is used via tools provided by the myGrid workflow repository (genscan, genscansplitter, fastaformater_lister), with the predicted peptide then passed into similar services as seen in the protSOAP workflow.  
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Figure 3. (A) takes a nucleotide sequence in FASTA format as an input.  This sequence is then translated.  One translation (on the right) goes through all 6 open reading frames, while the other (on the left) produces one 

translation.  (B) takes in a PDB identification code as input.  It then fetches the PDB flat file, and displays it using Taverna’s built in RasMol viewer.  This workflow was also obtained from the myGrid workflow repository in the library of example workflows.
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Figure 4. (A) takes in proteins in FASTA format and then performs a ClustalW alignment, while also calculating a distance matrix of all of the proteins included.  (B) takes in only two proteins (each in a separate input) and performs both a local and global alignment.
The FASTA and Blast searches require further input beside the protein sequence to specify the algorithm to be used as well as the database.  Sequence characterisation tools were also incorporated, including a tool to predict coiled regions within the sequence, a tool to calculate the hydrophobic moment of parts of the sequence, a tool that finds potentially membrane spanning regions of the sequence and reports results in both graphical and text formats, a tool which predicts nucleic acid binding motifs, and a tool to predict the overall secondary structure.  
Output from this workflow could be seen in the standard results browser used by Taverna.  It was hoped to produce a service to collect results from all of the processors in this workflow and collate them into one central resource (such as an HTML page), but this was not accomplished due to time restraints as well as difficulties parsing the text returned by the processors.

Based upon testing using a full protein sequence, this workflow was capable of providing results across all of the implemented services with the exception of the InterPro query and the FASTA search.  The FASTA search returned only a reference to the FASTA algorithm when executed; the Blast searches implemented also displayed a similar output intermittently.  The InterPro service returned an error upon execution with a protein sequence input.  These problems were not resolved by the end of the project, and no viable alternatives were found which could replace these service providers.  
Figure 2 shows a workflow (‘Genscan’) incorporating a similar set of services.  Most of the service processors contained within tan boxes were also present within the protein characterising workflow seen in Figure 1.  However, this workflow takes as input a DNA sequence in FASTA format rather than a protein or amino acid sequence.  It also has the added capability of integrating Genscan services which predict the coding sequence of an input nucleotide sequence and subsequently translate this coding sequence to amino acids.  The translation is then submitted to the subsequent protein-oriented services by the processor genscansplitter, which in conjunction with the fastalister processor formats the amino acid sequences into FASTA formatted lists.  
The use of a nucleotide sequence as a starting point as an important layer of functionality.  However, it was found during testing that large sequences of nucleotides were required for the workflow to function.  Small segments of sequence caused an error in the execution of the Genscan services, which resulted in the failure of the entire workflow.  This problem was not resolved by the end of the project. 

Figure 3 shows the two workflows which could be used in conjunction with the two previously described workflows.  Figure 3a is a tool for translating nucleotide sequences into amino acids.  It takes in as input a nucleotide sequence without formatting and performs two separate types of translation.  ‘Prettyseq’ performs a translation on the sequence alone, with no apparent calculation of reading frames.  This is most suitable for experimentally determined genes and nucleotide sequences.  The ‘6_frame_translation’ processor does perform a translation of all 6 open reading frames.  Figure 3b shows a workflow which was downloaded in pre-constructed from the myGrid repository.  This workflow takes in a PDB identification code, fetches the PDB flat file, and displays a three dimensional image of the protein using Taverna’s RasMol plug-in.  This workflows requires the use of a list of separate identification codes rather than one single input text due to a lack of formatting in the PDB identification codes (versus easily parse-able FASTA format sequences).  
Figure 4a shows a workflow which takes in multiple protein or amino acid sequences in FASTA format.  It then performs, using the ‘prettyplot’ processor, a ClustalW alignment on the sequences.  Both a text report as well as a graphical display of the alignment is produced.  The workflow also calculates a distance matrix between the included sequences for additional, but very basic, phylogenetic information.  Figure 4b illustrates a workflow for performing both a Smith-Waterman local alignment and a Needleman-Wunsch global alignment.  The setup of each processor necessitates the input of proteins separately. 
As with the workflows illustrated in Figure 3, these two workflows could be integrated into an overall more capable workflow, such as the ones seen in Figures 1 or 2.  However, shimming (adapting of data messages using a script of some sort) of inputs would be necessary, especially in the case of Figure 4b which accepts only two proteins with each in a separate input.

3.3 Verification of workflows and results

The sequence from the transferrin protein was used as input within the protein protSOAP workflow.  Additionally, a second execution of this workflow was completed with both the transferrin protein from the African clawed frog as well as a transferrin protein from the mouse (TRFE_MOUSE).  Having both proteins within the input was meant to test the ability of the workflows to handle multiple inputs, as having multiple inputs capitalises on the efficiency of myGrid’s iterative capabilities.
The results from the protSOAP workflow resemble qualitatively the results achieved manually through web interfaces.  A Blast search turned up similar results when using the SwissProt database, with the same proteins shown to resemble similarity to the serotransferrin protein in both cases.  However, the reported proteins were ranked differently in terms of e-value, perhaps reflecting the fact that the web service version of Blast was older than the web interface version (2.2.12 vs. 2.2.13).  As mentioned, the Blast as well as the FASTA queries did not function always.  This varied unavailability was unchanged by varying the number of proteins input; the same problem occurred whether one or many proteins were used as input.
A query of the PRINTS and Prosite tools within the same workflow again produced similar results with the manually obtained results.  Both the workflow and web interfaces found that the protein did indeed match the transferrin fingerprint, with 10 out of 10 motifs found in PRINTS.  An e-value for the overall match of the fingerprint could not be found within the workflow output.  However, a score was given for each individual motif, although this was given in terms of percentages rather than an e-value.  Though in a different format, the results are still informative.  The same regular expressions were found using both tools in conjunction with Prosite; Transferrin 1, 2, and 3 were all found twice within the protein, pointing to its double-domain structure.  Results from these two tools were consistently available.
Using the workflow, no nucleic acid binding sites were found within the transferrin protein.  This is consistent with results achieved using classical methods; i.e. web interfaces.  This service was consistently available regardless of the number of proteins used as input.

The hydrophobic moment and membrane spanning services were consistently available throughout execution of the workflow, regardless of input.  Results achieved using these tools were consistent with results achieved using classical methods.

The Pepcoil service was only intermittently available, and would often times fail with input that worked at other times.  It predicted that the transferrin protein was not coiled, which is consistent with previous results.

The InterPro service was consistently unavailable, though when additionally added to the workflow it was functioning.  As mentioned, a Pfam service was also unavailable for integration within the workflow.  The lack of both of these tools was a great loss, as combined they provided for a host of tools.

A Blast search querying the PDB database was also performed as part of the protSOAP workflow, though it displayed intermittent availability similar to when the Blast searched the SwissProt database.  When it did work, PDB identification codes could be taken and used as input for the RCSB workflow (seen in Figure 3).  When input was formatted as a list, multiple identification codes could be input and the appropriate protein structure displayed.  However, output from the Blast search of the PDB database could not be directly linked to the input of the RCSB form due to the need to parse out the actual PDB identification codes from the Blast results.  This was not feasible at this time due to the lack of XML formatted Blast results.

As can be seen in Figure 2, the Genscan workflow operates on a very similar basis to the protSOAP workflow (Figure 1).   To verify that it was in working order, the DNA sequences for both transferrin proteins tested previously were obtained.  These were then used as input, both singly and as an integrated list, for the Genscan workflow.  
The Genscan workflow’s capabilities of determining a coding sequence and subsequently translating it worked correctly.  Other parts of the workflow, which worked correctly when implemented and tested in the protSOAP workflow, also worked in this instance as well.  Results were similar to those achieved with the protSOAP workflow, and therefore were similar (though not the same as) results from the classical approach.  A notable exception were the results returned from PRINTS, which showed that the translated coding sequence from the serotransferrin gene’s DNA did not match the transferrin fingerprint; in the protSOAP workflow, the serotransferrin from the frog did match this fingerprint.  This is deemed to be due to a slight changing of peptide data through the coding sequence prediction program.  

The translation workflow seen in Figure 3A did work properly, even if the results were not formatted in the style originally desired.  This could be fixed presumably with a shim or modification of the data return methods, but this is not feasible from a non-advanced user perspective.  As mentioned earlier, the RCSB workflow seen in Figure 3B did work properly and did display molecules in the RasMol viewer plug-in when a identification code was input.
The alignment workflows seen in Figure 4 also worked correctly with the proteins supplied.  In Figure 4A, ClustalW produced the graphical output as expected, though the only alignment details provided were the colouring of amino acids as either green or red, rather than the full array of labelling options normally available (different colours, symbols underneath the sequences, etc.).  A simple distance matrix was calculated.  The dynamic programming workflow in Figure 4B was completed successfully and showed the desired alignments between the two input sequences.  

All parts of the workflows implemented worked the majority of time; however, certain services were unavailable at times or were incompatible with the other services implemented.

4 conclusions
This project did not succeed in encapsulating all introductory 

bioinformatics tasks.  However, several useful workflows which covered a wide range of basic tasks were constructed.  These workflows could save considerable time when performing a basic investigation of a large number of proteins.  The results created from basic validation tests using known proteins produced similar results, with any variation appearing to be due to differences in release versions of the services in question. 

The ability of the myGrid system to automate and complete multiple tasks simultaneously is extremely valuable.  Its use helps to reduce time necessary to perform bioinformatics tasks and reduces risk of human error.   myGrid also has a notification service built in (Stevens, 2003), so the services it employs can be run asynchronously and subsequently notify users if any new and relevant data is found.  Additionally, creating workflows helps to expose the ‘hidden’ work behind bioinformatics tasks (Stevens, 2003).  Common steps such as formatting data or setting the database to search are common steps for a skilled bioinformatician, but such steps will not always be documented.  
Despite these strengths, however, using myGrid can be a much more daunting and, potentially, much less useful for the inexperienced bioinformatics and/or myGrid user.  The developers of the system have noted that it takes quite a bit of knowledge to build effective and operable workflows (Stevens, 2003).  Though myGrid and its interface, the Taverna workbench, are touted as helping to reduce the amount of computer skills a bioinformatician will need (such as reducing programming skills needed), it does introduce the need to learn a new computer language of sorts.  The process becomes much more difficult if any of the processors available are not labelled sufficiently.  The distributed nature of processors and resources is a strength in that the user gets to utilise a wide variety of resources, many more than one source would be likely to implement; however, it also makes discovering the resources a little bit more labour intensive.  
Additionally, the use of the Taverna interface poses its own set of dangers to the new bioinformatician.  Working through the Taverna interface rather than web interface means the user loses out on the ability to access the extensive annotation and hyperlinks contained within them.  Though it is arguable that the most relevant results could be obtained from myGrid and then used to query a web interface to retrieve the annotation, this would in a sense defeat the purpose of using myGrid at all.  Furthermore, more web interfaces appear to be available for each service than do processors easily accessible within myGrid.  This helps to provide backup routes to obtain the services, as outages occur among the distributed resources (Stevens, 2003).  The current project experienced such an outage on multiple occasions.  Though the effects of outages can be remedied by creating alternative processors within the workflows and also ‘wrapping’ additional service processors, this is not a viable option for new bioinformaticians and Taverna/ myGrid users (Li, 2004).  If there is a server outage or error on the server side, it can be difficult to retrieve any results from a workflow unless intermediate results are stored (Stevens, 2003), which is again something difficult for novice users to implement.
Difficulties were also encountered with the display of the results from each workflow.  The results were also displayed under the ‘results’ tab of the enactor window.  Though this added a level of convenience in that all results were centrally located, there were problems storing the data in a file formatted that could be easily read outside of Taverna.  It was hoped to create a single HTML page, or at least a collection of HTML pages each storing an individual set of results, but this was not viable in the time available.  Such a feature would probably be too difficult for a novice user to implement.

Future work could look into the viability of creating a single workflow encapsulating all of a introductory bioinformatics tutorial, but doing so from the point of view of a myGrid expert.  This will accurately reflect only the viability of such an objective, rather than also reflecting the myGrid knowledge of the user involved.  Further work could also be undertaken by the myGrid team to enhance the ‘user-friendliness’ of myGrid and Taverna.  Though already considerably user-friendly, especially in comparison with learning a language such as Java or PERL, bringing it to the next level will help to encourage more users to work with it on an everyday basis.  The ability to add generic service types (e.g. Blast search or InterPro search), rather than processors from different servers, would be one way to approach it, though it is not known if this would be technically feasible.
The use of myGrid and Taverna clearly has benefits (Li, 2004).  These benefits are simply more difficult for a novice user and especially for a novice bioinformatician to realise.  
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