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Abstract

The emergence of Web services and of the Open Grid Services Architecture (OGSA) has presented new opportunities for creating interoperable, reusable, and shareable Grid services for the computational science community. The recently proposed WS-Resources Framework and WS-Notifications will further accelerate the transition of Grid computing to a Web services-based architecture. This evolution will enable the development of Grid applications and portals that leverage the vast investment of technology developers in Web services tools to integrate compute resources, storage systems, databases, and instruments with distributed data and meta-scheduling software. In addition, emerging Web portal technologies such as portlets, which are also based on open standards, have created a rich environment for Grid portal developers.

Since 1999, the Grid Portal Toolkit (GridPort, version 2, or GP2) has facilitated the development of Grid computing portals that utilize standard Web technologies as well as distributed and Grid computing technologies [1]. From within a single, integrated API, GridPort supports a set tools and services (Globus, Network Weather Service, etc.), and allows multiple portals to utilize these services from within a single-login environment. GridPort uses these technologies to enable portals to present static and dynamic information about all the resources in the Grid , manage files and data on these systems, execute processes and commands, and submit, monitor, and delete jobs on these systems. The value of a middleware toolkit that aggregates diverse Grid capabilities and services is evidenced by the high utilization of product GridPort portals and the consistent rate of GP2 downloads. 

In response to these advances and opportunities, we have developed a Web and Grid services-based version of GridPort (version 3, or GP3) that utilizes these new technologies. Implemented using a Web services model, GP3 is based on J2EE/Spring framework which provides an application server model that allows remote clients (such as portals, applications or other grid services) to interoperate and share services. GP3 also provides a built-in persistence mechanism based on centralized information services. GP3 includes GP2 core services—authentication, job submission, file and data management, process/command execution, and account and session management—and has added a Grid resource information Web service (Grid Portal Information Repository - GPIR). GP3 supports the easy integration of external services such as the Globus Toolkit v3 and the Platform Computing implementation of the Community Services Framework (CSF) job scheduler. GP3 enables the construction of advanced tools and services using its core services and the Grid technologies is integrates, and two such high-level services have been added: Grid job brokering and Grid job sequencing.
This paper presents the motivation for developing GP3, provides a detailed description of the architecture, justifies the reasons for specific technology choices, and presents the experiences gained to date in this project. Additionally, we discuss the integration of GP3 services and portlets into the Open Grid Computing Environments (OGCE) software project. Finally, we review example GP3 portals, including the HotPage version 3 (HP3) user portal, a GP3 test portal, and some new application portals.

1. Introduction 

The emergence of Web services and the development of the Open Grid Services Architecture (OGSA) [2] present tremendous opportunities for creating interoperable, reusable, and shareable Grid services for the computational science community [3][4][5][6]. Adoption of these new standards has helped to transition grid computing from research arenas into mainstream computing. The recently proposed WS-Resources Framework and WS-Notifications will ensure the transition of Grid computing to a Web services-based architecture [7]. This will enable Grid services to be developed and deployed that integrate compute resources, storage systems, databases and distributed data, sensors and  instruments with  via Grid brokering and scheduling software while leveraging the vast investment of technology vendors in Web services tools. However, while these advances can improve the efficiency and interoperability of Grid systems, the Grid software providing these services and managing these resources is complex, and quite different from the software written by researchers for specific scientific simulations and analyses. Thus, there is a recognized need for software systems that help to simplify and encapsulate the complexities of Grid systems.
Web portals have proven to be effective interfaces for enabling scientific users to access information and services in complex environments, including distributed and grid computing environments [8]. Grid portal toolkits that interface to Grid technologies have proven to be useful tools for enabling developers to rapidly build portals [1]. Since 1999, the Grid Portal Toolkit (GridPort version 2, or GP2) has facilitated the development of Grid computing portals. GridPort has been the portal software toolkit used for the PACI and NPACI HotPage user portals and for several application portals [9] and the rates of downloads of GridPort by new remains constant. GP2 uses standard Web technologies to provide portals with simplified access to emerging distributed and Grid technologies. From within a single, integrated API, GridPort supports a set of distributed and Grid computing tools and services (Globus, SRB, Network Weather Service, etc.), and allows one or more portals to utilize these services from within a single-login environment. GridPort enables portals to present information about all the resources in the Grid (status, load, queued jobs, network bandwidth and latency, etc.), manage files and data on these systems, execute processes and commands, and submit, monitor, and delete jobs on these systems. 
Since the development of GP2, the technological landscape has changed considerably. GP2 was developed in Perl to facilitate portability, but Perl has some limitations for dealing with complex Grid systems. However, Java has become a stable, ubiquitous, enterprise-class language that is more suited for distributed computing. The related development of J2EE as a standard application hosting environment, and the emergence of Web Services, specifically XML over SOAP, have driven the need to update GridPort to both accommodate and to take advantage of these new technologies. Furthermore, the adoption of Web services by the grid community, and the resultant OGSI (and now the proposed WSRF) standards provide additional motivation to investigate the benefits and improvements that these technologies can provide. Other technologies including databases (MySQL, PostgreSQL), Web server software (Apache), and new portal technologies (Jetspeed/portals) also present new opportunities to construct a comprehensive Grid portal toolkit.
In addition to the evolution of technologies, requirements for GridPort have continued to evolve since the project began. The user community is now much larger and more distributed. GridPort now supports clients from national programs (NPACI, PACI, TeraGrid), university and state grids (UT Grid, TIGRE), the DOE and the DoD, and recently the NSF NMI program. The users are highly distributed across geographies and organizations, and expect interoperability. They are generating increasingly larger data sets and requesting resources that allow them to manipulate them from common filespaces and to visualize them from locations remote to the visualization engines. Some of the more common requirements include:

· Intelligent workflow: increased grid capabilities are driving this requirement (needs more). 

· Comprehensive grid information services: includes VO-resource-site relationships beyond the standard Globus Toolkit MDS data. These services will not only provide users with status information, but also will act as the ‘glue’ which ties web services together in support of workflow. 

· Support for multiple VOs from a single GridPort instance, and to be able to share services across multiple instances. 

· Data, Grid Meta Data, Data Collection Access: users generating terabytes of data need ubiquitous access to it with metadata cataloguing capabilities to reduce search times.

· Distributed visualization: Given the evolution of hardware and networks remote use of rendering resources is  making collaborative visualization and computational steering realistic.
· Application profiling: Need to enable the retention of run parameters across multiple Job runs
· Advanced scheduling: Integration with one or more Grid Meta-schedulers
· More Sophisticated user interfaces and expanded client types (portals, PDAs, Shells)

In response to new technologies and new user requirements, a Web and Grid services-based version of GridPort (version 3, or GP3) that utilizes and integrates these new technologies has been developed. GP3 was developed on a J2EE/Spring framework, which offers support for Web services. It supports a services model that allows GP3 clients (portals, applications, web services) to interoperate and share services with GP3 or other Web services. GP3 still includes the set of core services—GSI authentication, job submission, file and data management, process/command execution, and account and session management—present in GP2. GP3 adds a new core service: a Grid resource information Web service (Grid Portal Information Repository, GPIR) that provides centralized information services for core and higher-level services. GP3 core services are designed to support the easy integration of external Grid technologies and the construction of higher-level services using core services and external Grid services. Two such higher-level services have been developed for the initial GP3 release: a Grid scheduling service using the Community Services Framework (CSF) job scheduler [10] and a Grid job sequencing service.

In the rest of this paper, we present a description of the architecture and reasons for our technology choices. We discuss the current status of GridPort, followed by examples of higher level service implementations and portal development. We conclude with some example GP3 portals, including the HotPage version 3 (HP3) user portal, a GP3 test portal, and some new application portals.
2. GridPort Version 3 Design & Architecture 

Historically, there has been a consistent need to introduce a layer of software on top of the low level grid services offered by systems such as Globus. With the introductions and advances such as those mentioned above, this needs persists. There is a fair amount of work going on in the space between low-level grid software (e.g. Globus) and presentation (e.g. Portals). This suggests that there may be a useful distinction to be made between “high” and “low” level grid services. Such “High-level” middleware addresses:

· The need to abstract low-level services (e.g. Globus)

· Integration of various Grid services under a uniform API (SRB, NWS, Globus, etc.)

· Service coordination (Workflow)

· User centric services

· Personalization (e.g. “My Jobs”, “My Applications”, etc.)

· Single sign-on

· Authorization

This distinction will continue to exist even as those services move to an OGSA (WS-RF) based approach, most particularly in the areas of service aggregation and advanced workflow (e.g. when BPEL4WS is standardized). The GP3 project continues to address these needs by aggregating core grid services in the interest of presenting simple, powerful and streamlined access to backend grid services and higher-order workflow to UI developers (Portals, Portlets, Shells, Applications, etc.).
2.1 Design Approach
The use of J2EE, DBMS, and Java represent a significant shift away from the ultra-light-weight approach of the Perl-based GridPort 2.x. Increased server-side resources in terms of installation and maintenance are now required in order to account for an increase in system complexity. However, this is on the one hand is necessitated by the increased capability and scalability of the system, and on the other, mitigated by the availability of GridPort via a web services model. This suggests two tiers of GridPort users. One group of users with greater “IT” resources might wish to install their own GridPort instance along with its attendant infrastructure. Another group, however, may wish to access an existing GridPort that has been installed somewhere on the VO remotely via web service calls from their front-end application only. As a result, we have two possible philosophies:

· Layer Approach:
· Introduce a layer between low-level grid services and presentation

· Handles most or all business logic

· Coordinates inter-service flow

· Provides common services and centralized persistence

· May cause dependencies

· Collection of services

· Each service talks directly to low-level grid services

· May need to provide its own configuration and persistence mechanisms

· Each service remains independent and standalone

Architecturally speaking, whether one views application architecture in a traditional layered structure, or a bag-of-services model, it has become clear that there is a need to provide a simple, readily programmable API to the portal or UI developer that offers at least a minimal set of services needed to perform meaningful work on the web (see Figure 1). Beyond this, “high-level” middleware like GridPort should seek to orchestrate lower-level services such as job submission and file-transfer into more sophisticated services at a higher level of granularity.  The Job Sequencer is an example of such a service.
Another philosophy of GP3 is to extend the API to as many low level grid services as necessary.  By doing so we can eliminate so called “stove-pipe” implementations that talk directly to the low level grid  services and provide no means for communication between exposed “grid tools”  That said, GridPort aims to provide a single, integrated, high-level API spanning a comprehensive set of low-level grid services

2.2 J2EE Framework
As GridPort has moved to Java it made sense to take advantage of a full featured application hosting environment like J2EE providing built in support for database connectivity, security (JAAS) and transaction management. Combined with the Spring J2EE “Inversion of Control” framework providing a JDBC (RDBMS connectivity) and JTA (Transaction Management) abstraction layer, JavaBeans based configuration, and a MVC framework, for web applications, GridPort is freed of dealing with many of the complex infrastructural requirements of robust, scalable, enterprise-scale applications. At present, GridPort does not utilize EJBs. Future remote access for non-web clients will most likely be provided via a web services interface rather than through a mechanism like RMI.

GridPort uses the JBoss open source J2EE implementation. The web container used is Jetty, which is a lightweight, high-performance alternative to Tomcat, though a move to Tomcat, which is admittedly more wide-spread, would be a trivial conversion.

Web services SOAP parsing is handled by Jakarta Axis. At present there is no clean integration between Axis and Spring, which would be a welcome addition to Spring.  Spring does provide tight integration with excellent object/relational mapping products like JDO (Java Data Objects) and Hibernate. 
2.3 Grid and Web Services
As stated above, a major focus for all future work on GridPort has been on the development and use Web services to facilitate dynamic operation of the Grid portals and applications. Web services can provide the message passing capabilities need by grid applications to perform complex, distributed tasks. The impact of the Web services architecture on the development of the Grid has already been demonstrated by the adoption of OGSI by the grid computing community. Web services can be both providers and consumers of other Web services, allowing for composition and hence support of workflow. Coupled with intelligent systems these workflows have the potential to be generated automatically [11]. The initial set of Web services planned for GridPort will include all basic services (see Section 3) as well as higher level services.
The Web service protocols currently being used include SOAP [12], WSDL [13] and XML. Grid services currently interface with the OGSA services and will be modified to work with the latest standard, Web Services Resource Framework (WSRF).
We note that although these services have the potential to enhance and simplify Grid computing capabilities, the Grid community will need to address basic research questions about the scalability of Web services, how well they interact on the Grid, and how to determine the logical order in which these services and tasks should be done.
2.4 Workflow Support
As noted above, GP3 will offer an environment within which lower-level services can begin to be orchestrated into more complex and higher-level services with a courser granularity. By choosing J2EE as our underlying framework, and standardized Web services to publish services, we are well positioned to adopt standards when they become available. We are investigating additional workflows such as GridAnt, Open GCE Runtime Engine (OGRE), Grid Services Flow Language, Pegasus, and Condor DAG-Man [14] [15] [11] [16]. As workflow standards evolve (BPEL4WS) we will add workflow capabilities. 

However, workflow services may be composed using very simple and basic control (or sequential) patterns [17]. An example is the Job Sequencer (Section 3.4) which uses core GP3 services and is itself a web service. We feel that even such a simple service may be highly applicable to a large percentage of likely user scenarios such as, for example, the execution of a job on a remote system, the transfer of a resulting data file to a visualization  resource and the execution of a rendering job on that resource.  
2.5 Related Work

Portals are a specific example of a grid computing environment (GCE). There are several GCE projects under development or in use. An excellent overview of these can be found in [8]. Because GridPort (GP3) uses the J2EE/Spring framework, it is an application server, and exposes and uses web services. In this sense, it is similar to the Globus Toolkit v3 (GT3). GP3 supports a variety of clients (portals, grid or Web services, grid shells). Projects such as GridSphere, CHEF and OGCE are portals hosting environment and so can use GP3 but cannot support arbitrary clients. GP3 is also a toolkit; it contains reusable components. 

Like GridPort2, GP3 aggregates other toolkits into a single API, using instances of local clients (eg GT2, srb clients, etc.). Projects similar to the toolkit nature of GridPort include Globus 2, JavaCoG, SRB. However, none of these toolkit integrates and aggregates diverse services, so this feature remains unique. Note that both GP3 and GT3 can be used to compose workflows, GridSphere/CHEF cannot. 

There are several grid workflow projects including GridAnt, Open GCE Runtime Engine (OGRE), Grid Services Flow Language, Pegasus, Condor DAG-Man. Since GridPort is not a workflow system, we have the option of selecting an architecture and implementation that best suites the GP3 environment.
3. GP3 Development & Deployment
Based on the decisions described above, and our experiences with various technologies and user requirements, we have developed a prototype for GP3 that was demonstrated at SC03 with the TACC User Portal. The prototype has been developed into a beta version of GP3 is scheduled for release in February, 2004, and for inclusion into NPACKage in FY04. 
3.1 The GP3 Architecture

GP3 is architected as a J2EE web application (Figure 2).  It is made up of series of POJOs (Plain Old Java Objects) that are deployed to the Jetty web container of JBoss and can be access in two ways. The first approach is directly via java API calls by other objects in the container such as portlets. The sample portlets that ship with the release use Velocity based portlets in a JetSpeed container are an example of this.  The GPIR Administration Client is implemented as a standard JSP web application using the Spring MVC implementation for the presentation layer. 
The other mechanism is via web service calls. The GPIR Query and Ingester services allow reads and writes from the GPIR data store, while the Job Sequencer service allows interaction with the interactive services. The POJOs make extensive use of the Spring J2EE framework in support of JDBC abstraction, transaction management, application configuration, and UI building. Future development of non-web clients will most likely make use of the web services interface for remote access.
GP3 is organized so that there is a set of atomic, core services that are needed by other higher level services. Core services are designed to support the construction of advanced tools, and the integration of external services such as the Globus Toolkit (GT3) and the Platform Computing implementation of the Community Services Framework (CSF) job scheduler. 
3.2 Core Services 

GP3 core services extend GP2 services to include a Grid resource information Web service (GPIR) to provide centralized information services for core and higher level services: 
· Accounts and Authentication: GP3 manages user account information, tracks sessions, and maintains a certificate repository. Users “log in” to a GridPort service and authenticate against a GSI certificate stored in the GridPort repository via MyProxy mechanism. Once a user logs in to GridPort they are given a sessionID that is used to maintain state.
· Job Submission: Supports various types of job submission and does some basic workflow. Job execution can be done in 2 ways, interactive and batch. 
· Command Execution: Submit a ‘unix-like’ command to a remote resource using the Globus v3 GRAM interface. 
· Batch Jobs: Jobs submitted to a remote queuing system and a job handle is returned that can be used to retrieve job status and results. Batch jobs can either be submitted directly to a Globus GRAM gatekeeper or to a Community Scheduling Framework (CSF) service.  
· File, Data and Collection Management: File listings and data transfer are done using GridFTP (GT3). 
3.3 Grid Portal Information Repository (GPIR) 
GridPort’s information services need to be able to provide a rich set of data that can be utilized by application and portal clients. These data may come from a wide variety of sources, some of which may be unreliable, available, but with a high latency, or simply inconvenient to access. It is highly impractical for developers to have to learn, code, and maintain separate connections to a disparate menagerie of data sources. Done in real time, a simple data request might involve communications with 5-6 independent information providers, seriously taxing performance and straining reliability. Like many applications, GridPort has an associated persistence storage that provides a single place for it to go to in order to reliably and quickly load whatever data is required by the client Beyond, this GPIR can serve as an ongoing repository of archived data. The use of this data can be broken down into four “time-scales” with varying uses:

· Informational: Essentially static or at least slow changing - Includes general non-technical data. 

· Real Time: Recent or approaching real-time current data.
· Diagnostics: Data used to diagnose the cause of a problem or performance bottleneck.  

· Prediction: Data used in the prediction of any aspect of future gird or system behavior (e.g. application profile data used by a CSF plug-in).
Data sources can also be divided into four parts: machine gathered or automatic, which can further be divided into standards based and custom providers; and human entered information which can be split into “facts” or observations on the one hand and “decisions” on the other. Standards based automatics data sources would include things such as the Globus MDS or Ganglia. By contrast, custom providers might be written to query the OS on each resource and report back to GPIR. Factual manual data might include aspects of the system that exist in the social realm such as the VO membership of a system, a textual description of the configuration and general purpose of a system, or the departmental and institutional affiliation of the resource, while “decisions” would aspects of a system that are dependent upon human intervention or decisions such as a system’s next scheduled downtime.
Figure 3 shows the architecture of GPIR. GPIR is implemented as a set of Java Web Services. The Ingester web service accepts or "ingests" XML documents and stores them in a relational database. Once the data resides inside of GPIR, it can be queried via the Query Web Service. An administration client has now been provided in support of the later, human entered functions. Further details on GPIR can be found in reference.

3.4 Higher Level Grid Services 
GP3 services are currently accessed through a Java API in order to ease scalability and performance concerns, using local direct calls where possible. Grid or Web Service calls are made only where necessary. The core services described above are designed to provide basic capability and to define the set of services needed for composition of higher level services. The choice of J2EE was intended to facilitate the rapid development of services, both direct and external. Any services developed using GridPort can be exposed as web services via the J2EE/Jakarta SOAP-+
Job Scheduling: Community Scheduling Framework Grid Service (CSF) 
 CSF is an open source, extendable framework for developing grid metaschedulers. It was developed by Platform Computing and is contributed to the globus projects. It provides basic protocols and interfaces to help resources work together in a heterogeneous environment such as the grid. CSF is OGSI compliant and therefore uses grid services to communicate. GP3 has developed APIs that can submit jobs to CSF, query CSF for job status, and cancel jobs that have been submitted to CSF. GridPort offers a simple API to CSF and shows how grid metaschedulers can help ease the user of submitting jobs to a heterogeneous grid. TACC has plans with Platform to implement a more sophisticated scheduling algorithm for CSF and develop additional RM adapters that can work with additional schedulers such as PBS and SGE. Any code developed by TACC will be propagated back to the CSF project and contributed to Globus.  
Job Sequencer: Simple Workflow Engine

The Job Sequencer (Figure 4) supports the execution of simple linear sequences of tasks that can otherwise be performed by GridPort, and represents the simplest of workflow engine cases [5]. It demonstrates the support GP3 provides for the development of any application or tool and the ability to expose them as web services. The sequences are described in the form of an XML document stored in GPIR. Sequence steps can consist of File Transfers and Job Submissions (can be sent to CSF scheduler). Authentication information is taken care of by GridPort so no explicit authentication step is required. 
The status information of each step in the sequence and of the sequence as a whole can be stored. Each step in turn may have an arbitrary number of parameters (ultimately mapping to a GridPort API call) and statuses. Status may vary depending on the nature of the step. Upon submission, GridPort returns a Sequence ID and then begins executing the Sequence to completion or to error. Status information can be obtained at any time, from GPIR, with the Sequence ID.
3.5 Production Software Release Plans
GridPort v3 is in the alpha release stage, and is available (effective February 15, 2004) for download on the project website (http://www.gridport.net). The current version supports GT3.1 (the next version will include support for GT2.3). The beta release includes all Web services described above, including the GPIR web-based administrative client. It has a binary and source install, with installation guide and user docs. A complete suite of Junit tests are offered to test GridPort on the command line and the release also includes a demo portal based on portlets (see Section 5.1).
4. GP3 Portal Development
GP3 has not been officially released for production. However, there are several GP3 portals under development at this time. For our portals, we use Jetspeed/portlets (Figure 5). Portlets are container managed components that generate dynamic content An important feature of Jetspeed is the idea of customization for each user. When a user logs into the portal they are viewing their own workspace which contains only the portlets they have chosen to view.  Thus, the workspace can be customized for each user to suit their needs without affecting other user’s workspaces. Portlets are component based and hence map easily to a services environment. As portlet standards converge (see JSR 168), portlets will be easier to exchange and share, promoting reuse. 

4.1 GP3 Test Portal
GP3 contains a demonstration portal that includes a portlet interface to each GP3 core service, including the GPIR, CSF Job Scheduler, and Job Sequencer services. The GPIR Browser portlet allows a user to access various types of information about resources in a particular virtual organization (VO) of interest. This portlet provides the user with three views into the information contained in GPIR: systems, grid, and machine views as well as a histogram of archived data. 
The CSF Job Submission portlet enables a user to submit a job to the CSF scheduler service (see Section 3).  This shields a user from deciding where to submit a job. The GridPort Job Sequencer portlet. allows the user to construct sequences of tasks to submit to the GridPort Sequencer web service. Both CSF and Job Sequencer portlets allow the user to obtain information such as job id, the resource to which the job is submitted, the status of the job. Job cancellation is also supported.

4.2 TACC User Portal – HotPage 3.0

The ancestor of the TACC User Portal is the NPACI HotPage [18]. The TACC User Portal (Figure 6) includes all of the capabilities of the HotPage as well as enhancements to many of them due to the fact that it is based on a Jetspeed/portlet framework as well as GP3. The Jetspeed environment provides user customization which is coupled to the GridPort account management system: the portal account creation includes online certificate creation and optional storage of certificates and keys into the GridPort repository. TUP contains the same functionality that is contained in the GP3 test portal.
4.3 Application Portals
Although GP3 is newly released, several application portal projects are under development. In this section we cite 2 examples of challenging portal projects that help to demonstrate the capabilities of GridPort.

DOE Portals: This project will deliver portal systems for the DOE SciDAC Collaboratories. Our first portal will be on the Fusion Grid [DP-1]. A Fusion portal prototype has been built using the NMI OGCE software, and GP3 is scheduled for inclusion after the beta release. The FusionGrid presents challenges in the areas of authentication/authorization, data searching, and has a need to perform data analysis in synchronization with experimental operations on a daily basis. In addition, status of the Fusion reactor and instrument status needs to be viewed in near real-time. GridPort’s certificate creation and management capabilities, as well as it’s job submission functionality, will greatly ease the development of this portal, and will facilitate it’s use by researchers as a viable means of completing tasks more efficiently. 
NPACI Visualization Services: This portal supports remote visualization tasks that can be coordinated between multiple people, groups, and sites. The portal uses the NPACI Scalable Visualization Toolkit. The portal features include: data archive, a job creation system for visualization workflows,, a task scheduler for grid jobs. The current portal utilizes GP2, and plans are underway to convert the portal to NMI OGCE/GP3 architecture. The motivation for migration is to gain features and capabilities available from both projects, in particular portal customization and CSF job scheduling, in addition to the planned SRB capabilities.

4.4 NMI Portals Consortium – OGCE

The recently funded NSF Middleware Initiative for Grid Portal Development project, a collaborative effort including TACC, Argonne, Indiana Univ., University of Michigan, and NCSA. These institutions form the charter members of the Open Grid Computing Environments (OGCE) consortium. OGCE provides the grid portal community with sharable components that allow portal developers to quickly create Grid Portals. The OGCE libraries will support NMI Grid technologies such as file transfer, job launching and monitoring, and access to information services). In addition, features and capabilities from large projects such as the NEESGrid/CHEF and the Sakai project are included. GP3-based portlets (including the test portal, GPIR, and CSF portlets) will be integrated into the OGCE release scheduled for April, 2004. GP3 portlets will be fully integrated into the OGCE libraries.
5. Summary 
The Grid Portal Toolkit has been re-architected as a set of related and reusable components designed to provide useful, general-purpose functionality. A beta release is now available for download [1]. GP3 is still a middleware layer toolkit that aggregates other toolkits into a single API and supports access to local clients. GP3 utilizes the J2EE application server framework to aggregate any Web and grid services regardless of service framework or implementation. GP3 supports any client capable of interacting with the J2EE framework or with Web services, including portals. We have defined as set of 'atomic' or core services we think are needed to do higher level tasks and to host higher level services (e.g. workflow), including GPIR for dynamic and persistent information services.
The usefulness of GP3 has been demonstrated by the development of several portals slated for production use [19]. Higher level services such as the CSF Job Scheduler and Job Sequencer demonstrate the extensibility of GP3 to develop and compose new tools.
Future plans for the production release include ongoing development of planned OGSA services, integration of GT2.x, the introduction of additional core features such as events and messaging, additional GPIR tables and queries, integration of other technologies (SRB, NWS, etc.). Each core service will be optionally tied to GPIR to record and track session and state of tasks and user preferences. Deployment plans include the UT Grid, TIGRE, the NPACI and TeraGrids, the DOE grid, the SCEC project and others. Research plans include evaluation of current workflow standards, the extension of GPIR to accommodate large data grid requirements. The impact of evolving standards such as WSRF, BPEL4WS, and the OGSA-WG will also be evaluated. Finally, we will continue to develop our suite of portlets to interface to each service and to integrate these portlets into the NMI OGCE consortium.
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Figure 1.  GP3 layered architecture.
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Figure 2.  GP3 J2EE/Spring architecture
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Figure 3.  GPIR 1.0 Architecture

[image: image4.png]



Figure 4.  Job Sequencer, sequential workflow architecture
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Figure 5.  Portal architecture based on Jetspeed, portlets and GP3
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Figure 6.  TACC User Portal .
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