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1.0 A story from EPA - “Is my child safe from environmental toxins?”

Aggregated information creates a more complete, understandable picture that enhances understanding, enables smarter decision-making, and reduces risk.  In the case of one government agency, EPA can only fulfill its mission by combining data across stovepipes to verify the facts.  Most government agencies find themselves in the same situation as EPA, described in the story below.

Children are extremely susceptible to environmental contaminants, much more so than adults, and so the public is rightly concerned about the quality of their environment and its effects on our children. The increased public awareness of environmental dangers and the accessibility of the Internet and other information technologies have conditioned both the public and various government officials to expect up-to-date information regarding public health and the environment presented in a way that adequately assesses the public health risks environmental contaminants pose to our children – “Is my child safe from environmental toxins?”

In order to accurately answer this question, all relevant public health and environmental data need to be considered.  Unfortunately, public health and environmental data comes from many sources, which are not linked together.   Finding, assembling, and harmonizing these data is time consuming and error-prone.    Previously, there were no tools that can make intelligent queries or reasonable inferences across these disparate data sources.

To address these issues, a pilot is underway for the EPA.  It will apply Semantic Web technologies to integrate distributed data sources including those administered by the Center for Disease Control and Prevention (CDC), the Environmental Protection Agency (EPA), and a variety of state government agencies.  

This story is just one example of the tremendous challenges that the federal government faces in relation to the complex organizational structure, the size of its data stores, and the interdependence to other government or non-government entities.   These challenges have placed increasing demands for better information sharing, more effective information management, more intelligent search, and smarter decision-making in order to improve government services, enable net-centric defense capabilities and ensure the safety of our nation.

2.0 Information Semantics
While tremendous strides have been made in connecting disparate data sources using sophisticated middleware solutions, advanced data exchange protocols, and common vocabulary standards, there is still a lack of associations at the semantic level.   One of the larger impediments to truly harnessing the power of information and better equipping us to meet the challenges described above is a lack of understanding of what the information means and how it is used in one system versus another.

Officially, Semantics is a branch of linguistics that deals with the study of meaning, changes in meaning, and the principles that govern the relationship between sentences or words and their meanings (Bedford, 2004, pp. 1), whereas Information Semantics is the semantic representation (meaning) for our systems, our data, our documents, or our agents (Obrst, July 13th, 2004, slide 8).  
Information semantics represents organizational and cultural contexts embedded within organizational missions, hierarchies, vocabularies, workflow, and work patterns.   The same concept might be expressed in different terms, e.g. “Price” may appear in one system; “cost” in another.  The same term might have different meanings, e.g. A “Captain” in the Army is equivalent to a “Lieutenant” in the Navy; a “Captain” in the Navy is a “Colonel” in the Army.   Similarly, an “informant” in a law enforcement organization might be termed an “information source” in an intelligence organization and might include sources other than just people.   Even in the same organization, the same term might refer to entirely different concepts by different offices, e.g. “Security” as in “Building Security” vs. “Security” as in “Data Security”.   Perhaps even more critical is to accept that the same term might carry different meanings over time due to organizational changes.

3.0 The Semantic Web
The need to resolve the semantic differences and to intelligently process information semantics is one of the main motivations for driving the next generation of the World Wide Web.  The Semantic Web is “an extension of the current web in which information is given well-defined meaning, better enabling computers and people to work in cooperation” (Berners-Lee, Hendler and Lassila, 2001, pp. 2).
According to the World Wide Web Consortium (W3C), the Web can reach its full potential only if it becomes a place where data can be shared, processed, and understood by automated tools as well as by people. For the Web to scale, tomorrow's programs must be able to share, process, and understand data even when these programs have been designed independently from each other. 
The Semantic Web extends beyond the capabilities of the current Web and existing information technologies.   Unlike the current Web, information semantics is explicitly defined in the Semantic Web as facilitating smarter computer processing by automated tools.   It is an aggregation of intelligent websites and data stores accessible by an array of semantic technologies, conceptual frameworks, and well-understood contracts of interaction to allow machines to do more of the work in response to our service requests -- whether that be taking on rote search processes, providing better information relevance and confidence, or performing intelligent reasoning or brokering.  Figure 1 illustrates key components of Semantic Web and how it extends the capabilities of the current Web.
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Figure 1.  Vision of the Semantic Web 
4.0 What the Semantic Web Is and Is Not

Still in its definition stage, the term Semantic Web is perhaps new to many.   To help gain a clear understanding of the Semantic Web, we provide the following clarifications on what the Semantic Web IS and IS NOT.

1. The Semantic Web is not a new and distinct set of websites.

The Semantic Web is an extension of the current World Wide Web, not a separate set of new and distinct websites. It builds on the current World Wide Web constructs and topology but adds further capabilities by defining machine-processable data and relationship standards along with richer semantic associations. Existing sites may use these constructs to describe information within web pages in manners more readily accessible by outside processes such as search engines, spider technology and parsing scripts. Additionally, new data stores including many databases, can be exposed and made available to machine processing to allow federated queries and consolidation of results across multiple forms of syntax, structure, and semantics.  The protocols underlying the Semantic Web are meant to be transparent to existing technologies that support the current World Wide Web.

2. The Semantic Web is not being constructed with just human accessibility in mind.

The current Web mainly relies on text markup and data link protocols for structuring and interconnecting information at a very coarse level. The protocols are primarily used to describe and link documents in a form presentable for human consumption, and basic machine processing. Semantic Web protocols define and connect information at a much more refined level. Meanings are expressed in formats that processed more easily by machines to resolve structural and semantic differences. This increased accessibility means that current web capabilities can be augmented and extended while new powerful capabilities are introduced.

3. The Semantic Web is not built upon radical untested information theories.

The emergence of the Semantic Web is a natural progression in accredited information theories, borrowing concepts from the knowledge representation and knowledge management worlds as well as from revised thinking within the World Wide Web community. The newly approved protocols have lineages that go back many years and embody the ideas of a great number of skilled practitioners in computer languages, information theory, database management, model-based design approaches, and description logics. These concepts have been proven within a number of real-world situations although the unifying set of standards from the W3C promises to accelerate and broaden adoption within the enterprise and on the Web.

With respect to issues about knowledge representation and its un-fulfilled promise, a look at history shows numerous examples of a unifying standard providing critical momentum for acceptance of a concept. HTML was derived from SGML, an only mildly popular text markup-language.  HTML went on to cause a rapid sea change in the use of information technology.  In comparison, many in the field point to the long acceptance timeframes for both object-oriented programming and conceptual-to-physical programming models.  The Semantic Web extends far beyond the capabilities of HTML.  It provides an infrastructure and a set of supporting standards to move a fundamental discipline such as knowledge representation out of the labs and into real-world use.
4. The Semantic Web is not a drastic departure from current data modeling concepts. 

According to Tim Berners-Lee, the Semantic Web data model is very directly connected with the model of relational databases.   A relational database consists of tables, which consist of rows, or records. Each record consists of a set of fields. The record is nothing but the content of its fields, just as an RDF node is nothing but the connections: the property values. The mapping is very direct -- a record is an RDF node; the field (column) name is RDF propertyType; and the record field (table cell) is a value. Indeed, one of the main driving forces for the Semantic Web, has always been the expression, on the Web, of the vast amount of relational database information in a way that can be processed by machines (Berners-Lee, September 1998, pp.3).  The Semantic Web is a much more expressive, comprehensive, and powerful form of data modeling.  It builds on traditional data modeling techniques, either entity-relation modeling or another form, and transforms them into much more powerful ways for expressing rich relationships in a more thoroughly understandable manner.

5. The Semantic Web is not some magical piece of artificial intelligence

The concept of machine-understandable documents does not imply some form of magical artificial intelligence that allows machines to comprehend human mumblings. It only indicates a machine's ability to solve a well-defined problem by performing well-defined operations on existing well-defined data.  Instead of asking machines to understand people's language, it involves asking people to make the extra effort (Berners-Lee, September 1998, pp. 1). Current search engines can perform query capabilities that seemed magical 20 years ago.   We now recognize such capabilities as being the result of Internet protocols, website constructs, graphical browsers, a large number of incredibly fast servers, and equally large and fast disk storage arrays. Semantic Web capabilities will likewise be the result of a logical series of interconnected progressions in information technology and knowledge representation formed around a common base of standards and approaches.

6. The Semantic Web is not an existing entity, ready for users to make use of it.
The Semantic Web currently exists as a vision, albeit a promising and captivating one. Similar to the current Web, the Semantic Web will be formed through a combination of open standard and proprietary protocols, frameworks, technologies, and services. The W3C-approved standards -- XML, RDF, and OWL -- form the base protocols. New data schemas and contract mechanisms, built using these new protocols, will arise around communities of interest, industry, and practice.  Some will be designed carefully by experienced data architects and formally recognized by established standards bodies.  Others will appear from out of nowhere and gain widespread acceptance overnight.  A host of new technologies and services will appear such as semantically aware content publishing tools, context modeling tools, mediation, inference, and reputing engines, data-cleansing and thesaurus services, as well as new authentication and verification components. Roll out of these technologies, coordination amidst competitive forces, and fulfillment of the vision will take many years, although various building blocks already exist.
7. Semantic Web, Semantic Interoperability and Semantic Technologies
The terms “semantic interoperability” and “Semantic Technologies” are not interchangeable with the term “Semantic Web.” Much of the work on the Semantic Web is focused on the ambitious goal of allowing relatively ubiquitous and autonomous understanding of information on the Internet. 

Semantic interoperability on the other hand represents a more limited or constrained subset of this goal. More immediate returns – and many would say sufficient – can be gained by using semantic-based tools to arbitrate and mediate the structures, meanings, and contexts within relatively confined and well-understood domains for specific goals related to information sharing and information interoperability. In other words, semantic interoperability addresses a more discrete problem set with clearer defined endpoints.
Semantic technology is defined as a software technology that allows the meaning of and associations between information to be known and processed at execution time. For a semantic technology to be truly at work within a system there must be a knowledge model of some part of the world that is used by one or more applications at execution time (TopQuadrant, March 2004, pp.4). 
Semantic technologies are the enabling technologies for the Semantic Web though they can be applied in a non-Web environment.  In the context of the Web, semantic technologies can provide a loosely connected overlay on top of existing Web service and XML frameworks, which in turn can offer greater adaptive capabilities than those currently available. They can also make immediate inroads in helping with service discovery and reconciliation, as well as negotiation of requests and responses across different vocabularies. Considering the depth and difficulty of issues the federal, state, and local agencies have in these regards, semantic technologies may provide the first flexible, open, and comprehensive solution to date to solve them.

5.0 Key Components of the Semantic Web

As illustrated in figure 1: “Vision of the Semantic Web ”, there are many conceptual and technical components within the framework of the Semantic Web.   This section introduces the most important components.

1. XML (eXtensible Markup Language)
XML (eXtensible Markup Language) was developed in the late 1990s by the W3C as a standard way of describing, transporting, and exchanging data.  XML does not in itself do anything, but rather serves as a mechanism for describing data through the use of customized tags in a customized manner.  XML has little to do with HTML and was designed for an entirely different purpose. Despite this fact, the two can complement one another in various ways, depending on a user's needs.
For instance, two book suppliers might wish to formalize a partnership involving data exchange. As such, defining from the outset that Supplier A’s definition of “Author” is identical to Supplier B’s definition of “Writer” would be essential. Additional terms that overlap and have the same meaning would also need to be formally identified.   XML provides constructs such as document type definition (DTD) or XML Schema for defining these types of data exchange rules.

In the context of the Semantic Web,  XML provides a set of syntax rules for creating semantically rich markup language for data in a particular domain. XML allows users to add arbitrary structure to their documents but says nothing about what the structures mean (Berners-Lee, Handler and Lassila, 2001, pp.3).

2. RDF (Resource Description Framework)
RDF encodes information in sets of triples, each triple being rather like the subject, verb and object of an elementary sentence. A Universal Resource Identifier (URI), similar to a URL for a Web page, identifies each of the triple elements. The purpose of a URI is to uniquely identify a concept in the form of subject, verb or object by linking to the origin where the concept is defined. RDF provides an infrastructure for linking distributed metadata.

RDF triples are serialized in a way to describe relationships between data elements using XML tags or other syntax in a format that can be processable by machines. The RDF specifications provide a lightweight ontology system to support the exchange of knowledge on the Web.

3. OWL (Web Ontology Language)
OWL stands for Web Ontology Language. Whereas RDF's primary value can be seen in enabling integration of distributed data, OWL's main value is in enabling reasoning over distributed data. RDF and OWL can operate together or separately. In some cases, supporting the distributed nature of data may be the most important thing. In others it is distribution plus reasoning, yet in others just reasoning would suffice.

OWL is the next generation of the ontology language called DAML+OIL. DAML+OIL has integrated two efforts, DAML in the United States and OIL in Europe:

· DAML - the DARPA Markup Language, an effort headed by the Defense Advanced Research Projects Agency (DARPA) of the Department of Defense (www.darpa.mil/)

· OIL - the Ontology Inference Layer (or Language) that is compatible with RDF Schema (RDFS)
There are three levels of OWL defined (OWL Lite, OWL DL and OWL Full) with progressively more expressiveness and inferencing power.  These levels were created to make it easier for tool vendors to support a specified level of OWL.

4. Semantic models (Thesauri, Ontologies and Taxonomies)
Semantic models describe semantic associations between different terms and concepts.  Terms and concepts are two different things.  Terms are words or phrases. Concepts are the meaning behind the terms representing the semantics.  Terms therefore act as labels for the concepts. There might be a Person concept that the terms “person”, “people”, “human”, etc., all refer to.   
There are many forms of semantic models.  
To help in our discussion of semantic models, we use Figure 2 to display the “Ontology Spectrum”. The Ontology Spectrum shows a range of models, ranging from the lower left to the upper right, from models with less expressive semantics (“weak” semantics) to models with increasingly more expressive semantics (“strong” semantics).

[image: image2]Figure 2. The Ontology Spectrum (Daconta, Obrst, Smith 2003, pp.157)
In general, the progression from the lower left to the upper right is also an increase in the amount of structure to the model, with the semantically most expressive models having the most structure. We also include along the spectrum some types of models and languages that you either know or have heard about: e.g., the relational database model and XML are in the lower left; moving to the right and up are XML Schema, Entity-Relation models, XTM (the XML Topic Map standard), RDF/S, UML (Unified Modeling Language), OWL (Web Ontology Language),  and up to First Order Logic (the Predicate Calculus), and higher. In fact, the spectrum goes on even beyond those models in which we are interested. 

One of the simplest forms of semantic model is taxonomy.   Taxonomies are defined simply as the structures used to organize information. When people think of taxonomies they typically understand hierarchical structures like those we create in the biological sciences.  From an information science perspective, taxonomies may take on one or a combination of several types of structures. They may be flat structures, hierarchies, network/plex structures or faceted taxonomies.   Each of these kinds of structures serves a different kind of information management and access purpose.  
All are critical for supporting today's complex information solutions and are integral components of today's complex information systems (Bedford, 2004). 
We also include Thesaurus, Conceptual Model, and Logical Theory in Figure 2 because these act as “way stations” of increasing complexity and semantic richness as you go up the Ontology Spectrum. 

A Thesaurus is more complex than a Taxonomy because its parent-child relationship is characterized consistently as “broader_than”/”narrower_than”, i.e., a parent node has a broader than relationship to it children nodes; a child node has a narrower than relationship to its parent node. These are subsumption relations too, so a parent subsumes a child. However, in a Thesaurus, the nodes are not just classifications as they are in a Taxonomy, nor are they “classes” or “concepts” as they are in a Conceptual Model or a Logical Theory. The nodes instead are “terms”, meaning words or phrases, and these terms have narrower than or broader than relationships to each other. A thesaurus is really about the relationships between terms structured in a (semantically weak) taxonomy.  A thesaurus also includes other semantic relationships between terms, such as synonyms. 

A semantic model in which relationships (associations between items) are explicitly named and differentiated is called an ontology.   In Figure 2, both Conceptual Models and Logical Theories can be considered Ontology (the former a weaker ontology and the latter a stronger ontology). Because the relationships are specified there is no longer a need for a strict structure that encompasses or defines the relationships. The model essentially becomes a network of connections with each connection having an association independent from any other connection. This variability provides tremendous flexibility in dealing with concepts, because many conceptual domains cannot be expressed adequately with a taxonomy (nor with a thesaurus, which models term relationships, as opposed to concept relationships). In a taxonomy or a thesaurus, too many anomalies and contradictions occur, thereby forcing unsustainable compromises. Moreover, moving between unlike concepts often requires brittle connective mechanisms that are difficult to maintain or expand.

5. Machine reasoning and inferencing
Machine reasoning and inferencing refers to computer-based emulation of the human capability to arrive at a conclusion by reasoning.   New facts or inferences are derived from information input to a computer program. 

Here is a very simple example of how machine reasoning and inferencing work by harnessing predefined “semantics”.   Assuming the following information is given: 

· The 2004 ABC Conference will take place in the auditorium of X Building 
· The X Building has address “123 Second Street, Main City, VA”

· The X Building is a facility that belongs to Organization Y

Based on these raw facts, it can be derived that the 2004 ABC Conference has address of “123 Second Street, Main City, VA” and it will take place in Organization Y's facility.  The predefined semantics specify the associations between different data properties, e.g. parent-child and transitivity.

By creating a model of the information and relationships, we enable reasoners to draw logical conclusions based on the model. In the simple example above, the connections such as the association between the X Building and the ABC conference are explicitly defined making it possible to infer the address for the ABC conference.
The “subway map” shown below is an authoritative Semantic Web diagram that will further illustrate how concepts can be connected or associated with related and/or non-related concepts.
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Figure 3. Semantic Web Subway Map (Applications connected by concepts, Berners-Lee, 2003)
Fundamental concepts can be seen as lines in the diagram, each identifying a particular atomic form of data such as person, price, time, or place. The intersection of one or more of these fundamental concepts forms an entity with some higher level of associated meaning. The concept of an Address Book is a combination of people, addresses and other contact information. The concept of a Catalog is a collection of parts and prices.

Although simple in nature, the diagram shows that when semantics is properly defined about the data – a date or a location, for example – it can then be related in ways that are greater than the specific form or representation of data. In other words, using a search for a map of Gettysburg in 1863 as an example, if the data 1863 is tagged or identified as a date, then intelligent searches can be made using flexible representations of date querying against a variety of date representations (July 1863; 1863; or even 1860s, for example).  Furthermore, having associations whereby the associations can be defined independent of an ordered relationship structure (such as ontology) makes it possible to include a “date” or “date range” association between “Battle of Gettysburg” and “July 1-3, 1863.” As a result, an inference can be made within a search engine about a date range if it has the ability to “walk” any associations within an ontology of a concept having to do with dates. 
Another example might be a seminar in McLean, VA.  The concept of place carries with it associations that can put cities (McLean, VA) within larger more flexible boundary areas such as the metropolitan Washington, D.C. area or connects cities, zip codes, parks, monuments, and other location-based information into a transversable conceptual domain. Intelligent searches enabled by semantic approaches can harness the combination of explicitly defined data type (such as a date or a location) along with flexible models of associations (work on these is still in progress) to bridge differences between syntaxes, structural representations, or contexts. This idea of “decentralized, but connectable” is fundamental to the vision of the Semantic Web.

However, none of these examples implies some magical artificial intelligence that allows machines to comprehend human mumblings. It only indicates a machine's ability to solve a well-defined problem by performing well-defined operations on existing well-defined data (Berners-Lee, September, 1998, pp.1).

6.0 Harnessing the Power of Information Semantics through Semantic Web Technologies

In summary, information semantics and their conceptual associations are explicitly defined within the Semantic Web framework using XML, RDF, OWL and/or semantic models.    Through these explicit semantic definitions, meanings embedded in data, applications and systems become readily accessible to computer programs which can process at a high speed beyond the imagination of our human minds.   Building upon the network effects generated through the current Web where billions of documents are interconnected, we probably will not fully understand the true power brought by Semantic Web technologies for many years to come.    Yet we know for certain that they will elevate us to a much better position to cope with the challenges of disparate data sources, information overload and complexity of our world.  The immediate benefits will manifest in better information sharing, more effective information management, more intelligent search and smarter decision-making through machine reasoning and inferences.   In the case of EPA, semantic interoperability of disparate data sources can be achieved through semantic integration approaches made possible with an array of Semantic Web technologies.   Finding, assembling, and harmonizing these data will no longer be a daunting task but a solvable problem in a system properly planned and designed.   At the time of this writing, a proof of concept has been created to demonstrate the capabilities of federated queries and reasonable inferences across a mass of data sources.  With the aggregated information, the agency can better answer the public’s question: Is my child safe from environmental toxins?

These new capabilities in information technology will not come without significant work and investment by early pioneers.  Moving to Semantic Web technologies from their predecessors is like transitioning from traditional film cameras to digital cameras.  It is a brand new dimension offering a whole new set of possibilities.  It will take a bit of time for people to understand the nuances and architectures of semantics-based approaches manifested in the world of Semantic Web. But as people grasp the full power of these new technologies and approaches, a first generation of innovations should produce impressive results for a number of existing IT problem areas. Successive innovations should ultimately lead to dramatic new capabilities that fundamentally change the way we share and exchange information across users, systems, and networks. These innovations hold as much promise to define a new wave in computing much as did the mainframe, the IBM 360, the PC, the network, and the first version of the World Wide Web.  
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Appendix 
A

SICoP White Paper Series 

This executive brief is the first publication of the SICoP's white paper series.  The Semantic Interoperability Community of Practice (SICoP) is a Special Interest Group within the Knowledge Management Working Group (KMWG) sponsored by the Best Practices Committee of the Chief Information Officers Council, (CIOC).  

The white paper series will introduce the Semantic Web and its technologies. They will assert that these technologies are substantial progressions in information theory and not yet another “silver bullet” technology promising to cure all IT ills.  

The white paper series consists of three modules.  They are presented in a modular format so that three modules can stand alone or be incorporated to detail a complete approach to adopting semantic technologies to resolve inter-agency and cross-agency challenges or to take advantage of the emerging Semantic Web.

Specifically, these white papers will pay particular attention to the topics of information interoperability and intelligent search, two areas believed to have the greatest near-term benefits for government agencies and corporate enterprises alike. They will also discuss the state and current use of protocols, schemas, and tools that will pave the road towards the Semantic Web. Lastly, they provide guidance in planning and implementing semantic-based projects and lay out steps to help government agencies do their part to operationalize the Semantic Web.

The three modules are described below:

Module 1: Introducing the Semantic Web Technologies: Harnessing the Power of Information Semantics.
This first module is intended to introduce and educate executives about the vision and capabilities of the Semantic Web. It will provide a basic primer on the concept of information semantics along with information on the emerging standards, schemas, and tools that move semantic concepts out of the labs and into real-world use. 
· Takeaway: Readers will gain exposure to some of the promises of the next generation of the World Wide Web, and see how new approaches to dealing with digital information can be used to solve difficult information-sharing problems. 

Module 2: Exploring the Business Value of Semantic Interoperability
The second module is designed to examine the present information environment and pitfalls of operating in a disparate, non-integrated world.  The module will provide details on a wide range of semantics-based projects with specific capabilities annotated and described.
· Takeaway: Readers will gain new insights into assembling scenarios and business use cases for the use of semantic technologies as ways to confront difficult information challenges and provide better citizen-centered services.

Module 3: Implementing the Semantic Web
The last module provides the steps and implementation recommendations, based on which an agency can gauge its progress and schedule future projects to that take advantage of this new technology.

· Takeaway: Readers will learn about new efforts and communities that are progressing in their Semantic Web implementation.
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