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Abstract. This article focuses on what needed to be done to integrate IPv6 functionality into Grid systems. The status of global Grid IPv6 standardisation is introduced. We discuss the necessary transition consideration that should be given in heterogeneous IPv4/IPv6 networks. We then introduce the methodology and efforts we have used to provide IPv6 support on Grid systems, using the Globus Toolkit Version 3 as our concrete working example.

1. Background Grid Systems over IP Networks

During the last few years, Grid systems [6, 13, 14, 15, 16, 24] have emerged to perform large-scale computation and data storage over IP-enabled data communication networks. They use distributed, potentially remote, resources to optimise computation and storage resources.

Grid systems are normally considered as network middleware [1], since they lie between applications and network resources. The data of Grid systems is currently transported using Internet Protocol version 4 (IPv4) [21]. The next generation Internet Protocol - IPv6 [12, 27, 32] is replacing IPv4 with improvements.

Since IPv6 is expected to become the core protocol for next generation networks, Grid computing systems must track the migration of the lower-layer network protocols to IPv6. However, the period of transition from IPv4 to IPv6 will not be short. Hence, it is important to make Grid systems work on both IPv4 and IPv6, and to be able to communicate in heterogeneous IPv4/IPv6 networks.

While it is clear to those concerned with networks that IPv6 is an important development, most of those concerned with Grid computing are not interested in the network level at all. This has resulted in some problems in the way that the relevant software has been structured, which causes some problems in the migration to IPv6. 

There is a very substantial body of activity in the development of Grid computing. It deals with the provision of networks, the provision of special middleware between Grid applications and the network software, and the applications themselves. Each is considered in this article.

While it is intended that Grid computing be carried out over the general Internet or Enterprise Intranet, the requirements made by the networks on either the applications or the middleware are largely ignored. The activities described here are designed to address this current gap.

The generic software normally used in grid computing is illustrated in Fig. 1.
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Figure 1 Schematic of grid computing software
The vital differentiator of grid computing from others types of computation is the middleware that is used. This is designed so that the applications of Fig. 1 can be run on clusters of computers and on distributed computing. The aim of the middleware is to provide all the support functions to ensure that the applications need. The interest in grid computing is so large, that there is now an international body to standardise interfaces and services for the middleware systems. This body is the Global Grid Forum (GGF, [39]), The GGF produces a wide range of standards. It has now started an IPv6 Working Group. The deliberations of this Working Group are discussed in Section 2. While there are many implementations of grid middleware, that of the Globus Consortium [40] is the one used most heavily. The Globus software is discussed in Section 3, and the endeavours to move it to work over IPv6 networks are discussed in Section 4.

Even when researchers claim to have ported a middleware package to IPv6, the product will not be trusted in reality, until it has been used in real applications. Some activity in this regard is given in Section 5. Finally some conclusions are presented in Section 6.

2. The GGF IPv6 Working Group

While many working groups of the Internet Engineering Task Force (IETF) devote much of their efforts to the impact of IPv6, most do not consider the requirements of specific applications. The Global Grid Forum’s IPv6 Working Group (GGF-IPv6-WG [38]) is specifically tasked with considering the impact that IPv6 may have on grid computing, as regards development and implementation of standards and protocols. 

So far the GGF-IPv6-WG has been addressing three tasks: Firstly a survey of the current GGF standards with respect to their IPv4 dependencies, secondly a guide on how to develop and implement IP independent specifications, and finally some recommendations on what additional IPv6 specific features should be added to Java. 

We will use the term IP-neutral to express the concept that something can be used in both IPv4 and IPv6 environments. Each of the tasks is considered in the IPv6 WG is considered below.

2.1. Survey of IPv4 Dependencies in GGF Protocols

The report written by the IPv6 WG [31] surveyed some 88 protocols for IPv4 dependencies. It concluded that about one third had such dependencies. 

Of the documents that were found to contain IPv4 dependencies, about 60% of them failed to reference RFC2732 [19] when mentioning URIs. A quarter contained some form of IPv4 biased textual explanations, while the remainder contained other minor dependencies. Thus the protocol specifications themselves caused relatively few problems.  However more problems may be expected in their implementations. 

This document has been submitted as a Grid Working Document and is currently in the public review period.

2.2. Guidelines for IP Version Independence in GGF Specifications

In this report [8] the authors used a methodology similar to that used in the IETF. Indeed, the reports already issued by the IETF [30] and documents from projects such as those from LONG project [10] apply equally well to grid computing. 

The document serves two functions.  Its motivation is to aid in the creation of IP-version independent specifications and consequently, in the transition of IPv4 applications to support IPv6 operation.   First, it describes how to avoid IPv4 dependencies in GGF specifications.  Secondly, it outlines new, IPv6-specific issues for application designers and implementers.  The idea is that it should be used by all GGF WGs and as a checklist for document approval.

This report begins by discussing the operational relationships between IPv6 and IPv4, such as the benefits of the larger address space. It then highlights the differences between IPv6 and IPv4 including information on specifics on address storage and representation. It is recommended that hosts exchange Fully Qualified Domain Names (FQDNs) rather than addresses wherever possible. There is discussion on the extension needed in the APIs – but a warning that the two systems may behave differently in different implementations due to the way that they bind to IPv4 and IPv6 simultaneously. IPv6 support is now available in C, Java, Python and Perl.

There is detailed discussion on how addresses should be parsed and used, name resolution functions, and mapped IPv4 addresses. There are some vital differences in the perceived need for Network Address Translation (NATs, [26]) in the two systems, though this is hotly disputed. IPv6 has some special features: scope specifiers, anycast, flow labels privacy extensions; these have particular impact when one tries to write implementations which are IP-neutral. 

There is an important section on recommendations. For specifications, there are several suggestions, e.g.:

· If addresses must be included, add an address type code

· For literal IPv6 addresses use RFC2732

· Use FQDNs

For implementations ensure that:

· Code is written as IP-independent, including its use of APIs

· Code should be modular

· Care should be taken which of IPv4 or IPv6 is preferred, if both are available

· One may need to address several sources in parallel, because of the existence of multiple interfaces

· Graphical user interfaces must take into account the different lengths and display formats

· It may be impossible to make implementations IP-independent if some of the unique features of IPv6 are used.

This document has been submitted as a Grid Working Document and is currently in the public review period.

2.3. The Changes Desirable in Java

It was originally expected that this would be a major task. In the end, since JDK 1.5.0, Java supports IPv6 well, the recommendations were pretty slight – mainly towards the API. In particular, it was considered desirable to support the setting of the Flow Label in the API.

3. The Globus System

As an example of grid middleware, we will consider the Globus Toolkit [17, 40], developed mainly in the Argonne National Laboratory (ANL). This provides one of the most popular systems for furnishing the libraries and services for Grid computing. The current edition of Globus Toolkit – Version 3 (GT3) is based on the recent Grid standards – the Open Grid Services Infrastructure (OGSI) [13, 29]. 

In this paper we provide details on work done on GT3 systems running over mixed IPv4/IPv6 networks carried out jointly by University College London and the University of Southampton.  GT3 was designed to work with IPv4, though many aspects are compatible with IPv6. The developers have tried hard to make their system IP-neutral. We discuss our attempts to provide dual-stack, IPv4 and IPv6, facilities in Grid systems in this paper. We have worked with the Globus implementation group in ANL to include the IPv6 modifications into the official release. Since the Grid systems became IPv6-enabled, we have been able to experiment with several features that are possible with IPv6 support including mobility, security and auto-configuration [28]. 

Moreover there is a new version of Globus – GT4 – expected to be released in March 2005. The authors of this article have not yet been able to view the code, to understand the ease of porting this version of Globus.

3.1. Architecture of Globus

The Globus system described in Figure 2 below describes the Grid middleware in the overall architecture shown in Figure 1. 
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Figure 2 Schematic of Globus System

The High Level Services are independent of the network layer, and need not be considered in the porting exercise. The local services are independent of Globus. Here it is vital that they support dual-stack working, and that the dual-stack configurations are chosen. Thus the porting is mainly concerned with the Grid Core Services (GCS). 

In GT2, the previous version of Globus, many of the core services were written in C which required extensive porting work. Whilst the authors undertook some initial work on porting GT2, when GT3 was released the work on GT2 was discontinued. Nonetheless the Japanese 6Grid project has now ported a version of GT2 to IPv6. In GT3, however, almost all of GCS is written in Java. If one ensures that JDK 1.5 or later is used, then the Java components are largely IP-neutral. Two further steps need to be taken. Firstly one must investigate which GCS components are dependent on C code; GridFTP turns out to be the main such component. Secondly one must ensure that the guidelines of Section 2.3 are followed. This work was done by UCL and the University of Southampton under the 6NET project, and the results were fed back to ANL – who incorporated the results into the main code of subsequent GT3 releases. 

3.2.  Built-in Security

While scalability, performance and heterogeneity are desirable goals for any distributed systems, including Grid systems, the characteristics of computational Grids lead to security issues. Though the potential security improvements from IPv6 do not solve all the security problems, Grid systems can benefit from IPv6’s security features. The IPv6 security and Grid Security Infrastructures are running at different levels. They can be employed together to provide better security control.

The Grid security modules are in some cases linked to the IP address. This does not cause any particular problem in single IPv4 or IPv6 environments. They can, however, cause problems in mixed environments as discussed in Section 3.3.

Whilst IP security (IPsec) [23] is mandated for IPv6, it is not currently provided by all stacks, though it is increasingly being made available. IPsec provides for integrity, authentication and encryption of IP traffic. With IPsec, all IP traffic between two nodes can be handled without adjusting any applications. Using Ipsec, all applications on a machine can benefit from encryption and authentication, and policies can be set on a per-host (or even per-network) basis instead of per application/service. Full IPsec security operates over IPv4 today – when there is a full end-to-end connectivity. If NATs are used, as often occurs in IPv4 networks but are not needed in IPv6 ones, it is not possible to fully deploy IPsec on the end-to-end communications. These considerations are not too significant in GT3, but would be serious if the security mechanisms intended for IPv6 were adopted.

In GT3 Web Services are leveraged to provide security functions. GT3 implements a session based security service similar to what is described in the WS-Trust and WS-SecureConversation documents. The GT3 implementation (GSI-SecureConversation) allows for GSI's SSL-based authentication to take place over standard Web Services SOAP messages, which in turn allows for the use of Web Services security specifications for message protection (WS-Security, XML-Encryption and XML-Signature). In addition to the session based security mechanism GT3 also provides WS-Security and XML-Signature based per-message security using standard public key cryptography (GSI-SecureMessage). 

3.3. Communication in Heterogeneous IPv4/IPv6 Networks

While it is important to take advantage of IPv6 features, we have stated already that we expect IPv4 environments to persist for a long time [11]. This makes it vital to consider the heterogeneous IPv4/IPv6 networks. The simplest such case is illustrated in Figure 3 below.

[image: image4.wmf] 

2101:630::/128

 

IPv6

-

only 

Grid Client

 

IPv6 Stack

 

IPv6 

Interface

 

IPv4

-

only 

Grid Client

 

IPv4 Stack

 

IPv4 

Interface

 

Dual

-

stack Grid Server

 

IPv6 Stack

 

IPv6 

Interface

 

IPv4 Stack

 

IP

v4 

Interface

 

Grid Services

 

128.16.0.0/32

 


Figure 3  IP Communication of client/ server in simple heterogeneous IPv4/IPv6 networks
During the IP transition period, there will be situations like that of Figure 3. One effort to integrate IPv6 into Grid systems takes an IP-protocol independent [30] approach, i.e. it supports both IPv4 and IPv6. The IP-independent server, shown in Fig. 3, has to be able to respond to client calls according to the IP family that the client uses. In other words, the client decides which version of IP is to be used. The Grid server responds to the client calls according to which IP family the client uses. For instance, an IP-independent Grid server on a dual-stack machine starts and listens on both its IPv4 and IPv6 interfaces. When an IPv4 client connects over IPv4, the Grid server uses IPv4 interface to call back; only IPv4 communication takes place – similarly with IPv6. With dual-stack servers, the client can choose which IP family is the default or preferred (see Section 5.4). In order to run Grid services on the dual-stack server, the following fundamental network services need to be dual-stack as well: HTTP, FTP, DNS, SSL, routing etc.

For communication in heterogeneous IPv4/IPv6 networks, there are a number of network transition aids [7, 25], which essentially translate the packet headers between IPv4 and IPv6, leaving the payload untouched. Network-level gateways can work only under the circumstance that there no IP address are passed as content of the payload. A higher-level approach, which is employed by other services for transition, is application-level gatewaying. This operates in a dual-stack node and actually does an application-level translation of the payload of the packets between the two communicating nodes. Here the environment is significantly more complex, as illustrated in Fig. 4.
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Figure 4 IP Transition in heterogeneous Grid networks

In this environment, a heterogeneous IP environment with IP-transition network services, shown in Figure 4, are required. With the IP-independent Grid services running on the Dual-stack Grid server, an IPv4-only Grid client, IPv6-only Grid client and dual-stack Grid client can access it. Of course, the IPv4-only server is accessible by an IPv4-only client, and the IPv6-only server is accessible by an IPv6-only client.

The situation becomes complicated when an IPv6-only client requires access to an IPv4-only server. In the UCL/UoS activity under the 6NET project, a standard NAT-PT gateway [20] was used to provide network level transition of grid traffic. 

To succeed in the above scenarios, the Grid systems should only use hostnames in the content of the payload rather than any IP addresses. If any IP addresses are passed in the packets’ content, it would lead to later failure if that IP address was used. In practice, UCL experienced difficulties when an IPv4-only Grid client submitted jobs to an IPv6-only Grid server, because the specific NAT-PT implementation [41] failed to provide DNS reverse lookups for the temporary IPv4 addresses. This problem is not serious conceptually, but illustrates the problems that must be resolved in this sort of activity.

3.4. Mobility Support

Until recently, most Grid research focused only on fixed systems. However, the mobility support within Grid systems will be needed as mobility takes an ever more important role in modern life. More Grid scenarios will involve mobile users or mobile resources. Since Mobile IP is mandated for IPv6, a project at UCL is proposing a Mobile-Grid-specific management, based on the deployment of Mobile IPv6 [18, 22]. Its functionalities include mobile connection reconfiguration, Grid resource discovery, security and Grid task scheduling. This work is still in the research phase.

4. The Porting of Globus to IPv6

While the general principles have been discussed in Section 3, it is illuminating to consider a case history of the UCL efforts to port Globus to IPv6. Firstly, of course, the host must be IPv6-enabled – preferably dual stack. The IPv6-capable application API libraries are required in order to run the IPv6-enabled or IP-independent applications over IPv6. All network-associated applications, such as database applications and web containers, need to be IPv6-enabled. In order to run tests over a network rather than only on local hosts, IPv6 support on the network is essential. We discuss how to build up an IPv6 environment step-by-step, using the UCL IPv6-enabled Grid testbed as an example.

4.1. Operating System Support on Hosts

The IPv6 support on hosts depends on the operating system and its kernel. UCL concentrated on the LINUX/PC platform since GT3 was only fully working on Linux systems. An IPv6-enabled Grid test-bed was setup, which included 7 nodes running Linux Red Hat 8 and 2 nodes running Linux Fedora Core 1.

Since Linux Red Hat 7.3 (kernel 2.4.18) IPv6 support has been included in all Redhat distributions. Linux IPv6 functionality is provided by a kernel-loadable module. In the earlier distributions of Linux, users had to re-compile the kernel to get the IPv6 support [33]. On Windows 2000, an IPv6 preview package (free download [34]) is available with limited functionality. The IPv6 package in Windows XP/2003, which provides better IPv6 support, is distributed with the edition, but requests individual installation [35] and requires installation of Service Pack 1 for correct operation of multicast.

4.2. IPv6-capable Application API Libraries

IPv6-capable application API libraries need to provide support for upper-layer applications. GT3 is mainly written in Java. For the IPv6 support, they used Sun Java SDK 1.5.0, in the IPv6-enabled Grid testbed.

The Linux glibc libraries provide a few IPv6 data structures, such as sockaddr_in6, in6_addr and in6addr_loopback. However, both the data structures and IPv6 system functions, such as inet_ntop() and inet_pton(), are available, but are IP-version-dependent. To be IP-independent, data structures, such as addrinfo and sockaddr_storage, and functions, such as getaddrinfo() and getnameinfo() should be used on dual-stack servers and server applications.

As a platform-independent runtime environment, JDK 1.5.0 provides the IPv6 support under Solaris, Linux, and WinXP/2003. Within any Java SDK that is later than 1.4.0, the class java.net.InetAddress has two direct subclasses: java.net.Inet4Address and java.net.Inet6Address. They provide the support for IPv4 and IPv6 addresses. The InetAddress class uses the Host Name Resolution mechanisms to resolve host names to their appropriate host address type. Additionally there are various system preferences that can influence protocol preferences, such as preferIPv6Addresses and preferIPv4Stack.

4.3. Associated Applications

The Globus system also utilised external applications. All network-associated applications need to be IPv6-enabled as well. In GT3, the Java run-time environment needs to be IPv6-enabled as mentioned earlier. Java DataBase Connectivity, which is used for Reliable File Transfer, needs an IPv6 patch. As recommended by the Globus Implementation Group, Jakarta Tomcat is used as the web container for the Grid services on a Grid server. The container environment needs to provide IPv6 Web services for Grid services. Tomcat v5 has been tested with IPv6 capabilities. 

4.4. Networking Support for IPv6

In order to run IPv6 tests over a network rather than only on local hosts, IPv6 support for networking is essential. It requires IPv6-enabled routers, which provide forwarding and dynamic routing, and support from IPv6-enabled network services, such as IPv6 DNS, and routing etc. For the communication in the heterogeneous IPv4/IPv6 networks, there are many approaches to the provision of transition aids, but a NAT-PT gateway was used in practice.

4.5. Integration of IPv6 into Globus Toolkit

The integration of IPv6 into Grid systems starts with finding IP-version-dependencies in the network protocols. The implementation of network APIs within applications may involve a few IP-dependent functions. We introduce our methodologies in later sections using Globus IPv6 porting as an example. A number of modifications need to be made for IP-dependent operation. In order to operate in heterogeneous IPv4/IPv6 networks, a few configuration options are needed.

4.5.1. Methods of Finding IP Dependencies

To find out exactly which lower-layer protocols and APIs are being used, two approaches are taken – firstly the ‘top-down’ approach, where we execute some upper layer applications. Secondly the ‘bottom-up’ approach, where we monitor all the data traffic between nodes and on the Loopback interface. The following have been identified as relevant; they have been modified to be IP-independent:

1. Which network protocols are involved and whether they are IP-dependent

2. Where to get or generate IP addresses

3. How to generate and manipulate URLs [4] and URIs [5] with IP addresses

4. How to create sockets and network connections

5. Hard-coded IPv4 addresses

6. Shipped IPv4-only libraries

4.5.2. GT3 Protocols Modification for IPv6

The specifications of a few protocols have needed to be modified to suit IPv6. In the Globus Toolkit, Grid FTP is being modified in a way similar to FTP [3]. Correspondingly, the specific implementations of these protocols need modification as well. Within the Globus project, GridFTP is currently implemented in standard C. A new IP-independent network module known as globus_XIO is being developed for use by GridFTP.

4.5.3. IPv6 Modification in GT3 Implementation

While modifying the IP-independent protocols and their implementation, the implementation of the Globus Toolkit has required modification as well. Corresponding to the IP network functions found using the method mentioned in Section 5.1, the following modifications have been made to various modules to realise IPv6 functionality in GT3, while Java SDK has provided the IP-independent data structures and functions:

7. Where to get or generate IP addresses

“Localhost” or particular hostname are used in both the Globus configuration file and Globus initial functions. Then IP-independent functions (InetAddress.getByName in Java, getaddrinfo in standard C) are used everywhere that needs to translate hostname into IP address. 

8. How to generate/manipulate URLs and URIs with IP addresses

All URLs and URIs generating and manipulation functions have been modified in order to handle the particular format of the literal IPv6 addresses in URLs [19]. It ensures the literal IPv6 addresses in URLs are surrounded by square brackets.

9. Hard-coded IPv4 addresses

All hard-coded IPv4 addresses have been replaced by “localhost” or particular hostnames. IP-independent functions are employed to look up the IP addresses when requiring translation of a hostname into an IP address.

10. Shipped IPv4-only libraries

Some Globus libraries are shipped as IPv4-only. For instance, the Axis library from the Apache project is used to produce URIs. It was not IPv6-compatible. It was modified to support IPv6-enabled Globus.

UCL worked with the Globus implementation group at ANL to include the IPv6 modifications into the official release.

4.5.4. Configuration for IP Operations

In GT3, a few configuration options are available to allow the user to choose the start-up IP bindings. To use the hostname instead of an IP address, the user needs to set the configuration option “publishHostName” to be “true” in the globalConfiguration section of server-config.wsdd and client-server-config.wsdd. If there are multiple IP addresses that are associated with a host, i.e. a dual stack host, the user needs to set which address will bind to the hostname by using the configuration option “logicalHost”. In Java by default, the IPv6 address has higher priority on dual-stack machines. To operate in an IPv4-only network or to set IPv4 to a higher priority, the user needs to set the Java system properties “preferIPv6Addresses” to “false” and “preferIPv4Stack” to “true”.

4.5.5. IPv6-enabled Globus Toolkit Tests

Having realised the IPv6-enabled Globus system, a few experiments and tests have been run successfully in different scenarios. These include scenarios where some of the system is IPv4-only, where some are IPv6-only, and where most are dual stack. These tests helped to allow the necessary transition to IPv6 since most current Grid systems are mainly in IPv4. A few upper-layer services have run successfully over IPv6-enabled Grid systems in order to validate the adaptation between IPv6 and Grid applications. Finally, the whole system was tested using some application programs, which had previously worked successfully with the IPv4-enabled GT3. These tests used the environment given in Fig. 4.

After some initial problems, all the tests were carried out successfully; it is now possible to run the GT3 application in a heterogeneous environment. The implementation was also tested with externally developed GT3 services as well. The eProtein project [36], which is a large protein analysis project in UCL, had developed a remote execution service based on GT3 GRAM, using GT3 GridFTP to transfer data between clusters in different domains. It was successfully transplanted to the IPv6-enabled Globus infrastructure.

5. Conclusion and Future Work

This article shows that mechanisms for porting grid middleware to IPv6 can be carried out successfully. The example of providing GT3 with IPv6 support was used to demonstrate these mechanisms. The mechanisms and approach for integrating IPv6 into Globus introduced in this article would allow the integration of IPv6 into other Grid systems. UCL worked with the Globus implementation group at ANL to include the IPv6 modifications in the official release. The latest official version of the Globus toolkit – GT 3.2.1 has been tested to work with IPv6 on a dual-stack system. UCL also provided an online porting guide titled “How-to IPv6 in GT3” [37], which has become part of the official Globus technology reference documentation.

While keeping modifications in GT3 to a minimum during the tests and experiments, UCL have identified a few further modifications still required that could make IPv6 configuration and operation easier and smoother.
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