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1. 
Introduction
This document identifies points for consideration relating to agile methods teaching and assessment.  It also provides technical advice with respect to the use of Microsoft Team Server for agile methods teaching.  The structure of the document is as follows:-

Section 2:
an introduction to extreme programming as an agile approach
Section 3:
an example of agile practices in an industrial team
Section 4:
introduction to Team Foundation Server as a platform for CI & TDD
Section 5:
points for consideration for agile methods experience
Section 6:
suggestions for teaching and assessment
Section 7:
resources found to be useful for teaching this topic
Section 8:
conclusions

Section 9:
references

2. 
Overview: eXtreme Programming
This section provides a brief overview of eXtreme Programming.  Detailed information is available from [7] and [2] and a good summary is provided by [1]. 
Particular consideration is then given to the key agile practices that are the focus of this work: test-driven development, continuous integration, and pair programming. 
eXtreme Programming (XP)
XP programming is a proven lightweight methodology for the production of software. It follows the manifesto for agile software development and the principles behind this (see [3] for details). A software development typically has four variables: cost, time, quality and scope. The XP approach realises it is impossible to control all four of these variables successfully and so at least one trade off is made to increase the chances of a successful development. For example, in a development where a customer puts an emphasis on quality, cost and time, the scope of the project would be compromised. Time and scope are the easiest variables to manipulate and so often compromises rotate around these.  

XP’s success is based on four values: communication, simplicity, feedback and courage. These values are accomplished through a number of practices, of which three are addressed here:-

1. Test-Driven Development

2. Continuous Integration

3. Pair Programming

The other practices include Whole Team, Planning Game, Release Planning, Iteration Planning, Small Releases, Customer Tests, Simple Design, Design Improvement, Collective Code Ownership, Coding Standard, Common Vocabulary and Sustainable Pace.  Full details of these can be found in [2].
Test-Driven Development (TDD)

Test-Driven Development is a programming style. The main rule of the style is that no source code should be created unless it has an associated test. Figure 1 depicts the test-driven development process.
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Figure 1.  The Test-Driven Development Process

TDD tests and matching source code are authored by the same programmer, rather than tests being written by a separate test team. This way the programmer understands exactly what the tests do and the source code that needs to be written. Ultimately this means all source code is thoroughly tested. A test-driven development is completed task by task. Tests for a specific task are added to a suite of tests then source code is produced, based upon these tests. With tests in place the programmer can clearly tell whether a piece of functionality is working or not and is guided by compiler errors as to what code still needs to be created. Gradually as tests are written along with the accompanying source code, the design of the program develops. 
Programmers can quickly tell if a mistake has been made through a failing test. Alongside automated testing, this allows easy identification of the problem area as being the piece of code edited after the last automated build. The ability to identify and solve coding mistakes helps programmers to improve the quality of their code. This code improvement process is known as refactoring, where the structure of the code is improved but the functionality remains the same.  Refactoring leads to simpler designs and easy to read code. 

It is claimed that TDD not only improves the quality of code but also that it is superior to traditional testing approaches. It avoids several problems associated with traditional testing. A good example of one such problem is the production of code bugs. Often an approach is taken where tests are left to be created at the end of the development, when time is against the developer and the situation is tense. Because of this, tests are rushed and are not comprehensive enough, leading to the introduction of bugs. This could have been avoided with the TDD approach.  A description of other problems with traditional testing is given in [2], pages 5 & 6). 

Continuous Integration (CI)
Continuous Integration relies upon the use of a source code repository as a storage area for all files relating to a development. Use of a code repository helps monitor and improve the availability of all project files.  Continuous Integration requires members of a software development team to frequently integrate their code using a controlled source code repository such as Microsoft Source Safe. 

A continuous integration server (e.g. CruiseControl) is used to automate this process.  The CI server monitors the contents of a code repository. On detecting a change to any files contained within the code repository, the continuous integration server initiates a build that compiles and tests all project code. 

Successful implementation of continuous integration has ten key practices (Table 1). All but two of these were implemented in this project. The two that were not considered were “Test in a Clone of the Production Environment” and “Automate Deployment”.  See [4] for details of these additional practices.

	Key Practices

	maintain a single source repository

	automate the build (build runs periodically or every time a check in is made in the repository)

	make your build self-testing

	everyone commits every day (frequent integration keeps programmers informed of changes)

	every commit should build the mainline on an integration machine (ensures mainline stays in a healthy state)

	keep the build fast (provides rapid feedback)

	test in a clone of the production environment

	make it easy for anyone to get the latest executable (for demos, testing and viewing changes)

	everyone can see what’s happening (publish build results online/email alerts)

	automate deployment


Table 1. CI Key Practices (for full explanations of these see [4])

The integration process is renowned for being long and unpredictable. With CI it is claimed that this is not the case. Rather than purely guessing how long the integration will take at the end of the project, as may be the case with traditional integration processes, a team will have been integrating throughout the development. This means the schedule of the project is clearer to the team, and the likelihood of completing as predicted is better. Compared to the unpredictable approach of last-minute integration, CI increases a team’s ability to find and fix bugs. This is a result of fixing problems when they are occur, rather than letting them accrue. The final advantage of CI is its role in supporting the eXtreme Programming aim of satisfying the customer. As integration is done throughout the development, it makes frequent releases to the customer possible. This could not be done if the integration took place solely at the end of the development process.

In summary, continuous integration may help predict and accomplish a development schedule, improve a team’s ability to detect and fix code bugs and assist XP to satisfy the customer.  Figure 2 depicts the continuous integration process.

[image: image2.jpg]|
§ Unittests | [t
for Class X | L

{

cOde_freaK  bigman_01 morpheus26
(Developer 1) (Developer 2) (Developer 3)

2. Check Source Code
and Unit Tests into
Configuration
Management
Repository

6. Report Build Results

5. Execute Build Type
(Includes running
Unit Tests)

3. Detectchanges to
code repository

4. Fetch latest versions . Build Type

Configuration Continuous
Management Integration
Server Server




Figure 2. A Continuous Integration System

Pair Programming
In pair programming, two programmers work side-by-side on the same program. The pair takes two roles, the driver and the navigator. The driver is in charge of implementing the code whilst the navigator watches for any mistakes made and considers the direction the program should take. The two programmers switch roles periodically, developing the software as equals. Challenging problems can be solved by combining the brainstorming power of both developers. 

Advocates of XP believe that pair programming increases software quality without affecting the delivery time.

3. 
Example of agile practices in an industrial team
This is an example of how agile methods are applied by the Content Management Team, NCR FSD Ltd, Dundee, courtesy of Alex Gibson, software engineer.
Story cards

In an agile project, my team has no real up front design: we have a high level idea of what the project is. We consult our customer to get a set of requirements which we will then use to create story cards which describe these requirements at a high level. These are written onto index cards.

Example Trivial Pursuits stories

TP0001: Select a playing colour
TP0002: Move a playing piece
TP0003: Land on a board square
TP0004: Answer a question
TP0005: Start a game
Project estimation (Iteration 0)

Then we spend some time estimating at a high level how long we think it will take to develop each story.  We use ‘Units’ of work to estimate how long it will take.  

[Note that ‘units of work’ does not mean how many days...see below for an explanation of units of work.]  We use the Fibonacci sequence for our estimates, eg 1, 2, 3, 5, 8, 13. If we cannot estimate a card based on these numbers it indicates the card is too big and must be split up into smaller stories, or the card is too small and its story should be merged with another to make a larger card. We estimate how many units of work we think it will take us to HACK the code together. Note that we are estimating based on the high level story titles, nothing more.

To translate units of work into days we use a measurement called ‘Velocity’.  Velocity tracks how many units of work the team can complete in one week. It is designed to take account of people being off ill and/or other support work and interruptions the team may incur. So we use the figures gathered from the last iteration and if none are available we set the Velocity based on our experience. You see the velocity fluctuate during the start of a project, and begin to level off as the project goes on.

 

Example Trivial Pursuits story card estimation

Current velocity of team is 2.

Team member 1: I estimate it will take me 1 unit of work to complete TP0001
Team member 2: I estimate it will take me 1 unit of work to complete TP0001 
Average estimate is 1 unit of work  

Therefore we estimate it will take us half a week to complete story TP0001
Estimates are made for all the cards, and the values in units of work are written onto each of the cards. Using the velocity it is then possible to work out how long the project is roughly going to take. 
 

Example Trivial Pursuits story card estimation

TP0001: Select a playing colour (1)
TP0002: Move a playing piece (1)
TP0003: Land on a board square (3)
TP0004: Answer a question (2)
TP0005: Start a game (3)
Total = 10 and Velocity = 2 
Project duration = 10 / 2 = 5 weeks
Iterations 1 - end

So now we have a set of high level estimates and a suite of story cards. We then consult our customer, who might say: “right, you only have 4 weeks to complete the project”.  

Choosing stories for the first iteration

We will say: “ok, that is 2 iterations of 2 weeks each” (although in this example it may be more appropriate to use 1 week iterations as the project is so small). It is then up to the customer to prioritise the stories, and choose a set of stories for the first iteration.  If we have a 2-week iteration and our velocity is 2, then we can get 4 units of work done in the iteration. Ideally, it is up to the customer to choose a set of stories that add up to the number of units of work we have said we can get done in the iteration. However as experienced developers, we can advise the customer as to how best to approach ordering the stories. 

 
Example choice of stories for Trivial Pursuits

We have a 2 week iteration period and our velocity is 2 therefore we can get 4 units of work done in iteration 1.  

Our customer may choose stories TP0005 and TP0001. 

This gives us 4 units of work for our iteration.
 

Sorted! We have some cards to play starting the following week, but before we start we need to flesh out those story titles that we are going to do in Iteration 1. 

Fleshing out story cards

We write the high level story text in the format: "I as a <user> would like to be able to do <function> to <deliver this business value>." 

We like to adopt a "just in time" style approach to our work, which means that for each iteration we want to have the story cards fleshed out "just in time" for the start of the iteration in which they are played.  Obviously this means that as one iteration comes to a close, some of the team have spend time fleshing out the stories for the next iteration :) in pairs of course.

 

A story has to be looked at by both your customer and your test engineer amongst other people, and it must make sense to them. Therefore we try to avoid putting implementation details into the story, such as: "There will be a colour drop down box which you will be able to choose your colours from".  

This story shown [see over] is a simple example of what a fleshed out story may look like, but it is as much design as we use when doing our agile development. A pair of developers will sign up for a story and it gives them enough information with which to develop the requirement.  They may well choose to implement it differently from how another pair may implement it.

Example Trivial Pursuits fleshed-out story
 

Card TP0001 – Trivial Pursuit V1.0

Select a playing colour

Customer: Acme Games Ltd 
Business Process Step(s): n/a

Original Story Card Text

I, as a Trivial Pursuit player, would like to be able to select the playing colour of my piece to help identify me during a game of Trivial Pursuit

 

Pre-conditions 
I have a PC available that runs Windows XP Professional Service Pack 2 and I have installed Trivial Pursuit V1.0.

 

Story Narrative
The circular playing pieces used to keep track of the wedges a player has earned during a game of Trivial Pursuit can be one of a selection of colours.  We need to allow players to select their playing piece from one of the following colours:

 

    Blue

Green

Brown

Orange

Yellow

Pink

 

Players will only be able to select one colour. The game will not be able to continue until the player has selected a colour. No colour will be selected for a player by default.

 

Scenario 1: Ensure no colour is selected by default
1.
Start Trivial Pursuit

2.
Start a new game
3.
Ensure that no default colour is selected by default when choosing playing piece colour.

Scenario 2: Ensure the correct colour is used for the playing piece when selected
1.
Start Trivial Pursuit

2.
Start a new Game

3.
Choose the blue playing piece.

4.
Ensure that the playing piece that you are on the game board is blue

5.
Repeat for colours (Green, Brown, Orange, Yellow, Pink)
  

Quality assurance

The scenarios are generally written by us and agreed by the test engineer they call out tests that we will run on this story card and can be used to do acceptance testing on. Some of these may be Unit Tests and some of them may be Integration Tests but the aim is that we try to automate as many of these scenarios as possible. 

Ready to play

The set of cards are now in the "ready to play" stage, and developers will start to sign up for them.  An individual signs up to do a story card, and will take the role of a navigator - generally because he or she is really interested in the card or knows how to do it.  Another person will sign up as the pair, and will take the role of the driver. They will re-estimate the card when they sign up for it: they now have a better understanding of the requirement, given that they have the fleshed out version. 

In progress

The pair then starts to develop the card, using test-driven development. The card is now in the "in progress" stage, where it stays until the development on it is complete. The cards are small enough to prevent no pair getting bogged down for weeks at a time working on a single card.  Each developer becomes slightly more than just a developer, taking on all roles: project management, test engineer, developer, business analyst, architect etc. 

Pairs will try to rotate daily or as often as the team feels is comfortable but generally it is the case that the navigator on the card remains the same. It is more than likely that a story will have a single navigator working on it, and many drivers.  

Dev complete

Once its development is finished, the card moves into the "Dev complete" stage, where it stays until the test engineer or team member/pair responsible for testing the card picks it up. 

Quality Assurance complete

If any bugs are found at the QA stage for a card, the card re-enters "ready to Play" with the bug attached to it, and will go back through the cycle. Once acceptance or integration testing has been run on the card, it moves into "QA complete" stage.  

This process (Figure 3) continues until all cards are done, or the iteration is finished. If any cards remain unfinished in the iteration they get moved into the next iteration. 

This iteration style approach continues for the duration of the project, until all the stories are completed or the deadline is reached.  If the deadline is reached before all stories are done, you should still have something to release that meets some of the requirements and delivers business value.
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4.
Team Foundation Server
Continuous Integration and Test Driven Development can be implemented using open source software or using the recently released Microsoft product Team Foundation Server (TFS) in conjunction with Visual Studio 2005.  A system using open source software is described in [15] .  This section introduces Team Foundation Server, briefly describing its purpose, components, architecture and possible server setups.  It concludes by identifying the equivalent components of the two systems, and gives a brief outline of the steps need to set up a Team Foundation Server team project.
4.1
Team Foundation Server
Visual Studio 2005 Team Foundation Server (TFS) is part of the Microsoft Visual Studio 2005 Team Suite. It is intended a system to help software companies and its development teams manage and monitor their software projects. TFS has four key components to accomplish this: work item tracking, version control, build automation and project management.  Data can be extracted from each of these, combined, and reported.  The development process can be tracked from such reports.

Team Foundation Server’s main tools are Team Foundation Source Control, Team Explorer, Team Foundation Build and Team Foundation Proxy. The combination of these tools allows a software development project to be managed within one software system rather than from multiple systems.  It is anticipated that the use of a single system will result in readily available data that will improve the tracking and managing of a software project.

4.2
Team Foundation Server Components 
1.  Team foundation source control

This is the configuration management server. It provides version control, issue tracking and process management for development teams.  Refer to [5] for full details.
2.  Team explorer
This is used to view and edit team foundation components and team projects contained in team foundation source control. Team explorer is installed on a client machine or the application layer server (see section 4.3). It can be installed on its own or added to Visual Studio 2005. On its own, team explorer has all the Team System features but lacks the development features that accompany Visual Studio 2005.
3.  Team foundation build
Team Foundation Server offers build automation using Team Foundation Build that can both compile and test project files. Once a build is complete the results are published. Team foundation build can be installed on the application layer of the server or on a separate build server.

4.  Team foundation proxy
This is only necessary for distributed teams over a WAN. Its purpose is to speed up project file access for team members that are not based near the main server. This is done by caching files that have been accessed from the team foundation server. The cached files are retrieved quicker than files accessed directly from the team foundation server.

4.3
Team Foundation Server Setup

The Team Foundation Server architecture is made up of the three tiers: data, application and client. The data tier stores data collected from individual TFS components and then uses a data warehouse to combine such data for reporting purposes. The application tier is made up of web services and administrative tools. It includes source code control, work item tracking, core services and the report server. The client tier consists of Visual Studio 2005 combined with team explorer, a web browser client and an optional build service. The client tier communicates to the application tier using the Team Foundation Client API and the application tier communicates with the data tier, as illustrated in Figure 4.
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Figure 4. Three Tier Structure of Team Foundation Server 

(after http://msdn2.microsoft.com/en-us/library/ms364062.aspx)
Depending upon the number of users of team foundation server, the application and data layers can be installed on separate servers or on a single server.  Information about server requirements is provided in [14]. 

To connect to the Team Foundation Server, you must have team explorer installed on the client machine or the application layer server. To use TFS build automation, team foundation build must be installed on either the application layer server or on a separate build machine. Figure 5 illustrates a typical server implementation: further information is available from [4]
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Figure 5. Example TFS setup
(From [4]: Team Foundation build, the application tier

and the data tier are contained on separate servers)
4.4
Comparison between Open Source system and Team Foundation Server system
Table 2 compares the components of a typical open source system, as described in [15], with those used in the Microsoft Team Server system. 
	Open Source System
	TFS Components

	Source code repository server
(eg CVS)
	TF Source Control

	Source code repository client

(eg WinCVS)
	Team Explorer

	Build Script Engine

(eg ApacheAnt)
	Team Foundation Build

	XML Build Script
	XML Build Type (generated by GUI)

	JUnit
	Microsoft Unit Test Framework

	Build Results Server

(eg Apache Tomcat)
	IIS 6.0 + Windows SharePoint Services

	JavaC
	.NET Compiler


Table 2 – Open Source system and TFS component equivalents

4.5
Installing and Configuring Team Foundation Server
Installation requirements for server and client computers are summarised here.  Full details of installation and configuration for TFS are provided separately in [14].  
Installation - server
Use of TFS for continuous integration and test-driven design requires installation of Team Foundation Server, including Team Foundation Build and Team Explorer.  TFS can provide reports that are useful to monitor a project’s progress.  However, Business Intelligence Development Studio, which is part of SQL Server 2005, must be installed if reports are to be created for Team Foundation Server.  Finally, process templates are required to configure a team project to the chosen process, eg agile software development process or perhaps CMMI process improvement.

Installation – client

Client computers need Team Explorer to connect to TFS, and Visual Studio 2005 for .NET based test-driven development.
4.6
Setting up a TFS team project

Setting up a team project typically involves six steps, summarised here and described more fully in [14].
1. Creating the team project

2. Creating a build type

3. Setting permissions for the team project

4. Setting up alerts for project changes

5. Setting up continuous integration

6. Creating TFS reports

1.  Creating a Team Project
Files/folders need to be mapped to a local location from source control in order to modify them. A workspace is needed to store the local mapped locations of team foundation source control files/folders. See “4.2.6 Creating a Workspace and Working Folders” [14].  

A team project contains everything needed relating to the software development project. This includes work items, documents, reports, build information and links to source control solutions.  See “4.2.2 Creating a TFS Team Project” [14] for details of how to create a team foundation server team project. 
2.  Build Types
At this stage a team project should have been created. Depending on the kind of project, it may be possible to create a build type that allows automatic builds of your project. (A build type is an XML file that is used to build the code for a team project. It can be setup to compile, test and analyse code, and can automatically add a work item to a team project should a build fail.) As TFS is a Microsoft product this is suited mostly to .NET development languages. For information about how to create and modify build templates, see “4.4 Build Types” [14]
3.  Permissions
To implement a team project within Team Explorer, create a group at the team project level and add all members of the project team to the group. Permissions must be set, along with the use of lock types, to ensure team members have the correct access to team project files.  Information about this can be found at “4.3 Team Foundation Server Team Structures”, “4.6 Permissions” and “4.7 Team Foundation Server Lock Types” at [1].

4.  Team Project Alerts
It may be useful for team members to be alerted to specific changes to team project files. A typical alert is an e-mail to team members to signal the completion of a build.
Information about setting up alerts using TFS is given at “4.8 Team Foundation Server Alerts” [14].  An example is given in Figure 6.
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Figure 6. E-mail Alert

5.  Continuous Integration (CI)
Team foundation server can be used to automate the Continuous Integration process. Refer to “4.9 Continuous Integration” [14] for a description of three different arrangements of continuous integration implementation and how to set up such an implementation.

6.  TFS Reports
It can be useful for assessment purpose, among others, to have reports concerning the current status of a team project, such as the chart shown in Figure 7. A description of how to create custom reports can be found at “4.10 Team Foundation Server Reports” of [14]. 
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Figure 7. Report of Number of Builds per Date

4.7
Team Server architecture
Figure 8 overleaf depicts the architecture of the Team Server system.


[image: image8]

5.
Providing an Agile Methods Experience
This section lists issues relating to providing an agile methods experience for students, as identified from discussions and interviews with users of agile systems, from industry and Higher Education
. 
This section is structured in the form of discussion topics shown in bold followed by key questions or suggestions relating to these issues.  Items shown in italics have been judged to be crucial to the design of the agile methods experience, and will be applied in the next iteration of the agile methods project in 2007 in the home institution, as described in section 6.
Discussion topics

The topics are:
5.1 group organisation
a. 
groups or pairs?

b. what size should a group be?

c.  
should pairs be rotated?

d. should teams be self-selecting?

5.2
project topic

a. 
new topic or follow-on from previous work

b. GUI or not?

c.  
large or small?

5.3
project duration

a. 
10 work days?
b. 15 work days?
c.  
1 semester?
5.4 project materials

a. 
should a partially complete design be provided at the start?

b. should skeleton code be provided?

c.  
should user stories be changed during the project?

5.5 assessment
a. 
what should be considered for assessment?
b. should students influence the marking scheme?

c. 
should there be a single mark per team or individual marks?
5.1  Group Organisation
a. 
Should students work in groups or in pairs?
	Groups
	Pairs

	· Often taking an agile approach means pair membership rotates, so marking a pair would be impossible
	· Student feedback (home institution) indicates that there are enough team projects already.

	· A pair only exists while developing code and unit tests, so groups are necessary if the agile experience is to be wider than just  CI and TDD
	· In a group, each pair works on a different section of code with different scope for tests so it would be difficult to judge different pairs fairly when they are required to do different tasks

	· If marking a team as a whole,  poorly performing individual members are more likely to be penalized by other team members 
	· Individual effort could be tracked easily by examining a blog that records each person’s interaction with his/her partner.

	· Marking groups results in reduced marking effort compared to marking pairs
	

	· Agile philosophy is team based rather than pair based - teams are judged at the end of a project, not  pairs
	

	· Large groups give pairs a reason to be continuously integrating their code, to ensure different pairs’ code works together. Pairs gain experience of using CI and learn why to use CI
	

	· Easier to set up Team Server reports to show group tests/build results rather than specific pairs (current setup described in this project)
	


5.1  Group Organisation
b. 
what size should a group be?  (source of advice)
· Minimum number should be four (experienced user)

· Best number is five, to encourage rotation (experienced user)

· Three pairs (student user; experienced user)

· Unlikely that a class will split evenly into groups of six (lecturer)

· More than two (student feedback)

· More than two (experienced user: “agile works badly with only two members”)

· Large groups will produce 
· more overall which can increase satisfaction (technical developer)

· Large groups minimise the number of TFS team projects and the components along with them, which reduces the setup effort (technical developer)

· Team member permissions are more easily controlled with smaller groups (technical developer)

c. 
should pairs be rotated during the project?

	Rotate pairs
	Do NOT rotate pairs

	· Rotating pairs is an agile practice that is used to give developers an overall idea of how a program works
	· Poses a problem if marking pairs

	· Helps to avoid people getting “bogged down” on sections of work
	· Unsuitable for student projects of short duration

	· It would be necessary for an odd numbered team
	


5.1  Group Organisation
d. 
should groups be self-selecting?

	Self-selecting
	Imposed

	· groups may select according to friendship rather than ability level
	· “fair” selection can be used to match ability levels

	· self-selection is more motivating than imposed team membership.
	· “fair” selection can be used to provide a range of ability levels, skills, and background (eg gender and origin)

	
	· peer reviews may be more professional if not based entirely upon friendship

	
	· imposed groups reflect the reality of industry

	
	· students should develop “soft skills” via the group experience (e.g. listening, negotiating, influencing, assertiveness)


5.2  
Project topic

a. new topic or follow-on from previous work
	New topic
	Follow-on from previous design topic
	Follow-on from previous year

	· Students will not have a pre-conceived design or model that influences the agile approach to design
	· Students have good background knowledge of the topic so no time wasted becoming familiar with the topic
	· Lab tutors have experience of creating solution with agile practices

	· students energised by fresh start and “clean slate”
	· Student satisfaction from opportunity to implement a system already designed, ie deliver product
	

	· Minimise risk of plagiarism
	
	


b. GUI or not?

	GUI
	No GUI

	· Establishes the need for students to use more advanced unit testing techniques (e.g. mock objects)
	· Creating automated unit tests for GUI code is a more advanced technique, requiring a good level of familiarity with ‘core’ unit testing skills, however there may not be time for students to learn these additional skills

	· Gives chance to use Model View Controller or Model View Presenter pattern
	· Use of Model View Controller or Model View Presenter pattern may add further challenge to some students unfamiliar with patterns


c. 
large or small project?
	Large project
	Small project

	· students motivated by challenge of real-scale project
	· most large programs would be expected to be GUI-based

	· increased need for continuous integration
	· satisfaction obtained from major progress over short time scale


5.3  Project duration
	20 hours (10 days)
	30-40 hours (15-20 work days)
	at least 60 hours (30 work days)

	· Students will have other studies to give attention to as well as the daily requirement for agile project time: short project minimises tension between competing demands.


	· Students can experience additional agile processes, such as customer interaction, project estimation (units of work and velocity) and the use of iterations.


	· The greater amount of time spent on a project, the more that is created and the greater the satisfaction at the end of the time period.



	· Students will focus strongly on a short assignment.
	· Students may postpone the start of the work to the latest possible time, negating the benefit of a longer time period.


	· A project can become a chore if it drags over a long time period.

	· Intensive demands of the server and maintenance is for a short time.
	· A medium time scale provides time to consolidate understanding of agile practices.
	· The impact of any technical difficulty is less than in a short time-scale project.

	· Much student work must be lab-based to access the server, which can be impractical for part-time or working students. 
	
	· It gives students a similar experience to their final year team project (home institution)


5.4  Project materials

a. 
Should students be given a partial design (UML) for the project at the start of the assignment?

	No UML design provided
	Provide UML design

	· This would be an “un-agile” thing to do: normally there is no real up-front design, only high level ideas.
	· A design could focus attention on functionality rather than GUI issues.

	· If the project topic follows on from earlier work, the students already have knowledge of a possible design and so no need for such provision.
	· If the project topic follows on from earlier work, those students that did not do well at that stage will be able to start with the same understanding of the design as those who did do well, ie there is no second penalty.

	· Some of the roles an agile developer normally takes are removed if a design is provided.
	· A standard UML diagram would make marking easier, given the similarity of projects’ structures.

	· It is less motivating to work from someone else’s design than from your own creation.
	· Having to work with designs created by others is a useful real-life learning experience.

	
	· Any design provided could be treated as a suggestion to start from; students may ignore the design if they prefer not to use it.

	
	· A design could be created that gives students good scope to experience refactoring.


5.4
Project materials

b. 
Should students be provided with skeleton code?

	Provide some skeleton code
	Provide no code

	· Students will appreciate the benefit of tests that support the code development.
	· This would reduce part of the agile approach.

	· GUI code could be provided to allow developers to concentrate on other functionality.
	· If using skeleton code there is a need to allow students time to understand the code.

	· Having to work with code created by others is a useful real-life learning experience.
	· Provided code may reduce developers’ satisfaction as they have not been involved from start to finish.

	· Extra effort needed: would need to provide a starting suite of unit tests for the code
	

	· Starting suite of unit tests will provide exemplars for students at the difficult early stage of learning how to do test-drive development
	

	· Starting suite of unit tests will provide students with material to refactor
	

	· Minimises the amount of code students need to write
	


5.4
Project materials

c. 
Should the user stories be changed during the project?
	User stories evolve
	User stories remain unchanged

	· Agile process is designed to be lightweight and able to cope with change – students should understand that
	· Changes will increase the student workload (tests and functional code).

	· Having to cope with changes imposed by others is a useful real-life learning experience.
	· Students will dislike changes being made during the project.

	· Project changes force students to reflect upon design quality.
	· If students are working in pairs, and each pair is developing its own user story, then care is needed that all changes give similar challenge - otherwise a change to one user story may require more effort to implement or have better test scope than a change to another user story.

	
	· Changes may mean the GUI needs to be modified.


5.5
Assessment

a.
What should be considered for assessment?    

· agile planning

· test-driven development

· continuous integration

· pair programming
· reflection
b.
Should students be able to influence the marking scheme?
	Tutor derived marking scheme
	Student-derived marking scheme

	· No danger of ill-considered inclusions or proportions
	· Students give due consideration to (i) quality criteria, (ii) component relevance, and (iii) learning priorities before is too late to be influential.

	· No class time is lost to the derivation of the marking scheme.
	· Students value ownership of assignment marking criteria.

	· No concern that institutional quality assurance process is compromised.
	· Students are motivated to learn about items included in the marking scheme


c.
Should there be a single mark per team or individual marks?

See [8] for a full consideration of group work assessment issues.


6.
Recommendations for Teaching and Assessment
Lessons learned from the case study ([15]), the experiences of installation and configuration of Team Server ([14]), and the discussions summarised in section 5 above are considered here to identify recommendations for incorporating TDD and CI into the curriculum.
Group organisation
Groups should be selected by the tutor to be size 5 or 6, with pairs rotating during the test-driven development and coding work.
Project topic
Adopt a reasonable size of project that is new to the students and that can be reasonably progressed in 4-6 weeks.  Choose a project that is fun and does not require 1st class programming skills.
Project duration

For a new project, duration should be either 15 work days, with an expectation of 30 hours effort per student, or 20-30 work days, with the expectation of 40-60 hours effort per student.
Project materials
Either provide only a project title, or make a sample UML design available for those who wish it, with some skeleton code and unit tests available for the GUI aspects of the project.
Project implementation

1. Introduce the XP game [13] or the 59-minute scrum [6], as a fun way for the students to become familiar with agile planning concepts.   
2. Allocate teams to obtain a fair mix of skills and backgrounds.
3. Give the project title.

4. Teams spend week 1 gathering requirements, with the tutor acting as a customer.

5. Give the project duration, agree iteration duration, and give starting velocity.

6. Teams begin iterations (week-long sprints [6])

7. Weekly sprint review with customer (tutor): teams demonstrate progress, and then the customer (tutor) selects the user stories to be completed in the next iteration.
8. Customer (tutor) changes one user story, eg requiring / ([10], [12])
Assessment submissions per team
i. high level story cards plus estimates

ii. fleshed out story cards plus re-estimates

iii. team meeting minutes (gives the history of discussion about technical implementation)

iv. sprint backlog (gives record of stories completed per iteration) 
v. burn-down chart (gives record of velocity)

vi. record of how velocity changed over the iterations
vii. record of bugs found
Assessment submissions per individual
viii. blog

What should be assessed?
· planning (from i – v above)
· test-driven design, including unit tests & refactoring (from Team Server)
· continuous integration, including source code management (from Team Server)
· pair programming (from the blogs, which can be examined to determine the history of driver & navigators on each story, and the history of pair rotation)
· reflection (from vi – viii above).
What are the assessment criteria: what constitutes a 1st class performance?

Negotiate this in conjunction with the class mid-way through the assignment.

Conclusion: teaching and learning 2007

Class level:
SCQF level 9, ie Junior Honours

Class size: 
less than 40

Lab tutor:
2: one with work experience of open source agile methods in industry and one with work experience of Team Server

Topic duration: 
5 weeks

Lab content: 
5 labs (the XP game; source control  with Team Server; test driven development with Visual Studio; refactoring with Visual Studio; continuous integration with Team Explorer)


Labs 2-5 will include a sprint review for each team.

Lecture content: 
15 lectures including agile methods, scrum, test driven development, pair programming, continuous Integration, refactoring, mocks and stubs, reflecting about agile methods, and design of the marking scheme.

Assessment 2007

Topic: 
to be decided by the students: as a motivating strategy, teams will be asked to propose project ideas and then a class vote will be taken on the project preference
Duration:
50 hours (1 week for requirements gathering, then four one-week iterations)

Group size:
5 or 6

Group organisation: 
group membership imposed by tutor, with guidance given for pair programming behaviour, and weekly sprint reviews where tutor acts as the customer.  Team starting velocity will be given as 2.  Rotation of pairs will be required during test-driven development work.  A project title only will be given, rather than a set of starter materials.
Assessment: 
criteria decided in negotiation with class and featuring the following processes: planning, test-driven development, continuous integration, pair programming, and reflection
Marking: 
detailed marking scheme available to all

7.
Resources

Text books relating to Team Server published in 2005 or 2006 are/will be:

· David, J-L.  Professional Team Foundation Server.  Hungry Minds Inc., December 2006.
· David, J-L, Loton, T., Gunvaldson, E., and Bowen, C.  Professional Visual Studio 2005 Team System. Hungry Minds Inc, 2006. 
· Hundhausen, R.  Working with Microsoft Visual Studio 2005 Team System.  Microsoft Press, 2005 

· Ruminer, M.  Team Foundation Server Recipes.  APress, December 2006.  

Text books relating to agile methods:

· Beck, K.  Test Driven Development.  Addison Wesley, 2002.
· Beck, K. and Andres, C.  Extreme Programming Explained.  Addison-Wesley, 2004
· Cohn, M.  User Stories Applied for Agile Software Development. Addison Wesley, 2004.
· Fowler, M., Beck K., Brant J., Opdyke W., and Roberts, D.  Refactoring - Improving the Design of Existing Code, Object Technology International Inc. 
· Newkirk, J.  Test Driven Development in .Net.  Microsoft Press.
· Roodyn, N.  eXtreme .net. Addison Wesley, 2004.
Video Clips

A useful set of tutorial video clips are available from TeamSystemRocks at http://teamsystemrocks.com/tutorials/default.aspx (but note the warning about the version number). The video clip describing creating custom reports is particularly helpful: http://teamsystemrocks.com/files/10/team_foundation_server/entry164.aspx .

Web pages

· Agile Alliance at http://www.agilealliance.com/   

· Visual Studio Team System at http://msdn.microsoft.com/vstudio/teamsystem/ 

· Martin Fowler's pages about continuous integration at  http://www.martinfowler.com/articles/continuousIntegration.html 

· Scott Ambler's pages about test-driven design 

· Martin Fowler maintains the refactoring www site at http://www.refactoring.com/ 

8.
Conclusions


The incorporation of test-driven development and continuous integration into the software engineering curriculum provides good opportunities for students to experience real-life agile methods, as practised in industry.  In particular, students can experience test-driven development, continuous integration, pair programming, and agile planning.  

Open source software or proprietary software can be used, the latter (Microsoft Team Server) being used in conjunction with Visual Studio 2005 to give an integrated test and development environment.  Installation and configuration of Team Server is a complex process that requires decisions to be made about Team Server process templates, build types, project permissions, project alerts, continuous integration automation, and project reports.
Successful experiences require consideration to be given to student groups (organisation and size), project choice (topic, duration, and materials), and assessment strategy (submission requirements and marking schemes).  
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Figure 3.  Agile cycle
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Figure 8    Architecture of Team Server system for TDD and CI
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