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 Executive Summary

The principle aim of this project is to find a feasible way for Practice Management Systems (PMS) to retrieve clinical messages from the HealthLink database stored in the Mater Hospital. The solution must be secure and must be applicable to all current and possible future developments by PMS vendors.

HealthLink is a government-funded project that uses the Internet to communicate clinical and general information such as lab results, A&E Admission and Discharge Notification from hospitals to a patient’s primary care practitioner (GP). Today’s’ GPs are embracing ICT and the many benefits that ICT can bring to the medical world. One example of this is that many GPs in Ireland are now using Practice Management Systems. PMS perform many functions such as the management of patient records, and financial management. To keep all patient records in one central place within a surgery (i.e. the PMS) the GP must transfer any messages received from HealthLink to their PMS. This can be done manually, or through an import/export procedure, which the HealthLink Development Unit in the Mater Hospital have developed. The import/export procedure involves; a GP must first export all record to a file on the local computer, this file is then imported using extended functionality on the PMS, which must be first built by the PMS vendor. In order for this to work, the data exchanged must be in a common format, this common format is called Health Level 7 (HL7), which is the industry standard for the transfer of clinical data. GPs must also be trained to take advantage of this extra functionality. 

However the import/export procedure solution is not perfect, a GP should not be expected to waste time learning how to transfer data to his PMS. Furthermore a GP cannot be expected to perform this mundane ritual every time s/he wants to put new HealthLink messages on to his/her PMS.  This project investigated how web services can be employed to make the transfer of data to a PMS transparent moving this mundane, but extremely important task, away from the GP.

In order to make this project as applicable to the problem domain as possible the author worked very closely with the HealthLink Development Unit and a PMS vendor (the makers of HealthOne, Health Ireland Partners). HealthLink provided all the requirements, and this project has being built on those requirements making this project very commercially viable.

To develop the HealthLink server an Apache Tomcat server was used with an embedded Apache Axis environment. A form of SOAP known as SOAP messaging was used to transfer the data. Inside these SOAP envelopes were HL7 messages.

To make the project as near the real thing as possible a SQL Server (2000 Edition) was used to simulate the HealthLink Database server.  The database structure was as close to the real HealthLink database by simulating tables and fields used. Again to abide by the requirements specified by the HealthLink Development Team no direct manipulation was done by the HealthLink Web Services Application, instead all database queries were done through SQL Server stored procedures. 

Once messages are recieved from the dummy HealthLink database they had to be turned into HL7. This was done using the DOM (Document Object Model) XML parser. Once the HL7 had being built up it could be sent back to the client.

One problem met in the development of the web services server was the authentication of users, previously authentication was done through a Username, password, PIN and client digital certificate, all of which could easily be inputted using a web page, but how would the HealthLink web services server receive this information. After consultation with the PMS vendor, it was decided to create a user XML schema that must be sent by clients to allow the server to authenticate them. SSL with client authentication was also used to authenticate both the server and client machines, as is currently the case in browser implementation of HealthLink. This project aimed to get the web services security standards as close to the HIPPA standards as specified by the U.S. Dept of Health and Human Services, it is thought that further work is needed to get the web services to this standard but the project is very close to the standard specified.

Another major requirement specified by the HealthLink Development Unit, was that the server must be auditable, therefore detailed logs must be kept of user activities. Apache Log4j was used to allow for this detailed logging. Log4j is a tool, which allows for five different levels of logging and a variety of logging formats, through the combination of an Appender, layout manager and a Logger class.

To insure platform interoperability, language independence and the ability of the requirements to meet the given requirements, a dummy PMS client was built in C# using the Microsoft .NET platform. This dummy client was developed to be everything that a current user of a PMS expects, but would only demonstrate the HealthLink functionality. The requirements for this client were obtained from the developers of HealthOne, the HealthLink Development Unit, and by studying documentation from other PMS vendors such as GP Clinical.

This project meet all the requirements imposed by the HealthLink Development unit, it is recognised by the HealthLink Development Unit as the way forward for the HealthLink project, and the author has been asked to advise on the actual implementation of integrating web services into the HealthLink project
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1. 
Introduction

This report will be used to discuss the technical issues surrounding the HealthLink web services project, which aimed to bring web services technologies to the National HealthLink Project. 

The motivation behind this project was to find a better solution the current procedure of transferring HealthLink messages to Practice Management Systems, which are used by GPs. This project was developed to the requirements of the HealthLink Development unit and its affiliates to make it as commercially viable as possible. This report will details issues surrounding the web services solution, and the technical implementation.

The report is structured as follows. The introduction is concluded with a look at the academic area of Health Informatics and the current projects in this very important academic field, from around the world and here in Ireland. The next section will look at the problem domain, what the HealthLink project is and how it currently allows GPs to transport HealthLink messages to their PMS. Section three will look at how a solution was planned, the different technologies investigated, and how each of the HealthLink requirements were met. Section four looks at the issues surrounding the implementation of the decided solution. A section five look at the testing of the solution and finally the report is concluded with section six looking at known problems and the future of both this project and web services.

1.1 
An Overview of Health Informatics

This project aims to bring Practice Management Systems closer to hospital information through web services and the HealthLink project. The mix of computer science and health care is a massive area; it has evolved into a whole academic area of research on its own called “Health Informatics”.

In this section I will look in some depth at what exactly is health informatics and what is its significance to the health care world. I will also look at where we are in the area of health informatics, were we are going and how we hope to get there by looking at some of the many projects being embarked on by many of the universities around the world.

At the end of this section I aim to give the reader an insight into the significance of this area of academic research and where the HealthLink project fits into this area.

1.1.1
 What is Health Informatics?

Health Informatics is described as 

“…an integrated research and learning program with health as its focus and information technology as the enabler.”

Dalhousie University

Health informatics combines medicine and medical science with computer science. Its primary aim is to improve patient care through efficiency, better information and easier access to this information. Health informatics involves the use of many information management techniques derived from a wide range of areas such as mathematics, statistics and philosophy.

There are many topic areas covered under the broad heading of “Health Informatics”. These include:

AIM: Artificial Intelligence

BCS: Biomedical Cognitive Science

BIO: Bio informatics

CBT: Computer Based Training

CCT: Medical Coding, Classification, Terminology Systems

CGL: Computerized Clinical Guidelines

CHI: Consumer Health Informatics

CIM: Clinical Information Management

DSS: Decision Support Systems

EDU: Education and Training

EPR: Electronic Patient Records

IR: Information Retrieval

IRV: Imaging, Robotics, Virtual Reality

MLP: Medical Language Processing

NI: Nursing Informatics

OA: Outcomes Assessment

PHI: Public Health Informatics

SIG: Signal processing

SSL: Standards, Social and Legal Issues

TEL: Telemedicine
1.1.2
 Current Projects - Centre for Health Informatics, Trinity College Dublin

TCD is the only university in Ireland with a part of the computer science department dedicated to research in the area of Health Informatics. In order for TCD to conduct research in health informatics it has teamed up with groups in several institutions including Dublin Institute of Technology (DIT), St. James's Hospital and the Adelaide and Meath, Incorporating the National Children's Hospital. There are currently two main ongoing project in TCD they are MediLink and ‘Ait Eile’, both these projects are outlined below.

1.1.2.1
 MediLink

The main objective of the MediLink project in TCD [<http://www.cs.tcd.ie/medilink>] was to develop “ICT solutions to support the healthcare professional in delivering care to the patient, improving overall efficiency and cost-effectiveness and ultimately the quality of patient care.” Which basically meant developing a system that would provide all the information that a health professional might need to his/her desktop. The basis for this is the development of a standardised Electronic Healthcare Record. This is the basis for this whole system, once a standard format is agreed a system can be built around it, and thus all medical records from Dublin to Hong Kong can be shared and stored in one central location.

1.1.2.1
 Ait Eile

The Ait Eile project [<http://www.aiteile.ie>] aims to address the social issues concerning children with a chronic illness. It allows children suffering from serious illness to communicate with one another through a secure network. This offers these children a support network and a place to turn when the world seems a lonely place and no one understands. This communication tool is used in a wide range of places from hospitals to schools to homes. Ait Eile offers these children such resources as email, chat rooms, video conferencing, games/activities etc.

1.1.3 
Major International Projects

Health informatics is big business and a growing part of informatics and computer science. In this section I will look at projects outside Ireland, which have had or are having major significance in the world of Health Informatics.

1.1.3.1 
Clinical Document Architecture (Previously known as “Patient Record Architecture”)

The Clinical Document Architecture (CDA) [< http://www.hi-europe.info/files/2000/9976.htm>] is the first XML based standard for data concerning Health Care. Health Level 7 Inc. produces the CDA; its founding company gives the CDA its more common name of HL7. The CDA provides a structured format for the transmission and exchange of clinical data. It is hoped that the CDA will bring the health – care industry closer together, laying the founding block for a complete common data format. Heterogeneous data formats is a big problem in health care as no one place has any one persons’ complete medical history, TCD are also investigating this problem.

This standard is used by the HealthLink project and subsequently it will be the standard used in my project for the transfer of data.

1.1.3.2 
EBM Guidelines (EBMG) for Primary Care

The EBM (Evidence-Based Medicine) Guidelines [<http://www.ebm-guidelines.org> & <http://www.hi-europe.info/files/2004/9987.htm>] is a web-enabled resource for primary care physicians to aid in diagnostics and treatment of patients. Established in 1988 by published by Duodecim Medical Publications Ltd (which is owned by the Finnish Medical Society) the EBMG is now used by 100% of Finnish GPs.

The EBMG is regularly updated and offers GPs over 900 clinical guidelines intended for primary care. It provides a powerful search tool and a short abstract before going into the evidence for such a diagnostic. It also offers suggested treatments. The EBMG is also used by GPs in over 40 other countries in the treatment of patients by primary care physicians.

EBMG is available on a variety of formats from application based, to web based, to PDA based.

1.1.3.3 
The Good Electronic Health Record

This is another project [<http://www.hi-europe.info/files/2000/gehr.htm>] that is looking at the way clinical data is being stored. This iniative by the openEHR is a consorted effort to bring about an “evolving electronic health record architecture” that will also be “comprehensive, portable and medico legally robust”

1.1.3.4
 Open Clinic

With medical knowledge evolving at an unprecedented level, medics must be able to have all the up to date information on current treatments etc at their finger tips, Open Clinic was primarily founded by Cancer Research UK to address this problem. Open Clinic <http://www.openclinical.org> is basically another medical decision – support tool there to help medics diagnose an illness and recommend an ailment.

1.1.4
 Conclusions/Findings

This section has briefly touched on what Health Informatics is about, and why it is such an important are of research and development. Health Informatics today can be thought of as the ICT support network surrounding clinical staff in everything they do, from the filing of patient records to the robotics used in surgery.

As governments around the world discover the importance of having a good ICT support network in the healthcare systems health informatics is becoming a bigger and bigger force in the computer science and medical sectors. With ever growing ‘waiting lists’ in hospitals governments are beginning to see the need for efficiency and speed and how health informatics can be the catalyst for this.

One big sticking point for researchers in the field of Health Informatics is the basic electronic health record. In order for Health Informatics researchers to move on to bigger issues such as the central repository of health records, that will hold all aspects of a persons health and medical history a basic electronic health record must be designed and agreed upon by all parties. 

When completing this project I was disappointed with the lack of innovation and vision. Researchers are currently just sticking to a strict regime of researching medical records and clinical communication. I found nothing out there that has a ‘WOW’ factor, such as a robotic doctor, or research into ‘Persuasive Computing in the Clinical Environment’ similar to the projects in Stanford University in an office environment.

In the future we will see more and more investment into Health Informatics’ research. For this investment researchers will be expected to come up with more and better ideas for how to make the clinical environment better and more efficient. Obstacles like the electronic health record will have to be overcome fast through the co-operation of several research bodies.
2. 
Defining the Problem

2.1 
The National HealthLink Project

This project was based on the business requirements of the National HealthLink Project, which is a Dept. of Health and Children funded project, currently based in the Mater Hospital’s Computer Centre. This section will look at what the HealthLink project is and what needed improvement, and basically how the project came about.

2.1.1
 A Brief Outline of the National HealthLink Project

HealthLinkOnline is an electronic communication project funded by the Dept. of Health and Children in association with the GPIT. The service is available to all GPs and hospitals in the country. HealthLinkOnline allows for the secure transfer of clinical data between hospitals and the GP.

Currently HealthLink caters for 8 message types, these include:

· A&E Attendance

· Laboratory Results

· Radiology Results

· Discharge Notification

· Discharge Summary

· Waiting List Notification

· Outpatient Department (OPD) Clinic Update

· Death Notification

Information is generally just in one direction, Hospital Computer System to HealthLink, and then HealthLink to the GP via the Internet. In order for the Hospital Computer system to send data to the HealthLink server it must be converted to HL7 first. Once transferred over in this form the HealthLink server holds the data until it is requested by the GP.

Further information on the National HealthLink project is available in the original project proposal available in Appendix B or at www.healthlink.ie.

2.1.2
 The Problem

The main problem with this system is its lack of integration with existing systems. Many GPs today use a Practice Management System (PMS) to manage their surgery electronically. This system holds all information to do with the surgery (patient records, appointments, etc.). For the HealthLink system to be a success there must be an easy way of getting the data from the HealthLink server and storing it on the GP’s PMS.

2.1.3
 Current Solutions

A complex ritual of imports and exports currently solves the integration problem between the PMS and HealthLink. First of all the data must be exported from the HealthLink server. The data is stored in XML form in a file on the GP’s computer. Then the file must be imported using the PMS. The data must also be transferred in a common data format, HL7. This is not a satisfactory solution, as this sort of low-level application management should not have to be done by the end user. As well as this not all PMS have an import option; it costs time and money to deploy resources to develop this functionality for HealthLink users. HealthLink must also deploy resources to aid PMS vendors’ development of this extra functionality.  It is hoped that a web services solution will overcome some of the shortfalls of the current solution such as taking away the data transfer responsibilities from the end user and making the data transfer transparent to the end user. It is also hoped that, because web services uses well defined protocols such as SOAP, there will be less of a need for the HealthLink Development Team to get involved in the PMS vendors development of the extra functionality that will link the two systems.

2.2
 Requirements Engineering

Requirements engineering took mainly three forms:

· Direct meeting with the HealthLink Development Unit, in the Mater Hospital, where mainly high-level requirements were discussed with the Project Manager/ Asst. Project Manager and the Developer/Analysts. These meetings were the basis of my project and allowed me to discover what the HealthLink team were expecting from a web services interface.

· The second way of getting requirements was through emails with Developer/Analysts in the HealthLink Development team. These emails allowed me to address any technical queries I may have, such as message formats.

· The final way I got requirements was through studying documentation. HealthLink provided me with any document I required for the development of this project, this allowed me to conform to HealthLink standards, and gain a greater understanding of what HealthLink aimed to achieve. The documents also provided me with a constant reference point so I didn’t have to contact the HealthLink Development team too much. 

Web services can be viewed as just another gateway to an important resource, and with any gateway there are two sides. In order for my web services server to be deemed useful, it must be accepted by both sides of the gate. In this case one side was the HealthLink server and on the other side was the Practice Management System. Requirements for the web services HealthLink interface were sought from the HealthLink Development unit based in the Mater Hospital Computer Centre. Requirements for the PMS interface were sought from a company called Health Partners Ireland, which develops the PMS HealthOne for GPs in Ireland.

Health Partners Ireland could only offer this project an advisory role. My primary mode of contact was through email, where Allen O’Neill, Chief Developer on the HealthOne project addressed any queries I had on what a typical PMS vendor would expect from a service such as the one this project aimed to develop.

The HealthLink Project team offered me as much help as they could, providing me with advice, help and any resources I required. Examples of the communication between the project team and myself can be found in Appendix C and Appendix D.

3. 
Designing a Solution

3.1 
An Ideal World

This section will look at what would be the ideal situation if there were no constraints placed on what can be developed as a solution for the problem domain.

For us to find an ideal solution a closer look at the problem domain must first be undertaken. The problem at present is that integration between HealthLink and PMS systems involves very mundane low-level tasks that must be undertaken by the end user. The end user should not have to go through the mechanics of getting data on to the PMS as he/she does at present. This activity should be transparent and the messages from the HealthLink server should just appear on the PMS, without the user knowing or even caring how the messages got there.

Therefore in an ideal world messages would just appear on a GP’s PMS. He/she will not know how the messages got there, but all the GP is concerned about is that the messages get to his PMS in a format he/she can understand. On the development side PMS vendors should not have to invest a large amount of resources in the development of the extra functionality that HealthLink offers. The services that HealthLink offer should be easily found and easily implemented. All this extra functionality should be done in a secure environment.

3.2 
The Distributed Systems Environment

As the problem domain is of a distributed nature, this section will examine the area of distributed systems and different technologies used in distributed systems. 

As mainframe systems get less and less popular, distributed system architecture are becoming increasingly important. Distributed systems offer many benefits such as higher performance, higher reliability, scalability, extensibility and reduced cost. 

Distributed systems have also altered the way network programming is done, with the sharing of distributed objects with object orientated programming languages such as Java and C++. The sharing of distributed objects is facilitated by middleware. Popular types of middleware include, CORBA (Common Object Request Broker Architecture), Java RMI (Remote Method Invocation) and Microsoft’s DCOM (Distributed Common Object Model). 

CORBA, developed under the OMG (Object Management Group) initiative, is a vendor-independent architecture that allow applications to work together over a network. CORBA uses an IDL (Interface Definition Language) to define how two objects will communicate with one another. 

Java RMI was designed for distributed systems on fast LANs. Java RMI can only be used with the Java programming language. Instead of using an IDL Java RMI uses Remote Interfaces to define the distributed objects interface.

Microsoft DCOM was originally developed by Microsoft to allow for communication between different Microsoft products such as word and PowerPoint (evolving from OLE). DCOM has become a major competitor in the middleware market.

Internet – based application are becoming increasingly popular. As more and more Internet - based applications become on-line, we will have many applications sharing the same technology space but not interacting with each other. With this trend, is the concurrent trend of the increasing need for B2B (Business to Business) and A2A (Application to Application) communication has lead to a demand for service-orientated architectures (SOA) over the Internet and the advent of web services.  

Web services being the ideal solution for the HealthLink problem is looked at in more detail in the next section. 

3.3 
Web Services

The Integration of The National HealthLink Project with Practice Management Systems was based on web services technologies. This section will take a brief look at web services and their significance.

3.3.1 
Web Services, An Introduction

The Internet today is typically used for browsing web sites or sending and receiving email. This is only a fraction of the functions the Internet has the capability for carrying out. Web services are another one of those functions, which allows applications to communicate with other applications. Based on service-orientated architecture (SOA), web services are applications that expose business logic over the Internet allowing other applications to make use of the service’s business logic.

“Web Services are loosely coupled software components delivered over Internet standard technologies”



Garthner Research June 15, 2001

One of the advantages of web services is that each of the web services components are independent and loosely coupled. This means that they can exists without the services of the other component(although their functionality may be curtailed).

Web services are best explained using an example. Consider a travel agency that books flights for an airline. Both the travel agency and the airline have their own booking software. If the travel agency wants to check for availability on a flight it may use the airline’s booking software’s ‘check availibility’ service. This allows the travel agency’s booking software to check availability on the flight. All this is transparent to the user; the travel agent thinks that it is the travel agency software that checks the availability.


3.3.3 
Web Services Technologies

This section will look at the core web services technologies at the moment. 

3.3.3.1
 Extensible Mark-up Language (XML)

XML is a platform independent mark-up language that uses self-describing tags. Because of its universal nature, XML has being widely accepted as the de-facto standard in data communication, especially when that communication takes place over the Internet.  

XML allows developers to develop their own tags and parsers. The only standard that a developer must abide by when creating an XML document is that it is well formed. If a developer is creating an XML document where the format is already explicitly laid out the XML document must be valid. XML format can be dictated in two ways, using a Document Type Definition (DTD) or using an XML schema. An XML document that conforms to a DTD or XML schema is said to be ‘valid’.

XML is composed of the following parts:

· XML Namespaces (XMLNS) – Namespaces are used to uniquely identify tags. The significance of namespaces are shown through the following example; imagine two tags ‘title’ as used in HTML, for specifying the title of a website and title used in an XML file uniquely identifying an individual. These two title tags are syntactically the same but their use is very different. What happens if we use these two tags in one XHTML document? We need some way to uniquely identify each tags we do this through namespaces.

· XSLT – XSLT is used in the combination of an XML document and XSL stylesheet to create a web page. One important part of XSLT is XPath, which is used to point to one particular part of an XML document. 

· Document Type Definitions (DTD) – as already discussed is a method of specifying XML syntax. If an XML document conforms to the constraints specified in a DTD it is said to be valid.

· XML Schema performs the same function as a DTD. XML schemas were created to bridge some of the shortfalls of DTD such as:

· DTDs provide no mechanism for Namespace recommendation

· DTDs are not in XML format.

· DTDs are very limiting in the constraints it allows developers to place on the data that goes in XML elements.

· XML Parsers – XML parsers are software components that allow developers to write applications, which can read and create XML documents.

3.3.3.2
 Simple Object Access Protocol (SOAP)

SOAP is a lightweight, XML-Based protocol used for messaging. It enables the communication between two peers, using all the advantages of XML such as its platform independence. SOAP is not bound to programming languages that have SOAP bindings as CORBA and other distributed systems technologies are. SOAP can also used with a variety of Internet protocols such as HTTP, FTP, and SMTP. 

There are two main types of SOAP, SOAP-RPC and SOAP messaging. SOAP-RPC is very like a procedure call where a client sends a server an operation call and parameters, server processes the request based on this and sends back a response. SOAP messaging is somewhat different there is no set structure to a SOAP body with SOAP messaging; the body therefore generally contains an XML document that the server must parse in order to find out what the client wants. SOAP messaging is generally used when there is a large amount of data passing between client and server.

3.3.3.2
Web Services Description Language (WSDL)

WSDL is a formal method for specifying web services. WSDL is a very important component of web services. It allows the providers of web services to specify what a client needs to do to communicate to the service. WSDL acts as an IDL (Interface Definition Language) does in CORBA. The WSDL describes the following parts of a web service.

· Interface information being the publicly available functions.

· Information relating to the data type of messages coming to and from the service

· Transport protocol used.

· Addressing information to locate a service, usually in the form of a Universal Resource Locator (URL.)

3.3.3.3
 Universal Discovery, Description Interface (UDDI)

UDDI specifies how web services should be described, discovered and integrated into client applications.  When a web service is published it is done so on a UDDI registry, where it can be ‘discovered’ by potential client applications. The client can then, from the UDDI, generate a WSDL file that allows the client developer to integrate the client with the service seamlessly.

3.3.3.4 
ebXML (Electronic Business XML)

ebXML is basically a replacement for EDI (Electronic Data Interchange) that incorporates all the benefits of using SOAP and XML. ebXML is widely excepted and is sanctioned by the UN/CEFACT (United Nations Centre for Trade Facilitation and Electronic Business) and OASIS (Organisation for the Advancement of Structured Information Standards)

ebXML allows business to create e-marketplaces, find trading partners, while allowing for everything that EDI does such as dynamic supply chain management.

3.4 
Web Services Server

3.4.1 
Web Server

When considering what server to host my J2EE web services server software on I had several options, these are outlined below:

BEA Weblogic – I had prior experience using Weblogic, which made the Weblogic option very appealing. Weblogic is an extremely powerful, enterprise spec application server. It has full J2EE capabilities, with containers for all Enterprise Java components such as Enterprise Java Beans (EJBs). The power offered by Weblogic comes at a hefty price tag.

Apache Tomcat – Apache Tomcat is part of the Apache Jakarta project. Tomcat is basically a Java Servlet Container. It is very limited in its capabilities. It can just host Java Servlets. Tomcat has no EJB capabilities. Although Tomcat can just host Java Servlets there are many plug-in packages that can be combined with Tomcat to overcome its shortfalls. Tomcat is an open source project and is available free of charge. I had also used Tomcat in previous projects.

JBoss – JBoss is another open source project and again is available free of charge. JBoss allows for many of the Enterprise Java components not available on Tomcat. JBoss is notorious for being difficult to set up and debug.

After careful consideration, I have decided to develop the java web services server in the Tomcat web server. One of the main motivations is its relative cost, it uses a free licence and it will be relatively easy to set up as I had developed on it before.

3.4.2 
Implementation Platform and Programming Language

This section will look at the different implementation platforms and programming language options that were available to the author to develop the Web services server.

3.4.2.1
 Java 2 Enterprise Edition (J2EE)

This project was developed in Java, using JDK1.4.2, for this reason I think it is important to look at the world of Java web services.

Web services should not be viewed as a massive advancement in servers and server design. It is true that web services are a big step in our view of the Internet, but as far as server programming goes it is just another way to access the servers services.  Java 2 Enterprise Edition (J2EE), and its component-based architecture is ideal for implementing web services. Many servers that are developed on the J2EE platform can easily be amended to incorporate web service requests, by adding a web services component.



There are many tools to aid the developing of web services in Java. These are discussed briefly later in this chapter. The tools, which were used in the development of the HealthLink web services project, are discussed later in this paper.

3.4.2.2
 Microsoft .NET

The Microsoft .NET (pronounced “dot net”) platform is Microsoft’s strategy for developing distributed systems using web services. Microsoft .NET offers the developer a full development environment for the development of web services applications within the Win32 platform. .NET can be programmed in a variety of programming languages including Visual Basic and C++ which have being altered for the .NET platform, Microsoft have even developed a new programming language for this platform, C#.

It is important to note that .NET was developed for web services, and therefore offers the developer an easier option when it comes to web services development as most of the nitty-gritty aspects of web services development is taken away from the programmer, allowing for rapid development and deployment of web services applications. 

3.4.2.3 
Conclusion

I have decided to develop the web services server in J2EE. I have made this decision for two reasons, these are:

· My principle language is Java, I believe by using a programming language that I am familiar with it will leave me with more time to concentrate on more advanced issues such as marshalling and unmarshalling of data and the management of communication protocols.

· When this project concludes the author would like to be an expert in the field of web services, the author believes that Java will give me an opportunity to get as close as he can to web services and web services technologies.

3.4.3
 Coding Maintainability 

To ensure a high standard of Java code all the code developed will conform to Sun’s Java Coding Conventions, as specified on the Sun website. A big motivation for this is that this code is to be of commercial standard and therefore must be made extremely maintainable. Maintainable code and coding conventions are extremely important for the following reasons:

· Maintenance is normally about 80% of the total cost of software

· Software is nearly never created and maintained by one person

· Conventions improve code readability. It is hoped that the code will be extremely readable, lessening the need for comments.

Another way to boost the code maintainability was the use of design patterns (recognised design practices that improve quaility). One of the main patterns to be used will be the ‘Factory Pattern’. This pattern allows the developer to hide all implementation details of using an external resource into one class. The factory creates this resource specific class as a generic interface type. Therefore if the outside resource were to change all that would be needed would be a change to one class, the implementation class and get the factory class to create the new implementation specific class.

3.4.4 
Tools from Apache

“The Apache Software Foundation provides support for the Apache community of open-source software projects.”


http://www.apache.org
Two of the open source projects currently in progress in the apache community are Apache Axis and Apache SOAP. Both these tools take the very basic implementation aspects away from the application developer. They are used to create and fill SOAP envelopes for transit.

3.4.5
 Tools from Sun 

Sun provides a variety of tools for web services development, as part of its web services development pack (JWSDP). The tools are apart of the Java API for XML series of packages (commonly known as the JAX pack). The main packages of the JAX pack are outlined below:

· JAXP – JAXP is the used for basic XML parsing. It incorporates both event style and tree style manipulation through the SAX and DOM packages respectively. 

· JAXB – JAXB provides marshalling, unmarshalling and validating services to Java developers.

· JAXR – JAXR provides a Java web services developer with all the functionality needed to register a Java web service in a UDDI registry (or another type of registry). 

· JAXM – JAXM provides functionality needed for using a particular type of SOAP called SOAP messaging; SOAP messaging is outlined in further details later in this paper.

· JAX-RPC – JAX-RPC is used generally used to simplify the construction of a particular type of SOAP called SOAP-RPC, SOAP-RPC too will be discussed further later in this paper.

· SAAJ – SAAJ (or SOAP with Attachments API for Java) allows the attachment of binary files (such as ones that may contain sounds) to a SOAP envelope.

3.5 Web Services J2EE Server Design

The design of the server is outlined in detail in Appendix D. This section will be used to highlight some key aspects of the server design.  

All web services requests enter the server throught the HealthLinkService class, and the getAllUnprocessedMessages operation. The HealthLinkService class is an integral part of the system, this class acts as a request processor (will be know as ‘the request processor’ from here), managing all requests throughout the systems. From here a security manager is used to authenticate the user. If the user is authenticated a request model is build up from the XML received from the client (see Appendix I)

The request data model is sent back to the request processor. The request processor then requests the unprocessed messages from the HealthLink server via the HealthLinkDAO interface, which is responsible for getting the unprocessed messages from and updating the database. 

The request processor receives the unprocessed messages in the form of a ResultSet, this is sent to the HL7Service to be converted to the HL7 XML schema. The request processor then returns these HL7 messages into the Axis environment, which is responsible for inserting the data into a SOAP envelope.

A class diagram below depicts the web services server in UML.
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The UML class diagram below depicts how the HealthLink web services server authentices users.  
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For more detailed information on how the web services server was designed consult the Design Document in Appendix F.

3.6 
Apache Axis

Axis is a web services tool from the Apache Software Foundation. Axis is a SOAP engine; Axis provides a framework for the construction of SOAP envelopes. Axis takes away some of the SOAP implementation level details from the application programmer, leaving him/her free to concentrate on other programming issues such as business logic.

Some of the features of Axis include:

· Provides an Application Programmers Interface (API) allowing the simple consctruction and manipulation of SOAP envelopes both at the client and server end.

· Can be easily plugged into Tomcat

· Automated production of Web Services Description Language (WSDL) for deployed web services

· Automated Java class generation from WSDL file.

· Debugging tools including a tool for monitoring TCP/IP packets (tcpmon)

Apache Axis is a very popular tool in the industry. I have decided to use Axis in this project, to omit unnecessary complexity.

3.7
 Health Level 7 - A Common Data Format

This section will very briefly look at the HL7 as used by HealthLink (version 2.4). It must be pointed out that HL7 is an extremely complex ebXML and due to its complexity only the main parts will be discussed in this document.

In order for a Practice Management System (PMS) to understand data contained in a SOAP message, there had to be some sort of common data format. The industry standard for the transfer of clinical data is to use Health Level 7 (HL7). HL7 is an ebXML that specifies all aspects to do with the communication of clinical data using electronic means. In the case of HealthLink, HL7 is just used as an XML schema that dictates the form clinical data must be in when transferred between different parties, including hospital systems and Practice Management Systems. 

Messages communicated by web services must be communicated in HL7 format to aid its acceptance in the clinical community, and to boost PMS vendor acceptance of this new gateway to the HealthLink server. 

3.7.1
 HL7 Message Types

There are many HL7 message types for transferring different types of clinical data. A HL7 message type basically indicates all the possible segments within a HL7 message, therefore one HL7 message type can be used for more the one HealthLink message type, HealthLink message types can even be refined by not allowing a particular segment in one message type and allowing in another. It must be pointed out only segments specified as optional can be omitted from a message. In this section I will just outline the HL7 message types used by the HealthLink Project. The table below contains all the HealthLink message types and their HL7 Message type codes, I have also included a brief description of what that message type is used for and the segments expected in the particular message type. For more details on each of the sections see next section. The table also highlights how the same HL7 message type can be used for two different HealthLink message types (e.g. Discharge Notification and A&E Notification).

	HealthLink Message Type
	HL7 Message Type Code
	Expected Segments
	Brief Description

	A&E Notification
	ADT A01
	MSH/PID/EVN/PV1/PV2
	Used to notify GPs of a patients visit to A&E.

	Discharge Notification
	ADT A03
	MSH/PID/EVN/PV1
	Used to notify GPs that one of their patients has been discharged

	Death Notification
	ADT A03
	MSH/PID/EVN/PV1/PDA
	Used to notify GPs of a patients death

	Radiology Result
	ORU R01
	MSH/PID/PV1/OBR/OBX
	Used to notify GPs of test results from the radiology dept.

	OPD Appointment
	SIU S12
	MSH/PID/PV1/SCH/NTE
	Used to notify GPs of details of a patients visit to an out-patient dept.

	Waiting List
	SIU S12
	MSH/PID/PV1/SCH/DG1/NTE
	Used to notify a patients waiting list status.

	Laboratory Result
	ORU R01
	MSH/PID/PV1/OBR/OBX/NTE
	Used to notify GPs of lab results

	Discharge Summary
	REF|12
	MSH/PID/PRD/DG1/PV1/NTE
	Used to notify GPs that one of their patients has been discharged and with details of ailment and treatment


3.7.2
 HL7 Segments

The table below looks at each of the individual message segments that can be used HL7 and are used in the HealthLink Project.

	Message Segment
	Description

	MSH
	This is the Message Header and contains administrative details for a particular message such as who it is from, where it is going, the type of message and the version of HL7 being used.

	PID
	Uniquely identify a patient.

	EVN
	Time of an event

	PV1
	Details of a patients doctor both the attending and consulting doctor

	PV2
	Describes how a patient got to the hospital (eg. Ambulance)

	PRD
	Details individual that administers primary care

	DG1
	Segment used to convey diagnosis

	NTE
	General Notes

	SCH
	Details of an appointment

	PDA
	Details a death

	OBR
	Request for a clinical test

	OBX
	Result of clinical test


3.7.3
 Implementation Issues

To limit the complexity of this project; I have decided just to concentrate on one message type. The author also believes once one HL7 message is implemented others could be easily implemented through inheritance and polymorphism, but this would be extremely time consuming. The A&E Notification message type has being choosen for implementation.

3.8 
HealthLink Server

Many decisions also had to be made on the dummy HealthLink server that had to be developed. 

The author decided to implement the dummy HealthLink server using Microsoft SQL Server 2000, this decision was really made for him as the real HealthLink database server runs on Microsoft SQL Server 2000 and I wanted the dummy to be as close the real database as possible.

When constructing the dummy database on the SQL Server, the author wanted to keep the structure as close to the real thing as possible. To do this I used a very similar structure to that of the real HealthLink database server structure. Some tables in the real HealthLink database server were omitted or amended to aid simplicity. The dummy database structure can be located in the Design Document in Appendix F.

3.9
 Security Considerations

The following section will look in-depth at security which must be considered in order for this project to be accepted by the Irish medical community (including GPs, patients and health boards). The security considerations discussed below can be found in the original Requirements Specification, which can be located in Appendix E.

Point to point security is at present primarily managed using an SSL protocol (see below). The IIS HealthLink server manages session management; this produces a unique ID each time a user logs on. To prevent session hijacking, HealthLink user sessions, sessions time out when left inactive for ten minutes, deeming the unique session ID invalid. 

User authentication is done in two ways. Firstly, by taking a username, password and PIN from the user and matching the details the user enters with records contained on the HealthLink database. If the details match a user record, that use is allowed to access records for that user. Secondly, users are also authenticated through client certificates, issued by the HealthLink Development Unit.

Other security concerns include the user access rights to the HealthLink database.

3.9.1 
Secure Sockets Layer (SSL)

Secure Socket Layer is a security protocol developed by Netscape, in 1994. SSL combines asymmetric encryption with digital certificates, creating what is know as a protocol tunnel. 

As web services can be deployed on top of a HTTPS (Hypertext Transport Protocol Secure), which is HTTP with SSL, using SSL technology seems the obvious choice to protect, insure confidentiality, non-repudiation, authentication, and data integrity.

3.9.2
 Auditing

The ability to audit user activities is an important requirement. Audits are a very important method of insuring that an organisations security measures are working or if they have to be revised. Audits can also show if there has being an attack on a system, and what type of attack. System administrators can then take the necessary steps to protect against these attacks.

To allow for an audit of activity on the web services database a log file must be created. To do this I have decided to incorporate Apache’s Log4J, this gives the system administrators a lot of control when creating log files. Log4j’s flexibility stems from its structure, log4j is made up of a Logger, an Appender and a layoutManager. The functionality of each of log4j’s constituents are outlined below:

· Logger – the base Logger is a Java class provided by Apache, which allows for different levels of logging. Levels can be useful for example if you want a more detailed log when developing an application and only very important details to be outputted in production. The logging levels are as follows starting with the least important to the most important logging level; DEBUG < INFO < WARN < ERROR < FATAL 

· Appender – Appender is where the log statements are sent to. Log statements can be sent to many places at one time (e.g. the system console and a log file on the server machine).

· LayoutManager – The Layout Manager is a Java class, which is used to dictate the layout of the debug statements. The default LayoutManager, provided by Apache is org.apache.log4j.PatternLayout
The different components of Log4j can be set up using the log4j.properties file. The Log4j properties file created for the HealthLink server can be located in Appendix G.
3.9.3 
Authenticating HealthLink Users

When a GP signs up to HealthLink s/he is issued with a username, password, a PIN and a digital certificate. These four things are used to ensure the user trying to access the HealthLink database is entitled to. 

The same applies to the web services server. A username, password and PIN had to be taken in my the web services server and the server had to also authenticate that the data was actually coming from where it claimed to be coming from and wasn’t being changed in the process. Indeed the web services client also has to be able to prove that the server (i.e. the HealthLink web services server) is actually that, and that the data sent to the client is not being altered in transition.

Again it was thought SSL with client authentication would be able to insure this, other options included XML Signatures, but were ruled out due to there complexity and deemed out of the scope of this project, but for future work.

3.9.4 
HealthLink Access

At present direct access to the HealthLink Database is not allowed. All queries and updates on the database must take place in the form of a Stored Procedure. This rule also applied to the new web services server. In order for this to take place new stored procedures will had to be generated with the following functions:

Authenticate user X

Get all unprocessed HealthLink messages for user X

Update all messages as processed by user X

The stored procedures generated to allow for the web services functionality can be viewed in Appendix H

4. 
Implementing the Solution

4.1 
Setting up the Web Services Environment

This section will demonstrate what was necessary to create a development environment where the development of web services was possible.

The first thing that was done was to set up the Tomcat web server. This was done by downloading the most recent stable version from <www.apache.org> (version 4.1) and installing it to the root directory (The C:\ drive in my case). Once Tomcat was installed, I tested it using the pre-installed examples such as HelloWorld running on <http://localhost:8080>. 

After Tomcat was installed, the axis environment had to be installed. This was done by downloading axis from the Apache website. The zip file, containing axis was extracted to the root directory. To install the axis environment on the Tomcat server, I had to move one of the directories extracted into the webapps folder in the Tomcat server.

4.2 
Setting up the Dummy HealthLink Server

This section will outline how the Dummy HealthLink Server was developed to imitate the real HealthLink Database Server.

To keep the dummy in sync with the real HealthLink Server, the same Database Management System (DBMS) was used, Microsoft SQL Server 2000. The tables on this database had to closely resemble the real database. A list of must have tables were drawn up, these are tables used in the real database, that are needed for the A&E Notification Message (It had being decided that only one HL7 message type was to be implemented (discussed in the previous chapter), the A&E Notification Message). Tables in the database corresponded closely with the HL7 message segments, for example for the MSH segments there was a MSH table. 

The mapping of a destination GP to each message was very complex due to each hospital having its own coding system for storing GP. Therefore one GP could be GP009 in the Mater Hospital and XXX8878 in Beaumont Hospital.

To overcome this problem a ‘hospital_gp_code_mapping’ table was created and the problem is solved as follows; there is a ‘receiving_facility’ column in the MsgHeader table. This column combined with a HealthLink ‘hospital_code’ can be mapped to a ‘healthlink_user_id’ in a table called ‘hospital_gp_code_mapping’. Now all messages can be mapped to a HealthLink User ID, which indicates a particular GP.

The server design is outlined in detail in the Database Design section of the design document located in Appendix F.

4.3 
Web Services Server Development

This section will outline details on the development of the HealthLink web services server. The section is structured into chronological phases, depicting different stages of the server development.

4.3.1
 Phase I – Communication between Client and Server

The first milestone in the server development was to get the client and server communicating with each other through SOAP. To do this I developed a simple server class and a simple client class. This was just to make sure all the environmental settings were correct. 

The server just took in an XML document as a parameter, and then sent an acknowledgement XML document back to the client. To deploy the web service into the Axis environment a Web Services Deployment Descriptor (WSDD) had to be written. To deploy the web service an Apache tool called the AdminClient was used which takes a WSDD file to deploy a service. The WSDD file used can be found in Appendix M.

Once the server class is deployed, I tested the deployment by viewing all the deployed web services on the server. This was done again using the AdminClient tool, but could also be done using an Internet browser.

After this a test client was developed. All the client did was create a SOAP envelope containing an XML document. A service call was then invoked which sent the SOAP envelope to the test server. The return XML document was then printed to the console, when the correct XML from the server was printed, the environment was correct and the HealthLink web services server were then developed on top of these test classes.

4.3.2 
Phase II – Successful query of HealthLink Database

The next phase involved connecting to the SQL Server, getting messages from the server and putting the received data in some form of manageable form. This was done by firstly accepting a request, once a request was accepted a connection to the database was made, the query was hard coded into the Java code initially and just got all the records in the database. The records would be received in the form of a ResultSet. To make the process more manageable, data models were created. A model was created for each HL7 segement; these segments were then inserted into a HL7Message model, which in turn was inserted into a HL7MessageList.

As there could be many connections to the web services server every minute, it was thought that creating connections to the database should be streamlined in some way as this is an area that could cause considerable performance overhead. To limit this overhead connection pooling was employed. At first the connection pooling utility on Tomcat was investigated but it was found that this was extremely difficult to implement due to the complexity of integrating the two technologies. There was also very little information on connecting a SQL Server to Tomcat. The only solution was to create a new connection pooling class to manage the connections. This new class was called the ConnectionPoolManager, it worked by having two arrays one with the vacant connections and the other with the occupied connections. When a connection is requested from the connection pool a connection in the vacant connections array to the occupied connections array, the reference is then returned to the calling object.

To make the code as maintainable as possible the factory pattern was employed when communicating with the SQL Server. This means if, in the future the HealthLink Development team decide to change from an SQL Server to an Oracle database, this can be done with the minimal of changes to the code. For more details on the implementation consult the design document in appendix F.

4.3.3
 Phase III – Creating HL7 Messages

Once a HL7MessageList was created it was then sent to a HL7 generator classes. The generator classes took a HL7MessageList, and coverted to an XML Documnent which was HL7 compliant. This XML document was then returned to the client within a SOAP envelope.

4.3.3 
Phase III – Getting correct data from HealthLink Database and updating

The next phase in development was to get only get the unprocessed messages for a particular HealthLink user and to update the database to reflect the fact that a particular message has now been processed.

The first thing that had to be done was to allow the server to identify and authenticate users. After consultation with both the HealthLink Project team and the HealthOne development team, the decision was made to create an XML schema that would allow the HealthLink web services server to take in a User ID, a password and a PIN. To view this schema (consult appendix I).

After the user schema was created there was a standard way for the HealthLink web services server to take in user details. Once these details were received, they were sent to the SecurityManager for authentication. Authentication was achieved by matching details received with details on the HealthLink database. The factory pattern was used here again and a stored procedure was created to get the details from the HealthLink database server (stored procedures had to be used to comply with security requirements).

The SecurityManager class returned a user data model, which contained a property to indicate whether the user was authenticated or not. If the user was authenticated, an updated query was sent to the HealthLink database server, which only got messages that were for the authenticated user and were unprocessed. Once all these records were received another stored procedure was used to update all the messages received status to that of being ‘processed’. The returned ResultSet was then sent, as normal, to be converted into a HL7MessageList.

4.3.5
 Phase IV – Security

Most of the security functionality was developed throughout development, as detailed below:

· Stored procedures were created as and when needed.

· Log4j had to be implemented in every class as it was developed, although some tweaking of the log4j properties file did take place in this phase.

The main activity of this phase was getting SSL to work on the Tomcat server.  Client authentication was necessary for the HealthLink server, as all the HealthLink customers are issued with a security certificate to be used in conjunction with the username, password and PIN to authenticate users.

To simplify development server authentication only was first achieved by doing the following:

1. Issued the HealthLink server with a keystore using the JDK keytool utility.

2. Created a security certificate for the HealthLink server using the HealthLink keystore and the JDK keytool utility.

3. Created a truststore for the client, and imported the server certificate as a trusted certificate.

4. The server’s SSL settings were set to include the server’s keystore location and the keystore password, as seen below

<Connector className="org.apache.coyote.tomcat4.CoyoteConnector"

                 port="8443" minProcessors="5" maxProcessors="75"

                 enableLookups="true" disableUploadTimeout="true"

  
       acceptCount="100" debug="0" scheme="https" secure="true" >

        <Factory className="org.apache.coyote.tomcat4.CoyoteServerSocketFactory"

                 clientAuth="false" protocol="TLS" keystoreFile="\security\healthlink.keystore" keystorePass="password"/>

    </Connector>
5. The client was set to use the newly created truststore using the System.setProperty operation in the client code. This is demonstrated below:

            System.setProperty("javax.net.ssl.trustStore", "clientCacerts.jks");

            System.setProperty("javax.net.ssl.trustStorePassword", "password");
Sever authentication was verified as working, by turning the debug options on the compiler (javax.net.debug=ssl, handshake) to SSL, which outputs all SSL activities to the console.  After sever authentication, client authentication was achieved through the following steps:

6. Created a client keystore from which a client certificate was derived.

7. A new truststore was created for the server, which imported the new client certificate. The server was pointed to the new truststore using more compiler options (which set the truststore location and the truststore password), as shown below;

-Djavax.net.ssl.trustStore="..\security\validClientCerts" Djavax.net.ssl.trustStorePassword="password" 

8. Using the System.setProperties method the client was able to use its new keystore. 

9. A small change was needed to set “clientAuth” to true to enable mutual authentication.

4.3.6
 Phase V – Publishing the Service using UDDI

Publishing a service to a UDDI registry can be done two ways, through a programming interface or through a graphical interface. To publish the interface for the HealthLink web services it was decided to publish the service using the programming interface using JAXR rather than a proprietary programming interface in an attempt to make the code more transferable to different UDDI implementations.

Serious problems were encountered when publishing the service. this should have being a very simple task but took nearly a week to get right. The main problem was that up to now the web services server had being developed using axis on an independent Tomcat web server. To test UDDI code, you must use a dummy UDDI provided by the java web services development pack (JWSDP), but to do the Tomcat server on the JWSDP would have to be used. When this was attempted, there were some problems integrating Axis with this server so this was abandoned. 

It was then decided to have the two servers running at the same time, after all this is what would happen in the real world. This meant all the ports used by the independent Tomcat server had to be changed to avoid port conflicts. This was done but when it was eventually time to test the UDDI registering code, nearly every library jar(40 jars Approx) in the JWSDP had to be imported into the Axis library as all the jars were interdependent on each other. When this was done yet another problem was encountered. 

A java.lang.SecurityException was encountered due to one of the classes in JAXB not having the same certificate as the certificates as the rest of the classes in the class’s library. After much research the cause of this error was that the JAXB class was trying to override one of the classes in the JDK (Java Development Kit). The solution is to put the overriding class into an ‘endorsed’ folder and let the compiler know about the exsistence of this folder. In this case this soulution was not practical due to the development environment.

Another solution was sought, and a batch file was found in the JAXR section of the JWSDP. This batch file was amended for use with the HealthLink web services project and worked. Both the batch file and the publishing class code can be found in appendix

4.3.7 Phase VI – C# Client Development on the .NET Platform

To demonstrate the language independence and platform interoperability of the server and also to demonstrate how this project would be used, a PMS client system was built in C# using the Microsoft .NET framework. The User interface is as close to what a GP would be expecting as it is sourced from two common practice management system used in Ireland, HealthOne and GP Clinical.

The  author encountered  problems integrating .NET with the java service. After much investigation it was discovered that the problem stemmed from the serialisation of XML complex types. The java server could receive a request from the .NET client. The Java server then sent a response back to the .NET client. The response was  verified as correct, using a TCP monitor, but all the .NET client received was null. A fix was developed, by getting the Java server to send and receive Strings instead of Document classes, and integration achieved.

4.4 
Publishing the Service

In order for web services to be useful, prospective clients of the services, in this case PMS vendors must be able to find information about the service easily. In other distributed systems technologies like CORBA, Naming and Trading services are used, which are basically like a white and yellow pages of services. Web services use what is known as a Universal Discovery, Discovery and Integration (UDDI) server to allow for their discovery. A UDDI can be searched and browser, but instead of just returning an object reference as the CORBA discovery technologies UDDI returns human readable information on the service, and the opportunity to automatically create a client for the service using the Web Service Description Language (WSDL) which often accompanies web service entries in a UDDI server. This section will look at in-depth at the two technologies that make web services discovery and description possible, UDDI and WSDL.

4.4.1
 Web Services Description Language (WSDL)

WSDL at its basic level is an XML schema describing a web service and how a client should communicate with a web service, giving interface and semantic information. A WSDL contains four important pieces of information, which are:

· Interface information

· Information on data types to be used

· Protocol binding information (e.g. HTTP or BEEP)

· Web service location information

The WSDL is comparable to the Interface Definition Language (IDL) in CORBA and like an IDL a WSDL is programming language and platform independent. The main parts of a WSDL include:

· Definitions – the root of a WSDL XML document

· Types – specifies data types that are used when exchanging data with the service. Types are very similar to structs in an IDL or C/C++

· Message – logical definition of the information being transmitted. Needed as WSDL only takes in at most 3 parameters, an input, an output and an exception, causing a huge restriction. Messages allow us to specify logic around the parameters passed in and out (e.g. grouping two same data types that are used for different things in the same service). 

· PortType- abstract definition of the operations supported by service.

· Binding – defines the protocol and data format to be used when using a Port.

· Port – specifies the location of the service

· Service – aggregates a set of port elements, combines all the information in previous elements into one single service offering. Brings all ports into one solid group. Ports within a service cannot communicate with each other

4.4.2 
Universal Discovery, Description and Integration (UDDI)

UDDI is a protocol that operates on top of SOAP, which allows for the client discovery of services. There are three basic roles of UDDI data, they include:

· White Pages – which allow clients to search for different organisation’s services

· Yellow Pages – allowing search by service type, and allows for categorisation of services

· Green Pages – gives technical information about a service.

There are two main functions that can be carried out on a UDDI server. They are, an inquiry and the publication of a service. Both of these actions can be carried out using a graphical interface or using an programming interface. The graphical interface is usually found on the UDDI’s website. Using the programming interface can be done using the UDDI’s proprietary API or, what a lot of UDDI registries are now doing is to be JAXR compliant, allowing the application programmer to learn one way of communicating with the UDDI registry, JAXR.

The main component of UDDI include:

· BusinessEntity – represents the primary information about the business

· PublisherAssertion – used to establish relationships between businessEntities

· BusinessService – services (can be a web service but may not be) offered by a businessEntity

· BindingTemplate – pointer to technical information about a businessService.

· TModel – contains a link to a businessService’s specification usually represented in WSDL

· IdentiferBag – used as a means of identifying either a businessEntity or a publishing party. 

· CategoryBag – allows for businessEntity, businessService and tModel structures to be categorized. This is an extremely important feature allowing for yellow page style discovery. There are four main categorization systems used by UDDI registries they are:

· North American Industry Classification System (NAICS)

· Universal Standard Products and Services Classification (UNSPSC)

· ISO 3166

· Operator specific classification

5. Testing The Solution

Throughout the development of the web services solution testing was carried out. Testing was done through a dummy Java client called test.HealthLinkTest (see appendix A). The dummy client loaded in a user.xml file, which held the entire login in data to be passed to the server. This file was put into a SOAP envelope and a call was invoked sending the SOAP envelope to the service. Whatever was returned from the SOAP envelope was then printed to the console and verified as correct by checking the data contained in the SQL server using the Enterprise Manager tool provided by Microsoft.

5.1 
The Test Plan

To ensure the solution was carried out completely to the HealthLink business requirements, and to eliminate any outstanding defects a test plan was drawn up. The diagram below depicts this test plan:








5.1.1
Unit Testing 

Unit testing was carried out throughout the development of the web services server. Each time a new component was built, it was tested on its own (such as the DAO classes to minimise the possible defects.

5.1.2
Integration Testing

Integration Test also occurred throughout development as each of the above units added to the overall system.

5.1.3
Function Testing

Function testing was carried out at the end of the server development, to ensure the server complied with the business requirements. Function testing was the only testing phase that complied with a formal test plan as outlined in the next section.

5.1.4
Security Testing 

Although some security testing was carried out, this just consisted of testing SSL components (e.g. ensuring that only trusted certificates were authenticated). A lot more security testing is required to ensure the web services server is secure from the other types of attacks such as DoS (Denial of Service) attacks. Substantial penetration testing would also have to be carried out.

It is recommended that an outsourced IT security consultancy company carry out this testing, so that security is of the highest standard.

5.1.5
Performance Testing 

Performance testing is outside the scope of this project, as specialised tools are needed for this, such as Compuware QACentre Performance. Although performance testing has not been carried out, performance and in particular, load testing will be very important to any future this project may have, as this server can be available to all GPs at any time, therefore there is the possibility of a large amount of server queries at one time.

5.1.6
PMS Integration Testing 

This testing looked how well the web services server was integrated with the PMS. This is discussed in detail later in this chapter

5.1.7
Acceptance Testing 

Acceptance testing will be used to see how well GPs accept the system. Trust will be a big issue as the GP community are very susceptible about the use of new unproven technologies.

5.2
Function Testing

The Function testing followed a test plan. The test plan has been outlined below, some of the defects discovered have not being fixed at the time of writing and the fix is labelled as ‘pending’, but it is hoped that all defects will be rectified by the time of the project presentation.

	Test Description
	Result
	Solution 
	Implemented?

	Username and Password Correct – User has just one message to receive.
	Message Received and verified as correct
	N/A
	N/A

	U/N & P/W Correct – User has > 1 message
	DOM error – root element wrong, trying to have 2 root elements
	Add a new root element
	Yes – Retested –PASS

	U/N Incorrect
	SOAP Fault
	Create more meaningful fault
	Pending

	U/N Correct & P/W incorrect
	SOAP Fault
	Create more meaningful fault
	Pending

	U/N Correct & P/W Correct – No Messages.
	NullPointerException
	Build condition for when there is no messages – output message
	Yes – Retested – PASS

	Database Not Running
	SQLException – Connection Leakage
	Timeout connections
	NO

	Server Not Running 
	SSLException
	Create SOAP fault with a meaningful message
	Pending

	SSL with Client Authentication off
	PASSED
	N/A
	N/A

	SSL with Client Authentication off 
	Could not authenticate – certs did not match – server using wrong trust store
	Server pointed to right trust store
	Yes – Retested - PASS


To aid the testing of the HealthLink server, Log4j was turned on to DEBUG mode, which gave more information on what was happening internally in the server. Also the Netbeans debugger was used which allows you to attach a debugger to the server using a JPDA socket was exploited, allowing the manipulation of application variables in real time.

5.3
PMS Integration Testing

Limited PMS integration testing was carried out, using test PMS on a Java and the .NET platform. The web services server integration with the Java test client has being tested and found to be working as expected. 

The integration of the .NET client, encountered many problems as outlined in the previous chapter. Once the client was integrated with the web services server it was discovered that the .NET client was not sending the predicted XML inside its SOAP envelop, but the DOM parser that the web services server uses is robust enough to see through the noise created by the .NET client. 

One important lesson was discovered when integrating the .NET client; this was that complex XML types should not be used as the serialisation of these types can cause problems. Only simple XML types should be transferred.

Conclusions

In the conclusion of this technical report the author will be looking at four key areas. Firstly the conclusion section of the report will be used to look at known problems with the web services solution implementation, this will demonstrate the author’s awareness of the imperfections with the implementation and how these problems could possibly be overcome. This section will then look at where the author sees the future of this project, i.e. will the project be implemented, and if so what work has to be done to get the service ready for the commercial world. As web services were the central theme of my project, the final two sections will look at the current limitations of web services technologies and finally the future of web services will be investigated, how the current limitation might be overcome.

6.1 Known Issues with Solution

This section will outline known problems with the solution, which at time of writing have not being solved. These are problems that must be solved before the commercial implementation of the project.

Connection pooling is very necessary for a HealthLink web services solution, this is due to the database centricity of each service call. Tomcat has a facility to manage connection pools but many problems were incountered when using Tomcat connection pooling with a Microsoft SQL server (as discussed in chapter 3). The author researched this problem, but very little liture was found on using SQL server with Tomcat. In the end, to overcome this problem, I developed my own connection pooling class to manage the database connections. This code for this class can be seen in Appendix A. Connection leaking is possible with this connection manager, a time out for each connection may solve this problem.

More work is required on the .Net/Java Server integration, to make the solution as seamless as possible.

As can be seen from the testing log in chapter 5, there are still some issues concerning exception handling. The server should never fail because of an exception but should just return a SOAP fault to the client. More work must be carried out on the server to make it as robust as possible. 

6.2 Future work related to this Project

This project in essence was a research project, researching the feasibility of a web services solution to the PMS/HealthLink integration problem. In the course of this project I can conclude that the implementation of web services is very feasible and almost certainly the way forward for the HealthLink Project. 

The HealthLink Development Unit are very excited about this area of HealthLink development, after this project they see the main problems in implementing a web services solution is in convincing the various Health Boards and Authority bodies on the security and reliability of service-orientated software solutions.

Security is probably the main area of future work. For example the HealthLink server operates behind a firewall in the Mater Hospital, this firewall would have to be integrated into the solution.

Another problem raised by the HealthLink Development Unit is giving a PMS constant access to a HealthLink web services server, they believe that this could become a ‘trapdoor’ into the currently secure system. Granted that HealthLink will only be secure as its weakest link, and taking it that a PMS is poorly secured and attacked, the PMS attacker, if successful, will have all the records currently on the PMS, he/she will be able to get messages from the HealthLink server from the server, but only the messages linked to the PMS hacked. The attacker will not have access to any other messages and the attacker will not be able to write to the server. I therefore think that this threat is too minute to be feasibily irradicated.

As seen from the integration of the HealthLink web services server with .NET, problems can arise. Integration with client on other platforms will also have to be insured.

Presently the only security protocol being used is SSL/TLS. SSL is only a point-to-point protocol, there may be occasions when an intemediatary node may need access to the SOAP header information, and possibly even change it. This would not be possible with SSL. One possible solution to this would be to use ws-security, using such technologies as XML encryption and XML signatures. XML encyption and XML signatures allow you to sign and encrypt only certain elements in an XML document. This would be ideal for the HealthLink web services, as only the HL7 message could be signed and encrypted allowing the viewing of and manipulation of the SOAP header and other non-confidential data.

In the near future, for every message issued by HealthLink the HealthLink client will have to issue a acknowledgement back to the HealthLink server, in order to continue the downloading of messages. This would just be a minor change on the HealthLink web services server.

As this project was mainly just an investigation, the rest of the message types would have to be integrated into the server. I think this could be done without very much disruption to the current application using inheirtance and polymorphism.

6.3 Limitations of Web Services

Web services for all their glory are in no way perfect, they have many limitations. This section will look at the known limitations of web services.

SOAP as of yet does not address message reliability, as rival technologies such as CORBA or RMI do. Another issue is object activation. In order for a web service query to be successful the web service must be available. The client has no facilities to activate server object as they can in CORBA through the POA (Portable Object Adapter). Much of the documentation on SOAP and web services, describe SOAP over HTTP. This is somewhat limiting, as there can be occasions where HTTP is not appropriate.

Exception handling is somewhat lacking in the area of web services. If a service is not available a client has no choice but to fail the operation using the service. 

Web services are extremely RPC (Remote Procedure Call) like. There is very little scope for variety. The operation signature must, used by the client, be exactly what the server expects. This combined with their unreliability leads the execution of web services only in a once off ad-hoc way. 

Web services are currently not integrated into major applications, mainly due to their unreliability.

6.4 Future of Web Services

Web services are still very much in their infancy. Web services still have a lot of potential. This section will look at this potential and where the author sees the future of web services 

At present there is a push to integrate web services into more complicated software systems. To do this there is a need to represent workflow. The industry has adopted a solution of combining WSDL with BPEL4WS (Business Process Execution Language for Web Services) to allow for the representation of workflow. BPEL4WS is the combination of two previously competing technologies, XLANG (XML business process Language) from Microsoft and WSFL (Web Services Flow Language) from IBM. With BPEL4WS logic and program flow can be defined allowing the combination of two or more web services into one substantial software system. Problems with this solution are that considerable programmer intervention is required, specifying what web service to use. There is also very little scope for error handling and recovery.

The semantic web offers an alternative to the above solution. The semantic web views the world as a globally linked database, where web pages are marked with semantic annotations. The semantic web community draws on AI to build web services based on an initial state and a goal state [Srivastava & Koehler (2003)]. With this approach service capabilities are represented using RDF (Resource Description Format) with DAML-S ontology, which can be used to represent relationships between classes, properties, ranges and documentation expressed in the RDF.  The RDF can be translated to a logic programming language called Golog. Golog is a variant of the Prolog language, which uses situation calculus. Prolog can intelligently pick web services to include in a business process.  As the semantic web uses pre- and post conditions, error handling can be easily incorporated. For example if one service is not available, the combination of two services could do the same job, or it could search for a service with a similar pre- and post-condition, using AI principles. 

Another opportunity for web services is in Component-based Peer-to-Peer archtectures. It is feasible to think of the Internet of tomorrow as a network of components that are put together on demand to build complex software systems.

Today we are only seeing the beginning of web services. Web services represent a move away form the display-orientated web that we have come accustomed. Internet visionaries see our current implementation extremely limiting, it could be so much more.  There is still a lot of work to do, but web services, the semantic web and its ontology technology, with its possibilities, certainly represent the future of the web. 
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Fig 3.1 Travel agency checking the availability on a flight using web services
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Fig3.2 Web services incorporated into a J2EE compliant server
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