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Abstract

There are many approaches to achieve Digital Library (DL) interoperability with regard to resource discovery users, each with its own advantages and disadvantages. In this paper we propose a Lightweight Federated Digital Library (LFDL) system. In the LFDL each DL is registered with a central registration service provider. DL registration, removal, and modification are dynamic, and transparent to end-users. We create a standard metadata specification to describe each DL’s characteristics, capabilities, and interoperability information. To address the performance and reliability issues we provide a local repository architecture to cache search results. 
1. Introduction 

Digital library interoperability is the topic of research in many scientific communities. The challenges to interoperability are: (a) transparency to the user requires a universal interface and a universal mapping mechanism to map each individual digital library to this interface, (b) the integration should be flexible enough to allow individual digital library to add/modify features, and (c) the location of individual digital libraries should be transparent to users. In this paper we will investigate a lightweight approach toward DL interoperability and build a Lightweight Federated Digital Library (LFDL) system. In this approach we observe the user interaction with an information management system (or digital library – DL) and develop a metadata specification of all possible user/DL interactions, including the way a DL presents the results of a query to the user. Each DL is registered with a central registration service provider, or LDAP server. DL registration, removal, and modification are dynamic, easy for management and maintenance, and transparent to end-users. We use a standard metadata format to describe each DL’s characteristics, capabilities, and interoperability information. A universal search interface is presented to end-users and accurate, prompt, customizable search results will be returned to end-users. The interface, syntax, and presentation of results are dynamically constructed depending on the profile of the target DLs. New DLs can be added and existing DLs can change their behavior on the fly. We also focus on the LFDL 's availability, robustness, and performance. We present a local repository architecture and caching and prefetch mechanism to address those issues. 

Section 2 gives a brief introduction to the background of DL interoperability. Section 3 gives an overview of the architecture of LFDL. In Section 4 we present the system design issues and working scenarios to use LDAP for DL registration and management. In Section 5 we concludes our discussion and the issues we have discovered together with directions of future research.

2. Background

DL interoperability can be achieved at three levels: technical, content and organizational [8]. At the technical level, protocol, format, etc. should be consistent so that messages can be exchanged; content agreements cover the data and metadata, and include semantic agreements on the interpretation of messages; the organizational level includes rules for access, for changing collections and services, payment, authentication, etc. Based on the different level of interoperability, the currents approaches can be categorized into three types: federation, harvesting, and gathering. Federation provides the most complete form of interoperability, but requires great efforts from participants. At the other end, gathering requires little from participants, but to provide the same quality of service as federation, extra work needs to be done by the interoperability service provider. Harvesting lies between federation and gathering. 

NCSTRL [2][4] and NCSTRL+ [5,7] are sample projects using the federation approach.  However, the drawback of this approach is obvious: whenever a new DL wants to join this federation, it has to install the standard software package that implements the Dienst protocol; whenever there is software update or other code change, participants have to get the new version and run it again. The problem of forming a federation is the effort required by each organization to implement and keep current with all the agreements. Since the cost of participation is high, federations have small but dedicated memberships. 

The difficulty of creating large federations is the motivation behind recent efforts on harvesting, such as the Open Archives Initiative or OAI [9], to create looser groupings of digital libraries. The underlying concept is that the participants make some small efforts that enable some basic shared services, without specifying a complete set of agreements. A simple interface is defined to transfer metadata from a data provider to a service provider, who will then build higher levels of services. While services that are built by metadata harvesting are less powerful than those by federation, the burden of participating is much less; so more organizations are likely to join the system. However, they still need to conform to certain agreements, and currently there are significant number of autonomous DLs that either are not willing to or not able to adopt outside standards.

If organizations are not prepared to cooperate in any formal manner, interoperability is still possible by gathering openly accessible information. SDLIP [1] is a middleware approach in which a proxy is defined between client and the information source. SDLIP defines the transport protocol, query language, and other interface so that they can communicate. One of the problems with SDLIP is that for each DL, a separate proxy and code is needed. Each time a new DL is added, or a participant changes its behavior, the proxy code for that DL has to be changed and recompiled. Also though there is a universal search interface, users still have to send requests to each DL one by one. 

3. LFDL Architecture

We believe the most effective approach to achieve interoperability among existing heterogeneous digital libraries is gathering. Each of the approaches using the gathering model addressed one or several issues related to DL interoperability, however, they all suffer the same shortcoming: though they alleviate the burden of data providers to join a federated system, they themselves as the system provider, have to take over significant responsibilities. Considerable efforts are required to include a new data source to the system and moreover, whenever there is change among any participant, the same work has to be repeated again. 

The LFDL we propose addresses those limitations. This is a lightweight approach both to data providers and interoperability service providers. To data providers LFDL is totally transparent, existing DL structure or protocol can be kept intact to join LFDL. To service providers, in this case the LFDL system itself, once the system is started, not much is needed to be done to keep it running, no new code needs to be installed to add a new DL, no recompile nor restart is necessary. The only thing needed is to create a metadata description of the behavior of each newly added DL source. Ideally the experts from each DL are the best people to create those specifications, but we build LFDL easy and flexible enough so that after a short period of practicing, people who have a basic understanding of our approach can integrate a new DL into our LFDL system. And once the DL has been added, end users can begin to search against it using a universal interface right away. 
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The key concepts are: DL metadata, registration, local repository, universal interface, and dynamic reconfiguration. We provide an efficient way to describe each DL’s characteristics, capabilities, and interoperability information. In addition to basic DL information, we observe the user interaction with the DL and specify all possible user/DL interactions including the way a DL presents the results of a query to the user. Each DL is registered with a central registration service provider. DL registration, removal, and modification are dynamic, easy for management and maintenance, and transparent to end-users.  A universal search interface is presented to end-users. 

Figure 1. The LFDL architecture

We define the LFDL architecture in terms of three major components shown in Figure 1: search engine for end-users, DL registration for data providers, LFDL management and maintenance for service providers.

Registration: for a new DL or information source to be added to LFDL system, the metadata about that DL has to be registered first. The metadata can be stored in a centralized metadata server, or each individual DL can hold its own metadata. The format of the metadata must follow a standard schema. Either an individual DL expert or an LFDL expert accesses the registration interface to register that DL. In our approach, the inside architecture and implementation of each DL is irrelevant, it is not needed. We have developed a Digital Library Definition Language (DLDL) in XML to specify the externally observable behavior of a DL. For each DL a XML description is used to define the metadata of that DL and how it presents the results to the user. The XML specification is divided into three sections: the information that the digital library contains; the access methods of the digital library; the information to be retrieved from the digital library. The detailed information about this can be found in [6]. The registration service takes the user input and validates the metadata using the Validator and then saves the metadata information in the Registration Server. Physically the Registration Server and the Metadata Server can reside on the same machine. Whenever a new DL joins, a Dynamic Library Proxy or DLP will be created on the fly. A DLP will work as a mediator between service requester and the ultimate DL resource. Search requests will be sent to the DLP and search results from individual DL will be returned to the DLP.

Search Engine: to end-users, the LFDL is a search engine to a digital library that contains all the registered individual DLs. Using a universal search interface, users can send search requests simultaneously to all participating digital libraries. The search results will be returned to the user as if they are from the same source. Inside the LFDL, the Search Engine will take user inputs and check with the Rule Engine to transform the input to native search requests and then send them to the DLP. The Result Processing Engine will process the search results received from the DLP based on the Rules Engine, and then return to end-users a unified set of hits as if they are from a single source.

LFDL system management and maintenance: A Web interface enables the removal/addition of a DL from/to the system, and DL information can be verified. Managers can also use the interface to keep track of each DL’s availability, average response time, visit times, most often used queries, and other useful information.
Our approach to provide universal access to heterogeneous information sources is at a relative high level, i.e., a common data model to map high-level query terms. One of the biggest issues of this high level integration is the sacrifice of performance: there is no guarantee of the query response time. When a search is against several individual DLs, the response time is always equals to the response time of slowest DL. For an online application such as a DL, where response time is critical, such a slow system is unacceptable. We propose a Local Repository system, which holds recent search results in local storage. If users choose to use synchronous search, the search request will be simultaneously sent to each DL and the results from that DL will be returned to users. On the other hand, if users want to see prompt responses, they can use asynchronous search: the local repository will be checked first to see if the query has already been kept locally. If so, the results will be returned to users instantly, only when results could not be found locally then the request will be actually forwarded to remote DLs. Secondly, instead of unifying the search returns, we choose to display returned hits as soon as they come. 
4 LFDL Design & Implementation

4. 1 Rapid Prototype System

In a rapid prototype implementation Maly [6] of our approach we made it a Java application running on a Lotus Notes 4.6 server. Three XML specification documents, specifying the three initial libraries (ACM, IEEE, NCSTRL+) are stored in the web server’s file system. This prototype showed that ours is an approach that can potentially achieve DL interoperability. However, more was needed to do to prove the concept indeed feasible.

Flexibility: in the prototype there is no DL registration and management mechanism. DL specifications are stored in the local disk of web server. This is not flexible and restricts the usage of federated DLs. Hence, the need for dynamically DL registration and deregistration; both search interface and search engine should reflect this dynamic mechanism.

Efficiency: search response time is always the worst case, that is, the result page is only returned to the user after the search engine obtains results from all the DLs selected. So if a user uses the universal search interface to search on two DLs, with an average response time of 1 second and 10 seconds, the use has to wait for 10 seconds to get the result page, even though DL 1 has finished the search within a second. 
4. 2 LFDL Operational Design

In Figure 2 we illustrate how the LFDL system is to be operated.


[image: image3.wmf]Local

Repository

DL

DL

DL

Registration

service

Management

Service

Search Engine

Result Process

Engine

Rules

Engine

Registration Server

Metadata Server

Search

Inteface

Registration

Inteface

Management

Inteface

Dynamic

Library Proxy

Dynamic

Library Proxy

Dynamic

Library Proxy

Validator

LFDL Core


Figure 2. LFDL System

Registration Process: The registry service is where a digital library can register itself and join the federation.  We implement the registry service based on the LDAP directory and naming service. The registration process allows a digital library to become part of a federated digital library by registering its description in DLDL to the registration server. In Figure 2 we illustrate the registration of NEEDS into the LFDL using the numbers 1-4:

1. The user sends a registration request to a registration agent running on a web server. The request consists of the Digital Library name and its DLDL description.

2. The registration agent calls the Validator to validate the DLDL description. 

3. The registration agent registers the DL name and its metadata with the registration server.

4. A registration acknowledgement message is sent to the user.

Accessing Digital Libraries:  There are four major steps in accessing the LFDL shown in Figure 2 as letters a-d:

a. The user connects to the Federated Digital Library and makes a query. The LFDL can reside on a server by itself or it can be incorporated together with one of the participating digital libraries. 

b. Once the user is connected, the LFDL will use information provided to do the search. 

c. The LFDL will contact the registration server and retrieve the list of registered DLs and subsequently access the XML specification of different DLs. The LFDL will then contact the selected libraries using the access methods provided in the XML and retrieve the appropriate information.

d. The information is then merged and sent to the user. 

DL Management and LFDL Maintenance: The registration interface shown in Figure 2 enables DLs to be registered or removed with the registration server; DL information can be verified, and when a DL manager changes the DL specification, it is updated in the LFDL using the registration web interface. LFDL system managers can also use the maintenance service to monitor the system, e.g., they can keep track of each DL’s availability, average response time, and other useful information. 

4.3 LFDL System Components

The LFDL system is a Java based application and has 4 main components:

LDAP server: We are using the Netscape Directory Server 4.0 as LDAPv3 server which holds the DL name and metadata information.

Web server: This is the common middle tier or interface between the client and the backend services. The request for registering a DL, or the query for a DL, are all sent to the web server from the client’s browser machine. The web server will then forward the request to appropriate service providers, and send the results to the browser.
LFDL manager: The LFDL manager handles DL registration, validation, update and removal. It also takes care of the maintenance of the whole LFDL system to make sure it is running correctly, robustly and efficiently. It includes the LDAP client, an XML parser, and a manager agent. 

· LDAP client: The LDAP client is responsible for connecting to the LDAP server and retrieving the DL naming and specification information. 

· XML parser: Once we get the XML specification location information from the LDAP server, the XML document can be retrieved from the remote server and then parsed so that we can get the metadata about a DL. In our LFDL system we are using the Sun XML Parser.

· Manager agent: After receiving a DL registration request from the web server, the manager agent will validate the request using the XML parser and then write the DL registration information to the LDAP server using the LDAP client. It then contacts the web server to refresh the universal search interface to reflect the newly added DL. 

Search engine: When a user sends a request to query DLs using the universal search interface, the web server will forward the request to the search engine, which will query each individual DL based on its metadata, and then return the result to the web server. There are two main parts of the search engine: the retrieval agent, and the result processing and presentation agent. 

· Retrieval agent: It is responsible for connecting to each DL selected and to conduct the search. The search result will be returned to the result processing and presentation agent.

· Result Processing and Presentation agent: This module uses the information returned by the retrieval agent and combines and presents the results in a suitable form to the user. 

4.4 Performance Enhancement

We are using a cache mechanism to build a local repository, which makes the system more robust and efficient. We save the query string and the query results in cache, so that when there is a new search request with the same query, the cache is read first, without visiting the remote DL.

Algorithm Whenever there is a query request, the search engine will check the local cache, instead of sending the request to the remote DL. Only when there is a cache miss, will the remote DL be contacted and then the result will be stored in local cache. The detailed caching algorithm is illustrated in Figure 3. In the following scenario, we assume that the user wants to search for the keyword “XML” against the IEEE and ACM digital libraries.

1. User sends the search request to the LFDL web server.

2. The search engine on the web server checks against the cache.

3. For IEEE, the cache finds an entry with the same query string; for ACM, the cache misses.

4. The web server returns the result page: for IEEE the search results, for ACM just saying “still fetching data from remote DL”.

5. An entry is added to a cache-miss list: “XML” for ACM

6. A search agent reads in each entry of the cache-miss list.

7. The search agent will send the request for “XML” to the ACM digital library and then receive the search result.

8. The cache will be updated with the new result. The entry will be deleted from cache-miss list. 

In the meantime the web browser will keep on sending the request for “XML” against ACM automatically, until the cache hits or times out.
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Figure 3. Caching infrastructure to improve performance

Consistency One of the problems of this asynchronous approach is cache inconsistency, i.e., an individual DL has updated its records but our LFDL cache still stores the old record. From observation, we have seen that the update frequency of a DL is not high, typically once in several days. Secondly, there is entry limit of the cache. We can tune the cache size such that the old cache entries will be replaced periodically at a rate commensurate with the user population, update frequency and query distribution.  Thirdly, we can schedule a crawler agent running periodically against individual DLs and re-fetch cache entries. At this point we only rely on cache size tuning.  

5 Future Works

At this stage we are in the process of evaluating the LFDL system. We are concentrating on two aspects of the LFDL system: performance and quality of service. Caching plays a vital role in our approach. Though we have not completed our evaluation yet, studies in other fields have demonstrated that caching is an applicable approach in building efficient information retrieval system. Markatos [3] reports on caching search engine results and shows that there exists a significant amount of locality in the queries submitted to popular web search engines: 20-30% of the queries have been previously submitted. Based on his simulation a medium-sized cache is enough to hold the results of most of the repeatedly submitted queries: a 300MB cache can achieve a hit rate of around 20%. We will evaluate LFDL system so that we cannot only improve cache hit rate but also service quality. The latter refers to the improvement of recall and precision in the face of multiple, different meanings of search terms such as subject mappings (e.g., ‘network’ may mean totally different things in computer science than in a biology DL).

The interoperable digital library described in this paper has been working efficiently and reliably. We believe that the architecture and the use of XML, LDAP and using cache is a practicable approach to obtain DL interoperability. However, to make the current system more versatile and robust, and to achieve the best performance, we will explore:

Mapping: We use a XML specified mapping that maps a DL to our universal interface. We are working on how to define the DTD to describe complex DLs completely. 

Cooperation: Currently for each DL we create the XML specification just by analyzing the exterior observable behavior of each DL without the explicit cooperation of the DL. The problem is that if the structure or query mechanism of that DL changes, the LFDL does not find out until some problems are caught. Ideally the experts from each DL should be the writer and maintainer of their DL XML specification which implies some cooperation with participating DLs. 

Implementation: The LFDL should discover the DL structure changes automatically, without restarting the search engine or manually running a program. A component-based system architecture using JavaBeans is a candidate solution. It would make the system more extensible and other services such as a security service can be easily added. 

Cache: There are millions of records in each individual DL and the search patterns of users are so diverse that it will make our current caching mechanism almost infeasible or unrealizable.  We either change our basic approach or we plan on using extremely powerful machines that can hold enough cache. We want to explore the concept of an ‘Intelligent Cache’ to address this problem. Currently, only where there is an exact match of the queries there is cache hit. By using an intelligent cache, a cache hit does not necessarily mean that there is an exact match. For example, user A may search for keyword “ATM protocol” under subject category “Network Protocols” and then the cache may save the results. When a user B searches for “ATM” under the subject division “Computer Networks”, the results in cache from A’s search should be a hit. 
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