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Summary

The goal of this document is to summarise the components initially deployed in LCG-1 (July 2003). This is neither intended to be neither a user guide nor a system administration guide but a sort of inventory of the present status.

The document does not intend to be highly technical nor to suggest specific deployment requirements.

This document will be circulated for further discussions within EDG, LCG, and the HEP Experiments.
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1 
 Introduction

LCG is deploying for its first LCG-1 Prototype Service in July 2003 the middleware provided by EDG release 2.0 software based on RedHat 7.3, the gcc compiler versions 2.95.2 and 3.2 and VDT 1.1.8 Globus and Condor distribution.

The goal of this document is to provide a lightweight description of the LCG-1 Prototype Service summarizing the existing middleware components and functionalities.
2 Basic Services

2.1 Software Components

The operating system for the computing elements is Linux Red Hat 7.3, mainly running on IA32 computers.

The LCG-1 Middleware layer uses components from EDT 1.1 (DataTag), EDG 2.0 (DataGrid) and VDT 1.1.8 (Virtual Data Toolkit). In the following we list the components from these packages/suites, which are actually used in LCG-1:

· EDG 2.0

· EDG-WMS Workload Management System

· Data Management System

· EDG-RM (Replica Manager)

· Including the EDG-ROS (Replica Optimisation Service)

· EDG-RLS (Replica Location Service) 

· Including the EDG-RMC (Replica Metadata Catalog) and the EDG-LRC (Local Replica Catalog)

· Fabric Management

· EDG WP4 tools/procedures (LCFG, LCFG-Lite or manual procedures)

· LCAS/LCMAPS (Local Centre Auth. System and Local Mapping)

· Virtual Organization Management

· EDG infrastructure and procedures

· Information service

· Information index BDII

· EDT 1.1 (?; global tag) ??
· Monitoring system

· Grid-ICE [R8]
· Glue Schema LCG-EDT 1.2 [R7],[R11],[R12]
· VDT 1.1.8

· Core components:

· Globus 2.2.4 [R3]
· Condor 6.4.7 [R5]
· Condor-G

· ClassAds

· Information Service

· Globus MDS

· GRIS (Grid Resources Information Service)

· GIIS (Grid Index Information Service)
2.2 Services

In what follows we give a brief description of the basic Grid services available at the LCG-1 start up. In first approximation, the high level services (Data Management, Workload Management, etc…) are provided by EDG 2.0. The notable exceptions are the monitoring system, which comes from EDT 1.1, and part of the information service, which is provided by VDT 1.1.8. From a toolkit point of view, the building blocks of the system are coming from Globus and Condor (packaged withing VDT 1.1.8).

2.2.1 Virtual organization and authorization services

Each virtual organization has a centralized service consisting of a database (accessed using LDAP) which contains the certificate subjects of all its members. This database is used to build the list of the users to be authorized to use a certain grid resource and to properly map them to local users. Figure 1 shows how the mkgridmap procedure is used to generate local grid-mapfiles [REF} starting from the VO database.
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Figure 1. grid-mapfile generation starting from the VO LDAP Server Database
Local dedicated generic accounts can be enabled using the local grid-mapfile as done up until now in EDG [R9] via the EDG WP4 LCAS/LCMAPS mechanism. In 
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Figure 2
 we show the EDG WP4 components for GSI Certificate to local account mapping. Through these components, when a request arrives for a job to run on a given computing resource, than the user proxy presented is checked. The LCAS is then invoked to verify if the request can be accepted based on the local policy. LCMAPS, the local credential mapping service is then invoked to find out which pool of local accounts the subject of the user certificate is mapped to in the local grid-mapfile. Finally the user is mapped to one of the local accounts part of the pool. 
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Figure 2. LCAS/LCMAPS GSI to local account mapping

2.2.2 Resource management

The resource management is the EDG-WMS. The EDG Resource Broker gets the Grid status information from one (or more) BDII (EDG Information Index) sitting at the same site where the Resource Broker itself is located.

The spefication language is JDL (Job Description Language from EDG 2.0.

The Workload Manager (WM) is the core component of the Workload Management System. Given a valid request, it takes the appropriate actions to satisfy it. 

The Resource Broker (RB) or Matchmaker is one of the classes offering support to the Workload Manager. It provides a matchmaking service: given a JDL expression (e.g. for a job submission), it finds the resources that best match the request. It interacts with the Information Service and with the data management services. 

The Job Adapter (JA) is responsible for making the final “touches” to the JDL expression for a job, before it is passed to CondorG for the actual submission. So, besides preparing the CondorG submission file, this module is also responsible for creating the wrapper script, and for creating the appropriate execution environment in the CE worker node (this includes the transfer of the input and of the output sandboxes).

CondorG is the module responsible for performing the actual job management operations (job submission, job removal, etc.), issued on request of the Workload Manager.

The Log Monitor (LM) is responsible for “watching” the CondorG log file, intercepting interesting events concerning active jobs, that is events affecting the job state machine (e.g. job done, job cancelled, etc.), and therefore triggering appropriate actions.

For what concerns the Logging and Bookkeeping (LB) service, it stores logging and bookkeeping information concerning events generated by the various components of the WMS. Using this information, the LB service keeps a state machine view of each job.The jobs submitted by a client are sent by the Job Submission Service to a computing element, which is the entry point to a set of computing resources (a computing farm). The gatekeeper mutually authenticates with the Resource Broker, maps the user to a local user and creates a job manager, which starts the job and monitors its status using the appropriate calls to the local batch system. The Logging and Bookkeeping components are responsible of keeping track of the status of all the jobs and of the events triggered by the Work Load Management System.

2.2.3 Information Services

The Information Index (BDII) collects information from all the sites by actively querying the GIIS. The GIIS are organised in a hierarchy; the site information is collected via the GRIS to a local GIIS (see Figure 3).
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Figure 3 Information System Structure

The information system is based on the Globus Monitoring and Discovery Service (MDS), which uses LDAP to query the information. Each resource is equipped with a Grid Resource Information Service (GRIS) which can be queried for information regarding the configuration, capabilities, and status of the resource, generated by appropriate sensors. The Grid Index Information Service (GIIS) collects the information published by many resources (or by other GIIS) and provides a global view that can be used to select resources with certain properties. There is a GIIS at each site, with the information about all the resources at that site. The information is published following the GLUE schema, with some extensions needed by the monitoring system [R12].

One or more TOP GIIS can be installed to collect all information made available by the various site GIISes. The BDII is the highset level data collector and which stores the information made available by the hierarchy of GIISes. In Figure 3 we show a possible hierarchy of GRISes and GIISes.

A Grid monitoring tool, Grid-ICE [R8], collects and filters all the information in the MDS by directly querying the GRIS of each resource, while the GIIS are used only to discover the existing resources. 
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Figure 4. Job Submission and Execution with Condor-G [R5]

2.2.4 Data management

Data management includes data transfer tools and file catalogues. The data transfer can be performed using the GridFTP protocol, based on FTP which is optimized for high bandwidth transfers across WAN and supports GSI security. An API and a CLI is available for a client to access a remote file or to transfer it to or from a storage or computing resource running a GridFTP server [R6].

The EDG Replica Management Service (EDG-RMS) uses the GridFTP protocol and provide a high level interface for Data Management and Replication. The EDG Replica Location Service is used by the EDG-RMS to store location and metadata information.

The file catalogue service is provided by the Replica Location Service (EDG-RLS), which mantains and provides access to the information about the physical location of the file replicas and their attributes. 

A component called Local Replica Catalogue (EDG-LRC) contains the mapping between globally unique identifiers (GUId) and Storage File Names (SFN) and a certain number of attributes (e.g. size, owner, etc.). Internally, the data is stored in a relational database (mySQL or Oracle 9i). At present, there is only one centralized LRC for each virtual organization. The EDG Replica Metadata Catalog (EDG-RMC) allows instead the user to attach alias names to a file and contails higher level metadata attributes about the aliases assigned.

The user applications interact with the RLS directly, with a CLI, or indirectly, through POOL.

In LCG-1, POOL foresees the usage of different catalog to satify different use cases; some (production) use cases as the simulation of the data sets for DC04 can be satified by running against catalog fragments described as separate XML files. In the  full enviroment, POOL will use the EDG catalog [R10].

3 Architectural considerations

The suggested scheme has two strong points. 

· The toolkit functionalities are coming mainly from only two components (Globus and Condor), which have a long history of mutual integration.

· The main services are coming either from a consistent framework (EDG) or can guarantee some degree of modularity due to the underling common services (the best example is the Information Service).

A true modularity is (especially in the case of young technologies) a difficult goal to be met; the low number of components drastically cut down the combinatorial complications. It should be noted that pervasive operations like the authorization system are based on a standard technology (Globus GSI).

As a matter of fact, due to inconsistencies, immaturity/unavailability of some foreseen components, diversity among different sites in LCG-1, etc… the deployed structure suffer from a number of ad hoc solution which should be addressed as soon as possible to avoid the system to collapse during its deployment phase (under the pressure of large data challenge, because the increasing number of sites, etc…).
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Figure 5. Technology Interactions (obsolete)
4 Main use cases

Here the following basic use cases are outlined:

1. Job submitted by a common user on a given site to read

2. A set of jobs (like in big simulation production) is scheduled to run and distributed across different sites.

3. A new data set is added.

5 Application software

5.1 POOL

POOL is the LCG persistency framework, which gives to the experiments a unique interface to many possible implementations of data access. Its main components are the file catalog, which keeps a record of the files and their properties (including the mapping between logical file names and GUId’s), and the storage service, which resolves object references to files and takes care of reading and writing objects to files.

The file catalog has three implementations so far: an XML-based, a mySQL-based, and an EDG-RLS-based: the last one is the natural candidate to allow POOL to be interfaced with the Grid.

The storage service supports all the protocols supported by ROOT, that is POSIX open calls, RFIO, HTTP, rootd, CASTOR, DCache and AliEn Grid; it is in principle easy to add support for other protocols.

A basic production scenario for POOL consists in running the applications in a non-grid environment, registering the files produced in local, XML catalogs (catalog fragments). At the end, the files can be placed in the Grid and the catalog fragments information published in the central RLS-based catalog. On the other hand, a user who wants to run an analysis program on a set of data can extract a catalog fragment from the central Grid catalog and copy locally the files.

5.2 SEAL

The common core libraries and services (SEAL) project provides the basic infrastructure for the other LCG applications area projects, in common for all the LHC experiments.

The SEAL should provide a common interface to the grid services to be used by the other LCG application area projects and as independent as possible from the middleware implementation. This interface will not be implemented by the July release of LCG-1. Nevertheless, SEAL software will be used from the beginning because some SEAL components are used by POOL.
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