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Introduction

A compelling facet of the grid is connecting a variety of special-purpose instruments in ways that were once unimaginable. When fully realized, the grid will enable these individual instruments to be connected and composed into new unique "meta" instruments with the ease and expressiveness comparable to the "pipe" construct found on UNIX systems. Telescopes at remote observatories, electron microscopes, satellites orbiting the earth, large repositories of on-line information and computational resources are all examples of instruments from the palette that grid applications will use to construct new meta instruments.

Although many types of computational resources will be present on the grid, we believe that most prevalent one will be clusters built from standard high-volume components, as their price/performance is unequaled. We have spent the last two years focused making clusters easy to install and maintain. Our cluster-aware distribution, NPACI Rocks, is built upon Red Hat's Linux distribution, incorporates de-facto standard cluster software and includes NPACI-developed software used to easily deploy high-performance computational clusters, or as we call them, HPC appliances. Version 2.2.1 of the toolkit is available for download and installation. Over 100 Rocks clusters (that we know of) have been built by non-cluster experts at multiple institutions (residing in various countries) providing a peak aggregate of 2 TFLOPS of clustered computing.

Building HPC Cluster Appliances

The primary design goal of NPACI Rocks was to “make clusters easy”.  By this we mean to enable non-cluster experts (such as application scientists) to build and maintain their own resources.   The advantage of this approach is a cluster can be designed, in terms of both hardware and software, specifically to meet the demands of a small set of applications. This approach is dramatically different from the design of traditional general-purpose mainframe style supercomputers where compromises in hardware and software must be made to perform well on a large set of applications with competing system requirements. 

Although clusters are less expensive than traditional mainframes, often the cost saving in hardware is lost in the manpower required to manage a loosely coupled machine.  To avoid this pitfall a well thought out, scalable, and automated cluster management strategy is required.  The major tenant of Rocks is that compute nodes in a cluster are disposable.  The compute nodes of a cluster are nothing more than containers for an application run, and not general-purpose desktop machines with email and other personal files and applications.  By treating compute nodes as disposable and using a rapid, and fully automated, installation as the primary method of insuring consistent system state, many of the day to day administration burdens of managing general-purpose machines vanish.  Although the idea of re-installing a cluster node to repair its software state may seem heavy handed, consider that only the operating system state is rewritten (user disk partitions are preserved), and the operation takes 10 to 15 minutes of wall clock time (and can be run in parallel in multiple cluster nodes).

Because NPACI Rocks uses system installation, and re-installation to automate much of the cluster system administration the focus of development has been on addressing the manageability issues involved with system installation of a cluster. 

Software Packages vs. Software Configuration

Early approaches to building clusters used disk cloning to replicate system state from a single hand configured system onto multiple clustered machines.  Although advancements have been made with this approach (see Related Work) the fundamental deficiency of this path is the lack of differentiation between the software installed on a system and the configuration of the software.  Advancements in software packaging from SUN (with Solaris Packages and Jumpstart) and Red Hat Linux (with RPMs and Kickstart) now allow cluster builders to logically separate the general packaging of software from the cluster node specific configuration of software packages.   The following sections describe how Rocks manages these two independent components.

Rocks-dist

[image: image1.png]is86  iab4

OO




The initial deployment of a Rocks cluster is performed using Red Hat's Kickstart installation program.  However, since a Red Hat distribution is only a collection of RPMs, anyone can create a new distribution that can be installed with Kickstart.  This is the foundation of the Rocks distribution: We start with a stock Red Hat release, apply Red Hat's updates and add a small number of RPMs. The new distribution is supported by Kickstart and remains true to the original structure of a Red Hat distribution, only the list of software packages has been expanded.
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To integrate our software with Red Hat's stock and updated packages, we created a program called rocks-dist.  Rocks-dist gathers software components from the following sources and constructs a single new distribution: 

Red Hat software - The stock distribution and updated RPMs replicated onto a local mirror.  Rocks-dist resolves version numbers of RPMs and only includes the most recent software.  This behavior alone allows us to produce an always up-to-date Red Hat distribution that frees the user from having to update software after an initial installation.  This alone is extremely valuable due to the nearly 3 updates a week issued by Red Hat for their distribution.

Third party software - Any desired software not included in Red Hat. 

Local software - All RPMs built on site.  For Rocks, this means all Rocks packages and Kickstart profiles for compute nodes and frontend nodes.  This also includes our eKV enhancement to Kickstart to provide status and interactive control over the network during the Kickstart process.

The resulting Rocks distribution looks just like a Red Hat distribution, only with more software.  A consequence of this is repeat-ability - a Rocks distribution can be run through the identical process to produce an enhanced Rocks distribution.  This allows a user, such as a university campus, to add local software packages to Rocks, and have all departments build clusters based off the campus' distribution.  This object-oriented approach is illustrated in Figure 1.   We plan to use this model to allow others to adopt and extend our software while preventing our development effort from forking into multiple, and separate, versions of Rocks based software.
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Red Hat has written a sophisticated, and customizable script which automates package installation from Red Hat distributions called Kickstart.  While a Kickstart file is a text-based description of all the software packages and software configuration to be deployed on a node, it is static and monolithic.  At best, this requires separate Kickstart files for each host type.  At worst, this requires a separate file for each host.  Rocks builds onto Kickstart to add modularity of configuration while still leveraging Kickstart as a de-facto standard for installing software and performing the system probing required to install and configure the correct device drivers on a per machine basis.  Rocks decomposes a Kickstart file into modules which specify the configuration of exactly one software component.

Once the functionality of a system is broken into small single-purpose modules, a framework describing the inheritance model is used to derive the full functionality of complete systems, each of which shares common base configuration.  Figure 2 is a representation of such a framework which describes the configuration of appliances in a Rocks cluster.  The framework is a directed graph – each vertex represents the configuration for a specific service (software package(s), service configuration, local machine configuration, etc.)  Relationships between services are represented with edges.  At the top of the graph there are four vertexes which indicate the configuration of a laptop, desktop, frontend, and compute cluster appliance. The full description an appliance is built by traversing the graph, starting with the appliance, thereby inheriting all the functionality which is shared across other appliances.

The framework is composed of a single graph file and nearly a hundred configuration modules.  The graph file specifies the framework hierarchy, and the configuration modules (also called "nodes") each specify a distinct piece of system configuration.

Graphs

The traditional object-oriented model of inheritance requires objects to specify their ancestor.  In C++ this is explicitly done in the class declaration of an object.  However, one of the most difficult problems in object-oriented design is the specification of the inheritance model for all the objects.  This is a difficult problem for even small class libraries.  In the case of Kickstart nodes, we have nearly one hundred unique nodes in our framework.  As cluster users invent new ideas for cluster appliance types, a fixed framework of these nodes becomes a problem.  If the relationship between two nodes in the configuration graph is incorrect for a new appliance type, the power of an object-oriented framework is lost.

To solve the problem of finding the correct class hierarchy, we avoid it altogether.  Individual nodes do not specify their ancestor nodes. Rather the inheritance model is specified out-of-band in a separate XML graph file.  This allows for a default framework which works for the appliances we need while allowing our users to invent their own frameworks.  Our goal has been to provide the structure to effectively build computational clusters in the style we currently recommend, while keeping the door wide open for radically different clustering (or non-clustering) configuration ideas.  Along these lines, we have designed a system which invites experimentation while still providing a simple and complete default HPC cluster configuration.

Figure 3 shows a small section of the graph from Figure 2.  In this example, the desktop and laptop appliance types both inherit from a standalone, yet a singular difference of laptop inheriting from pcmcia insures support for the PCMCIA bus which desktops do not have. 

In addition to simple inheritance, the graph supports conditional inheritance based on a machine's system architecture.  When a Kickstart file is built for a machine, the CPU architecture is specified.  By annotating the edges of the graph with an arch attribute, a single framework supports the configuration of cluster appliance types for multiple architectures.  Figure 4 shows how the base node in the graph inherits either lilo or elilo depending on whether the target machine is an x86 or Itanium.  This feature of the graph embraces, rather than rejects, heterogeneous architectures thereby allowing the system architect to work at the appropriate level of abstraction. By exploiting this feature, a single core set of software has been used to support x86 and IA64 releases of Rocks.

Nodes


Each node in the graphs represented in the above figures corresponds to a single XML file.  In which the tags correspond directly to Red Hat Kickstart keywords. An XML representation is used to provide a simple and standard grammar for the file.

Figure 5 shows the XML file for an ssh node in the graph.  This node has a single purpose - to describe the packages and configuration associated with the installation of the ssh service and client on a machine. The package and post XML tags map directly to Kickstart keywords.  The ssh node also makes use of an XML entity as a simple macro to set the “ssh” prefix to “openssh” (as opposed to “ssh”, which Red Hat supported prior to their 7.1 release).

Although simple macros are quite powerful, we needed a method of isolating site and individual cluster host state from the generic configuration description.  The configuration can be thought of as the program which is used to configure a set of software.  This program has state, which represents a single instantiation of a cluster appliance.  Our approach is to store this state in an SQL database and allow the XML configuration code to reference these variables when node and site specific state is required.

Related Work

In addition to Rocks, several other groups have released cluster aware distributions.  The following is an incomplete list of some of the higher profile clustering groups providing alternative solutions.   Although we contrast each effort to Rocks, we encourage the reader to investigate and deploy software from all of the below groups.

SCore

The Real World Computing Partnership [1, 2] was a research group started in 1992, and based in Tokyo.  RWCP addressed a wide range of issues in clustering from low-level, high-performance communication to manageability.  Their SCore software provides semi-automated node integration using Red Hat's interactive installation tool, and a job launcher.  Recently the PC Cluster Consortium has assumed responsibility for software distribution and maintenance of SCore.
Scalable Cluster Environment

The SCE project [3] is a clustering effort being developed at Kasetsart University in Thailand. SCE is a software suite that includes tools to install compute node software, manage and monitor compute nodes, and a batch scheduler to address the difficulties in deploying and maintaining clusters. The user is responsible for installing the frontend with Red Hat Linux on their own, then SCE functionality is added to the frontend via a slick-looking GUI. Installing and maintaining compute nodes is managed with a single-system image approach by network booting (a.k.a., diskless client). System information is gathered and visualized with impressive web and VRML tools.   Since early in 2002 the SCE and NPACI Rocks development groups have collaborated to leverage the strengths of both groups to provide a more complete clustering solution.   The first version of SCE to install on top of Rocks has already been released and is hosted by both group’s web servers.

LCFG

Anderson and Scobie [7] have designed a system around the observations that node configurations change often, that configuration information needs to be stored independently of the host systems and that handling automated installation and configuration for heterogeneous clients (from large servers to laptops) in an evolving environment using a single method is desirable.

Both LCFG and our method use a collection of source files, with each source file dedicated to configuring exactly one service - to generate a tailored configuration file for a host.  Both rely on a central database to assist in the application of node-specific information to the resulting configuration file.  Both also have a notion of inheritance to leverage source file reuse for similar machine types.

While Rocks leverages much of the work performed by Red Hat Kickstart, LCFG has its own proprietary configuration language for their source files.  LCFG also uses its own boot environment to configure the machine (e.g., to detect the hardware, partition the disk, install RPMs).   LCFG is currently investigating automating the deployment of Grids using their programmable system configuration.

Open Cluster Group

The Open Cluster Group has released of their OSCAR [4] toolkit.  OSCAR is a collection of common clustering software tools in the form of tar files that are installed on top of a Linux distribution on the frontend machine.  When integrating compute nodes and combination of IBM's Linux Utility for cluster Install (LUI) and SystemImager [5] (from VA Linux) are used to provide scriptable and image based installations.  OSCAR requires a deep understanding of cluster architectures and systems, relies upon a 3rd-party installation program (as opposed to Red Hat’s Kickstart), and has fewer supported cluster-specific software packages than Rocks.

Scyld Beowulf

Scyld Computing Corporation's product, Scyld Beowulf [6], is a clustering operating system which presents a single system image (SSI) to users through the Bproc mechanism by modifying the following: the Linux kernel, the GNU C library, and some user-level utilities. Rocks is not an SSI system.  On Scyld clusters, configuration is pushed to compute nodes by a Scyld-developed program run on the frontend node.  Scyld provides a good installation program, but has limited support for heterogeneous nodes.  Because of the deep changes made to the kernel by Scyld, many of the bug and security fixes must be integrated and tested by them.  These fundamental changes require Scyld to take on many (but not all) of the duties of distribution provider.

Conclusions

Description-based software deployment has been a dramatic leap forward over past bit-level and filesystem-level cloning.  Description-based installation provides the appropriate level of abstraction to support hardware heterogeneity and makes the explicit distinction between two orthogonal concepts -- software component names and software component versions and configuration.

Although Red Hat Kickstart provides these benefits, it shares a key problem of traditional system cloning in that it does not provide the necessary programmability to avoid code replication, which is often a pitfall of software engineering efforts.  By applying standard software engineering concepts in the form of a simplified object-oriented framework, we have added programmability to Kickstart to build multiple variants of cluster appliances on heterogeneous architectures without replicating common appliance configurations.

We have used this technology to create an HPC Linux cluster distribution which is based on Red Hat’s de-facto standard software tools.  The NPACI Rocks distribution is fully open source and under active development with support for x86 (Pentium, AMD) and IA64 (Itanium) clusters.  For more information visit our web site at http://rocks.npaci.edu/. 
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Figure � SEQ Figure \* ARABIC �4� - Conditional Inheritance





<?xml version="1.0" standalone="no"?>


<!DOCTYPE kickstart SYSTEM "dtds/node.dtd" 


[<!ENTITY ssh "openssh">]>


<kickstart>





  <package>&ssh;</package>


  <package>&ssh;-clients</package>


  <package>&ssh;-server</package>


  <package>&ssh;-askpass</package>





  <!-- Required for X11 Forwarding -->


  <package>XFree86</package>


  <package>XFree86-libs</package>





<post>


<!-- default client setup -->


cat &gt; /etc/ssh/ssh_config &lt;&lt; 'EOF' 


Host *


        CheckHostIP             no


        ForwardX11              yes


        ForwardAgent            yes


        StrictHostKeyChecking   no


        UsePrivilegedPort       no


        FallBackToRsh           no


        Protocol                1,2


EOF


</post>





</kickstart> 





Figure � SEQ Figure \* ARABIC �2� - Kickstart Graph
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� A more detailed version of this article will appear in the IEEE 2002 Cluster Proceedings as “Leveraging Standard Core Technologies to Programmatically Build Linux Cluster Appliances”





