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Abstract 

The evolution of information technologies influences database industry and researchers are the main source to the growth of the database systems. This paper explores what the researchers have done and further find out the trend of change of the technologies and user demand. With these findings, we can forces what needs more effort and even what will be the next research topics in the future, by observing on the database research trends via publication statistics. The focus of this paper is on the publication statistics of two major conferences, VLDB and SIGMOD, and the statistics mainly includes the main topics of database research papers from year 1997 to year 2006. And also this paper investigates on some significant topics, including theory as well as database architecture, data model (especially for semi-structure data model, e.g., XML), query processing, new application domains (e.g., data warehousing and such as data mining), and emerging issues such as security and privacy. With the help of this study, we are going to conclude the future of research trend in database area.

Introduction

Database Management System is playing a big role in today’s information technology and it makes life simple in our generation. We have seen a remarkable increase and change in the DBMS, which is in conjunction with data warehouse, data mining, etc. Business enterprises and researchers are exploring the new tools as a base study to take to the next level. Besides, such an evolution causes more requirements from users so that it makes the application domain of database keep changing and extending. In fact, user demand significantly drives database researchers. Internet and WWW, for example, bring research issues to not only network community but database community. From the perspective of database researchers, the whole network is treated as a huge database, e.g., search engine views Internet as a WWW database and search as query processing. Therefore, it is important to explore what researchers have done and further find out the trend of changes of technologies and user demand.

In this project, the input data is a set of published papers, which can be found in the VLDB and SIGMOD. (Actually there are sets of papers.) The immediate output is a statistics about what many papers in what year are related to some topics. The objective here is to analyze the statistics data and find out the trend. So, the problem here could be simplified as “what’s the next popular research topic in the database area?” This project is just trying to answer this question.

The significance of the problem is that, we can not make conclusion or prediction to the future database research topics without the statistics data. We need concrete data to convince ourselves and others. The statistics data and corresponding analysis could provide a direction to prospective database researchers. Database is a complicated research area. It is not easy for beginners or new researchers to pick up an appropriate research topic if there is no such a statistical survey. Further, such a statistical survey could be used as a reference for lecturers to design the new database courses.
Related Work
For the whole database area, there are five key points (predictions) in “Database Research: Achievements and Opportunities Into the 21st Century (1996)“, by A. Silberschatz et al.,1) low-cost and high-speed hardware impacts on database, 2) support for new data types and domains, e.g., GIS, 3) traditional transaction management is not appropriate distributed environment, 4) use and management of databases should be easy, and 5) service quality and data quality. Nowadays, the situation is different but the research topics are not much different from those in ten years ago. In “A Survey of New Directions in Database System (2003)”, Jeffrey D. Ullman concludes that we will face the largest possible amounts of data, we need uniform operations and very-high-level query language, and the research about query plan is still activate. “Trends in Database Research (2001)”, by M. Mohania et al., summarizes the current as well as future analysis of database industry and concludes that the market is still growing. Daniela Florescu in “Database Research for the Current Millennium (2004)” provides similar points, database is in constant movement and dramatic reduction of hardware costs changes perspective, and further he says that information is not just stored in database, which is true in today’s networked world.

As for the database architecture, there are no significant changes in general modules in general databases. However, there are still research topics existing in some special database architecture. “Survey of Architectures of Parallel Database Systems (2004)”, by Leonid B. Sokolinsky, classifies parallel databases and discusses formalization issues, while “Survey of performance issues in parallel database systems (2003)”, by A. Talwadker, summarizes the query optimization and data allocation/reallocation issues.

Besides the general discussion about the whole database research area, we need to look at those sub-areas. Hatem Fawzi Halaoui, in “Survey and Models of Spatio-Temporal Databases (2003)”, gives us an overview of existing spatial information systems and concludes that the aim of spatio-temporal is to support extensions for existing models. Four major research directions are proposed in “Spatial, Temporal and Spatio-Temporal Databases - Hot Issues and Directions for PhD Research (2003)”, by John F. Roddick et al., including 1) spatial information extraction and data mining, 2) models for real world and terrain, 3) user-friendly visualization tools, and 4) application for mobile devices and sensor networks.

As the mobile devices and services become more popular (since they are easier to use and cheaper), mobile applications and mobile networking systems are eager for the support of database. “Mobile Databases: a Selection of Open Issues and Research Directions (2004)”, by Guy Bernard et al.,  mentions few research issues, such as data synchronization, mobile transaction management (which is quite different from traditional transaction management), embedded database (which is for mobile devices), system security and data privacy (which are always topics in mobile research), peer-to-peer models, and middleware.

Besides that, Internet and WWW are also growing rapidly. Both need support from database. On the other hand, they together can be viewed as a gigantic database since we can search all kinds of information on WWW on the Internet. For this sub-area, Keith G. Jeffery, in “Database Research Issues in a WWW and GRIDs World (2004)” gives us some interesting key points. He claims that traditional databases and their UIs are difficult for WWW environment, and there is need for semantic web. Further, he suggests that metadata, agents, and brokers are key components for database on Internet. On the other hand, Gerhard Weikum, in “The Web in 2010: Challenges and Opportunities for Database Research (2001)”, claims that database could be a backbone of quality-conscious information services. He introduces the concept of quality of query for search engine. Also, he mentions XML and ontology, which are techniques used to help integration. Further, in “The Web in Ten Years: Challenges and Opportunities for Database Research (2003)”, he talks about the search engines and suggests that we need the integration between database and web server as well as application. 

Bioinformatics is another rising and flourishing research area. Of course, it is highly related to database since biologists generate a large number of experiment data and have to analyze a lot of data. For this sub-area, Susan B. Davidson, in “Tale of Two Cultures: Are There Database Research Issues in Bioinformatics? (2002)”, provides interesting viewpoints, such as the issues caused by mass data, the interoperability problem (data exchange and constraints), and the “culture difference (the difference between these two communities)”, that is, no bio-books touching database and few database papers biologists are interested in.

Database Research Topics 
Our major contributions include a statistical survey of publications in two major conferences, VLDB and SIGMOD, and also an analysis about future research topics in database area. Beside, we compare these two significant conferences in terms of topics or research areas they prefer.  This could be a reference for researchers, especially new ones, when they are planning to submit papers to these two conferences. For example, SIGMOD prefers papers the topic of query processing than VLDB does. Needless to say, database research is rapidly changing. Some topics become more popular while some turn out to be old-fashioned or even out-of-date. We all get this kind of feelings. However, seldom there is a paper using concrete numbers to prove that. Our project, on the other hand, uses a statistical survey to provide solid support for the feelings and then makes conclusion (or prediction) to the future research topics. In addition, we can understand what topics belong to fundamentals or principles and what topics are applications actually. We define fundamentals of database as those topics on which there are researchers working all the time. For instance, we could find the query processing is a fundamental research topic since it has been the research target for some many years. What has changed is that, today  researchers are doing research on query processing for various systems, e.g., distributed environment or sensor network, various data models, e.g., XML, and various data types, e.g., multimedia or data stream. Always it is important for scientists and researchers to find out numbers and evidence to turn out the feelings to be truth. Therefore, new researchers can use this statistical survey as a reference to choose (or change) research topics. Also, lecturers can design new database courses based on the solid support provided by this statistical survey.

Data Source of the Research Papers 
Our validation method is to design an approach for statistical survey. Basically, as we discussed above, this project focuses on publication statistics of those major database conferences. Therefore, we used the web resources for VLDB and SIGMOD conferences. To collect the data we read each abstract and we done a statistical analysis for every paper that published during 1997 to 2006 in both VLDB and SIGMOD. One research paper discussed one or more topics. We categorized the topics into 22 main groups. We read a total of 1170 papers in both conferences and we count a total of 1579 topics. After getting the data, we accordingly determined the current research topics and the prospective research trends.

Our focus was only on the regular or research session. We do not count the invited papers, panels, demo session, industrial session, application session, etc. Taking VLDB 2006 as an example, we can find there are 83 papers. Here, VLDB divides the whole section into 28 subsections, each of which focuses on a specific topic. This could be the “feature” used to discover the research trends. Of course, not every conference did the same thing. So, we need to check keywords in each paper which can be found in the electronic edition. However, not every paper provided keyword lists, such that we need to manually check the title and abstract (also can be found in the electronic edition) of a paper and categorize it.
Topic category is based on the book, Readings in Database Systems, J.M. Hellerstein and M. Stonebraker, MIT Press(4th Ed), 2005, ISBN 0-262-69314-3. Because the authors are pioneers in the database field, we believe the way they category (or classify) papers is a good reference. Besides, the book is so new (and broad) that we can cover all major topics. Add up the number of papers corresponding to same topic (or topics). Note here that, one paper can relate to multiple topics. Besides, we normalize these numbers so that we do not have to worry about the influence of acceptance (rate) of each conference.
After getting the statistics data, we conclude the research topics that have done well (the number of corresponding papers does not increase, or even decrease), and the topics that are under development (the number of corresponding papers increases).
Statistical Analyses 
The following two tables represent the topics and the ratio of papers related to each topic for VLDB and SIGMOD, respectively.

Table 1. Statistical survey for VLDB.
	Topics\Year
	2006
	2005
	2004
	2003
	2002
	2001
	2000
	1999
	1998
	1997

	Access methods
	0.060241
	0.047059
	0.1375
	0.133333
	0.057971
	0.118644
	0.169811
	0.140625
	0.196078
	0.176471

	Benchmark, performance tuning
	0.036145
	0.023529
	0.025
	0.066667
	0
	0
	0
	0.046875
	0.039216
	0

	Data mining or information retrieval
	0.096386
	0.117647
	0.1
	0.12
	0.101449
	0.084746
	0.169811
	0.0625
	0.352941
	0.117647

	Data model and schema mapping
	0.084337
	0.070588
	0.0625
	0.013333
	0
	0
	0.018868
	0.046875
	0.058824
	0.078431

	Data quality
	0.036145
	0.011765
	0
	0.026667
	0
	0.050847
	0
	0
	0
	0

	Data storage
	0
	0
	0.025
	0.093333
	0.043478
	0.016949
	0
	0.03125
	0.039216
	0.058824

	Data warehousing
	0.096386
	0.058824
	0.0375
	0.026667
	0.115942
	0.101695
	0.113208
	0.0625
	0.117647
	0.098039

	DBMS architecture
	0
	0.070588
	0.05
	0
	0.028986
	0.067797
	0.037736
	0.078125
	0.039216
	0.137255

	Extensibility or scalability
	0.024096
	0
	0
	0
	0.014493
	0
	0
	0
	0.039216
	0

	Information Integration
	0.036145
	0.011765
	0
	0.026667
	0.043478
	0
	0.056604
	0.09375
	0.039216
	0.058824

	Multimedia Objects
	0
	0
	0
	0
	0
	0
	0
	0
	0.039216
	0.058824

	Network & distributed environment
	0.072289
	0.070588
	0.075
	0.066667
	0
	0.050847
	0.037736
	0.015625
	0.019608
	0.058824

	Query processing
	0.313253
	0.364706
	0.4125
	0.32
	0.15942
	0.389831
	0.283019
	0.28125
	0.392157
	0.372549

	Reliability
	0.036145
	0
	0
	0
	0
	0
	0
	0.015625
	0
	0.039216

	Security or privacy
	0.036145
	0.035294
	0.05
	0.026667
	0.086957
	0
	0
	0
	0
	0

	Sensor network
	0.060241
	0.011765
	0.025
	0
	0
	0
	0
	0
	0
	0

	Special database (GIS, bio, scientific)
	0.072289
	0.070588
	0.0875
	0.026667
	0.028986
	0.067797
	0.037736
	0.015625
	0.078431
	0.117647

	Statistical database
	0
	0
	0
	0
	0
	0
	0
	0
	0
	0.019608

	Stream-based data management
	0.096386
	0.094118
	0.2
	0.133333
	0.115942
	0
	0.018868
	0.015625
	0.019608
	0

	Transaction management
	0
	0
	0.0125
	0.013333
	0.057971
	0.016949
	0.075472
	0.015625
	0.019608
	0.039216

	Web and web services
	0.024096
	0.058824
	0.075
	0.133333
	0.115942
	0.101695
	0.132075
	0.015625
	0.019608
	0.078431

	XML
	0.13253
	0.2
	0.175
	0.2
	0.202899
	0.135593
	0.037736
	0.046875
	0
	0


Form the above table, we can find that query processing is always a popular research topic, while the hardware issues, such as architecture and storage, are not the top research topics any more. This results in that, researchers would not like to put research effort in extensibility and scalability, for example. Another trend is the data mining is getting popular. This is somewhat related to the development of data warehousing technologies.

Table 2. Statistical survey for SIGMOD
	Topics\Year
	2006
	2005
	2004
	2003
	2002
	2001
	2000
	1999
	1998
	1997

	# of papers
	58
	65
	70
	53
	42
	44
	42
	42
	42
	42

	Access methods
	0.034483
	0.092308
	0.114286
	0.075472
	0.071429
	0.136364
	0.095238
	0.119048
	0.095238
	0.166667

	Benchmark, performance tuning
	0.068966
	0.030769
	0.028571
	0.000000
	0.000000
	0.068182
	0.023810
	0.047619
	0.023810
	0.071429

	Data Recovery
	0.000000
	0.000000
	0.000000
	0.000000
	0.000000
	0.000000
	0.000000
	0.023810
	0.000000
	0.000000

	Data mining or information retrieval
	0.017241
	0.123077
	0.128571
	0.018868
	0.119048
	0.204545
	0.214286
	0.166667
	0.285714
	0.214286

	Data model and schema mapping
	0.000000
	0.061538
	0.014286
	0.094340
	0.000000
	0.022727
	0.000000
	0.095238
	0.047619
	0.047619

	Data storage
	0.017241
	0.015385
	0.000000
	0.018868
	0.000000
	0.045455
	0.000000
	0.000000
	0.047619
	0.047619

	Data warehousing
	0.034483
	0.046154
	0.000000
	0.037736
	0.095238
	0.090909
	0.095238
	0.166667
	0.071429
	0.142857

	DBMS architecture
	0.000000
	0.015385
	0.000000
	0.000000
	0.047619
	0.022727
	0.000000
	0.023810
	0.047619
	0.047619

	Extensibility or scalability
	0.017241
	0.000000
	0.057143
	0.000000
	0.023810
	0.022727
	0.047619
	0.000000
	0.047619
	0.047619

	Information Integration
	0.000000
	0.000000
	0.000000
	0.000000
	0.000000
	0.000000
	0.000000
	0.047619
	0.023810
	0.023810

	Multimedia
	0.000000
	0.000000
	0.000000
	0.000000
	0.000000
	0.000000
	0.000000
	0.023810
	0.023810
	0.023810

	Network & distributed environment
	0.189655
	0.046154
	0.014286
	0.037736
	0.071429
	0.068182
	0.095238
	0.095238
	0.023810
	0.142857

	Query processing
	0.534483
	0.384615
	0.442857
	0.471698
	0.428571
	0.386364
	0.380952
	0.571429
	0.500000
	0.476190

	Reliability
	0.000000
	0.000000
	0.000000
	0.000000
	0.000000
	0.000000
	0.000000
	0.023810
	0.000000
	0.000000

	Security or privacy
	0.103448
	0.046154
	0.057143
	0.056604
	0.023810
	0.000000
	0.000000
	0.023810
	0.023810
	0.023810

	Sensor network
	0.051724
	0.015385
	0.028571
	0.037736
	0.000000
	0.000000
	0.000000
	0.000000
	0.000000
	0.000000

	Special database (GIS, bio, scientific)
	0.034483
	0.123077
	0.057143
	0.075472
	0.095238
	0.022727
	0.095238
	0.071429
	0.047619
	0.047619

	statistical database
	0.000000
	0.000000
	0.000000
	0.000000
	0.000000
	0.000000
	0.000000
	0.000000
	0.071429
	0.000000

	Stream-based data management
	0.189655
	0.184615
	0.100000
	0.113208
	0.095238
	0.000000
	0.000000
	0.000000
	0.000000
	0.000000

	Transaction management
	0.068966
	0.015385
	0.014286
	0.018868
	0.000000
	0.000000
	0.000000
	0.000000
	0.047619
	0.023810

	Web and web services
	0.068966
	0.030769
	0.042857
	0.037736
	0.047619
	0.045455
	0.119048
	0.119048
	0.142857
	0.047619

	XML
	0.086207
	0.107692
	0.171429
	0.169811
	0.238095
	0.068182
	0.071429
	0.023810
	0.000000
	0.000000


Again, query processing is always the top research topic. New research trends here are the development of stream-based data management and sensor network. This fact implies the database is jumping into a new application domain, embedded system (or, consumer electronics, for example). In addition, as the Internet develops rapidly, we need more and better databases for distributed environment Web. This can be found in the table. Also, as the environment becomes more complicated, topics about security and privacy are becoming popular.

Figure 1 shows that the average number of topics per paper is changing over time. Both curves (for SIGMOD and VLDB) are not strictly increasing or decreasing. Instead, each of them alternatively goes up and down in some period.
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Figure 1. Average number of topics touched by a paper is changing over time.

In table 3., we combined the data that we found in VLDB and SIGMOD. This data (table 3) leads us to investigate how over all the publication of the topics change over time. Our first step in this we generated a line graph, Figure 2. Traditionally, the database research community changes major research interests or topics every few years. In order to show this tradition explicitly, we collect and analyze the data which shows that, the average number of topics per paper is changing over time, as in Figure 2. First of all, we can find that there are two major peaks, which are in 1999 and 2005, respectively. Second of all, the curve is not strictly increasing or decreasing. Instead, each of them alternatively goes up and down in some period. We explain this phenomenon as follows: In the one hand, when the number of average topics touched by a paper is large, researchers are moving from existing research areas to new areas (or they are just exploring new areas) so that they utilize what they have known or they borrow knowledge from other sub-areas. In other words, they are doing interdisciplinary research (between sub-areas). On the other hand, when the number of average topics per paper is small, researchers have found some new and good topics that are worth deeper research. Therefore, according to above two findings, we can conclude that the database research community changes interests or topics about every 5 to 6 years.
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Figure 2. Average number of topics touched by a paper is changing over time.

Figure 2 also tells us that, now, 2006, we are in the top in this “smile” curve, and the curve is going down. In other words, searching topics (doing broad research) has been done in this period and researchers are doing (and will continue doing for two to three years) deep research. So, the following question is: what are the topics that database researchers decided to get into deeper? That is, what the hot topics today. In order to answer this question, we read hundreds of abstracts and some papers. The following table represents the topics and the ratio of papers related to each topic for conferences VLDB and SIGMOD, table 3.

Table 3. Combined Date from VLDB and SIGMOD
	Topics\Year
	1997
	1998
	1999
	2000
	2001
	2002
	2003
	2004
	2005
	2006
	Total
	Two-Sample T-Test 
for VLDB and SIGMOD 
	
	T-Test of the last 
three years 04-06 over  97-03 years
	T-Test of the 02-06 years over 

97 - 01

	# of papers
	93
	93
	106
	95
	103
	111
	128
	150
	150
	141
	1170
	T-Value
	P-Value
	
	P-Value
	P-Value

	Access methods
	0.1111
	0.0979
	0.1061
	0.1130
	0.1048
	0.0507
	0.0805
	0.0892
	0.0503
	0.0355
	0.0804
	1.110
	0.281
	
	0.057
	0.002

	Benchmark, performance tuning
	0.0208
	0.0210
	0.0379
	0.0087
	0.0242
	0.0000
	0.0287
	0.0188
	0.0201
	0.0355
	0.0222
	4.970
	0.000
	
	0.587
	0.810

	Data mining or information retrieval
	0.1042
	0.2098
	0.0833
	0.1565
	0.1129
	0.0870
	0.0575
	0.0798
	0.0905
	0.0457
	0.0975
	3.630
	0.002
	
	0.205
	0.035

	Data model and schema mapping
	0.0417
	0.0350
	0.0530
	0.0087
	0.0081
	0.0000
	0.0345
	0.0282
	0.0503
	0.0355
	0.0310
	1.970
	0.065
	
	0.364
	0.975

	Data Quality /Recovery
	0.0000
	0.0000
	0.0076
	0.0000
	0.0242
	0.0000
	0.0115
	0.0000
	0.0050
	0.0152
	0.0063
	1.010
	0.325
	
	0.928
	0.999

	Data storage
	0.0347
	0.0280
	0.0152
	0.0000
	0.0242
	0.0217
	0.0460
	0.0094
	0.0050
	0.0051
	0.0184
	0.250
	0.808
	
	0.077
	0.770

	Data warehousing
	0.0764
	0.0629
	0.0833
	0.0870
	0.0806
	0.0870
	0.0230
	0.0141
	0.0402
	0.0508
	0.0557
	2.110
	0.049
	
	0.043
	0.031

	DBMS architecture
	0.0625
	0.0280
	0.0455
	0.0174
	0.0403
	0.0290
	0.0000
	0.0188
	0.0352
	0.0000
	0.0260
	2.240
	0.038
	
	0.336
	0.070

	Extensibility or scalability
	0.0139
	0.0280
	0.0000
	0.0174
	0.0081
	0.0145
	0.0000
	0.0188
	0.0000
	0.0152
	0.0114
	2.560
	0.020
	
	0.961
	0.559

	Information Integration
	0.0278
	0.0210
	0.0606
	0.0261
	0.0000
	0.0217
	0.0115
	0.0000
	0.0050
	0.0152
	0.0171
	0.350
	0.731
	
	0.170
	0.156

	Multimedia
	0.0278
	0.0210
	0.0076
	0.0000
	0.0000
	0.0000
	0.0000
	0.0000
	0.0000
	0.0000
	0.0051
	1.640
	0.118
	
	0.281
	0.080

	Network and distributed environment
	0.0625
	0.0140
	0.0379
	0.0522
	0.0484
	0.0217
	0.0402
	0.0329
	0.0452
	0.0863
	0.0450
	4.080
	0.001
	
	0.309
	0.872

	Query processing
	0.2708
	0.2867
	0.3182
	0.2696
	0.3226
	0.2101
	0.2816
	0.3005
	0.2814
	0.2893
	0.2837
	1.210
	0.242
	
	0.656
	0.316

	Reliability
	0.0139
	0.0000
	0.0152
	0.0000
	0.0000
	0.0000
	0.0000
	0.0000
	0.0000
	0.0152
	0.0044
	0.910
	0.374
	
	0.863
	0.572

	Security or privacy
	0.0069
	0.0070
	0.0076
	0.0000
	0.0000
	0.0507
	0.0287
	0.0376
	0.0302
	0.0457
	0.0241
	0.420
	0.681
	
	0.076
	0.000

	Sensor network
	0.0000
	0.0000
	0.0000
	0.0000
	0.0000
	0.0000
	0.0115
	0.0188
	0.0101
	0.0406
	0.0101
	0.470
	0.642
	
	0.007
	0.045

	Special database (GIS, bio, scientific)
	0.0556
	0.0420
	0.0303
	0.0522
	0.0403
	0.0435
	0.0345
	0.0516
	0.0704
	0.0406
	0.0469
	0.700
	0.493
	
	0.159
	0.612

	statistical database
	0.0069
	0.0210
	0.0000
	0.0000
	0.0000
	0.0000
	0.0000
	0.0000
	0.0000
	0.0000
	0.0025
	0.030
	0.973
	
	0.424
	0.208

	Stream-based data management
	0.0000
	0.0070
	0.0076
	0.0087
	0.0000
	0.0870
	0.0920
	0.1080
	0.1005
	0.0964
	0.0589
	0.570
	0.572
	
	0.019
	0.000

	Transaction management
	0.0208
	0.0210
	0.0076
	0.0348
	0.0081
	0.0290
	0.0115
	0.0094
	0.0050
	0.0203
	0.0158
	0.270
	0.788
	
	0.312
	0.620

	Web and web services
	0.0417
	0.0490
	0.0455
	0.1043
	0.0645
	0.0725
	0.0690
	0.0423
	0.0352
	0.0305
	0.0526
	0.530
	0.602
	
	0.066
	0.464

	XML
	0.0000
	0.0000
	0.0303
	0.0435
	0.0887
	0.1739
	0.1379
	0.1221
	0.1206
	0.0812
	0.0849
	0.530
	0.602
	
	0.361
	0.003


Form the above combined data, table3, similarly as we discussed above, we find that query processing is always a popular research topic; architecture and storage, are not the top research topics any more. This results in that, researchers would not like to put research effort in extensibility and scalability, for example. Another trend is the data mining is getting popular. This is somewhat related to the development of data warehousing technologies. Furthermore, new research trends include the development of stream-based data management and sensor network. This fact implies the database is jumping into a new application domain, embedded system (or, consumer electronics, for example). In addition, as the Internet develops rapidly, we need more and better databases for distributed environment Web. This can be found in the table. Also, as the environment becomes more complicated, topics about security and privacy are becoming popular.

Some topics are not “topics” any more. The best examples are the multimedia and statistical database. The multimedia was a hot topic around ten to fifteen years ago. Researchers are not interested in it now, even though today is a multimedia-era somehow. The reason is probably that, researchers have provided enough solutions (in terms of quantity and quality) for storing and querying multimedia data. As to the statistical database, it disappears because of the similar reason. Therefore, although statistics is still important for science, and is fundamental to data mining as well as information retrieval, statistical database is a well-developed area.

Let’s take a closer look at the data in Table 3. Frankly, people are more interesting in the real hot topics such that we focus on the top ten topics, “Big 10”, and compare their popularity. We define the popularity of a topic as the ratio of papers discussing the topic to all papers. The result is in Figure 3, which represents the average numbers of papers for the top ten topics (which are popular for a long time).
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Figure 3. Percentage of papers touching top ten topics for each year.

Figure 3 clearly tells us that the query processing is an evergreen topic and it is actually the hottest one. This is straightforward because a database is born to satisfy user’s query. So, how to do query efficiently is always critical. (Query processing is not a science but an art somehow.) We can easily see the trend of research about query processing from Figure 3, but not for others. They twist. Thus, the following question is: are researchers still interested in all these topics? No! After taking a detailed look, we find that some curves go up, some go down, and some stay steady. For example, stream data management is a rapid growing area. Figure 4 represents the trend line for stream data management.
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Figure 4. Percentage of papers about stream data management (from 1997 to 2006) and its trend line.

In addition, sensor network is another rapid growing research area, even though it is not one of the top ten. Figure 5 shows the ratio of papers discussing sensor network to all papers. Clearly, it is a strictly increasing curve. We can imagine that sensor network will become more and more popular in the following few years.

[image: image5.emf]Trend line for sensor network

-2

0

2

4

6

1997199819992000200120022003200420052006

Year

% of papers related to it


Figure 5. Percentage of papers about sensor network (from 1997 to 2006) and its trend line.

In Figure 6, Security or privacy shows a trend similar to the above one. This topic is not one of the top ten, either. Nevertheless, the curve goes up pretty fast after 2001. We explain this finding with the 911 attack. After the event, security and/or privacy of everything become extremely important, and data as well as database are not the exceptions. One interesting finding related to the event is that, data recovery was a major research area but people do not pay so much attention to it now. After the event, the percentage of papers talking about data recovery increases slightly, but stays steady. Maybe this says that the data recovery technologies are so good that most databases can survive after disaster or the 911 attack.
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Figure 6. Percentage of papers about security or privacy (from 1997 to 2006) and its trend line.

There is another research area that is highly related to sensor network and security/privacy - network and distributed environment. Figure 8 shows the ratio of papers about network and distributed environment to all papers from 1997 to 2006. The curve shows an interesting phenomenon. It seems like that, researchers found nothing interesting in this area before 2000 but after that suddenly they found out something new. We think it related to the growth of sensor network and security/privacy as well.

[image: image7.emf]Trend line for network and distributed environment
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Figure 8. Percentage of papers about network and distributed environment (from 1997 to 2006) and its trend line.

As we mentioned earlier, there are some topics are losing people’s interests, even though they are in the top ten list. The following three figures (8, 9, and 10) show the trend of XML, web/web services, and information integration, respectively. 

Although XML is still a popular topic, its importance is not as same as before. Frankly, XML is not only a technology used to help data exchange but also a new data model. It brings new issues about query processing for XML, semi-structure data handling, and applications of XML (e.g., web services). However, many researchers are so intelligent and hard-working that, so far, we have enough theorems, techniques, tools, and commercial products that can help us handle XML.
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Figure 8. Percentage of papers about XML (from 1997 to 2006) and its trend line.
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Figure 9. Percentage of papers about web and web services (from 1997 to 2006) and its trend line.
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Figure 10. Percentage of papers about information integration (from 1997 to 2006) and its trend line.

On the above discussions, we considered these two conferences at the same time. Now, let’s examine their differences. For the T-test we set α to 5%. Table 3 shows the statistical difference between VLDB and SIGMOD on topic (based on 95% confidence level). The p-value in Table is calculated by MINITAB T-test function. It the p-value is larger than 0.05 (or 5%), we say these two conferences “have the same taste” for the topic or we can conclude that we don’t have enough evidence to say “the topic publication between these two conferences is the same”. From this statistics seventeen out of twenty-two topics have the same publication, we don’t have enough evidence to conclude that the publication of these 17 topics are different in these two conferences. That is, they behave similarly in both conferences. On the other hand, if the p value is lower than 0.05, we say they are quite different for some topic. Examples include data mining/information retrieval, data model/schema mapping, information integration, query processing. Surprisingly, VLDB and SIGMOD pay different attentions to these topics, especially to query processing. It might be because of their “nature”.

From the two sample t-test for the data we collected from VLDB and SIGMOD displayed on table 3 and from the result we learned that there are only five topics (Benchmark/performance tuning, Data mining/information retrieval, DBMS architecture, Extensibility or Scalability, Network and Distributed Environment) made a significance difference, i.e. one conference has more collection of papers of the above topics than the other. For example, if we count the total number for access method, there are 78 papers discussed about this topic (access method) in VLDB conference while there are only 49 papers in SIGMOD conference. Depending on the T-test from sample data of VLDB and SIGMOD conferences, beside the above five topics we conclude that both the conference have no significant different on their 82% of topic selections. 

The next step is to investigate the statistical analysis among the topic distributions, which was published from the year of 2002 to 2006 and 1997 to 2001. We can see there is a significant difference on Access Method, Data Mining, Data Warehouse, Security or Privacy, Sensor Network, Steam Based Data Management, and XML. 

Similarly, we investigate the last three year (2004 – 2006) topic publication over the last seven year publication (1997 – 2003), as we calculated the T-test, we have enough evidence to conclude that the is a significant different on Data Warehouse, Sensor Network, Stream-Based Data Management on the topic distribution among the others. 

To see the percentile difference on the topics of the five year interval, and to examine which one is hot or new topic and which one is not, we summarized as follows:.

	Year
	1997 - 2001
	2002 - 2006
	Publishing change in %

	Data model and schema mapping
	20
	29
	45%

	Data Quality/Recovery
	4
	6
	50%

	DBMS architecture
	26
	15
	-42%

	Information Integration
	18
	9
	-50%

	Network and distributed environment
	28
	43
	54%

	Security or privacy
	3
	35
	1067% (New Topic)

	Sensor network
	0
	16
	New topic

	Special database (GIS, bio, scientific)
	29
	45
	55%

	Stream-based data management
	3
	90
	2900% (New Topic)


Table 4. Summarized table for five year interval difference, for above |35%| difference

Conclusions and Future Work
At first, we gave an abstract and an introduction, which explains the motivation and purpose of this project. Also, we briefly describe the problem statement and the importance of the problem. Next, we gave a short review of related papers and web sites. Following that, we showed publication statistics for these conferences. After that, we provided a deeper discussion about the statistics and research trends in the database area.

The track of this project is as follows: 1) we recognize the tradition that the database community changes major research topics or areas every 5-6 years, 2) later we know we are on the top of the smile curve, which means researchers stop searching/trying new topics and start doing deep research, 3) we know what topics are popular through the statistical survey, 4) applying advanced statistical analyses on the data, we find among topics that are currently popular what will still be popular and what will not.
Query processing, beyond question, is still the most popular research topic. This is straightforward since the purpose of database is to store data efficiently so that users can query data effectively. However, database is changing and so is the application. Today, most query processing techniques are not designed for traditional relational database but for new data model or application, such as XML, streaming data, sensor network, etc. Although sensor network is not in the Figure 1 (top-ten), the result of its growth is quite startling.

Future works include doing statistical survey for other conferences and journals (or even for longer sampling periods), and developing tools (e.g., crawler) as well. Besides, in order to do more comprehensive analysis, we need more references about the newest research topics in every database sub-area. Also, we have to consider the industries and the development of commercial products.
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