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The art of decision making in business, over the past decade, has evolved into the making of decisions that can make or break a business.  With the advent of stores of data or databases and the increasing dependence of the business on that data, there became a clear need for fast dependable access to the stored information.  This paper is a study of the solution to data access, driven by the need for fast accurate information where the data store is large and our limiting technology is that the solution be developed solely with Oracle's technology offerings.


With the advent of information technology (IT) having become a business resource or commodity, business now expects current and historical information served up to it as fast as it can make decisions.  Limiting factors, that have historically been hardware and operating system technology, have become diminished to the point where most rational needs can be met by effective application of contemporary technology.   


As databases have developed into stores of vast quantities of data, so too have the burgeoning demands for that data aggregated.  If a business should choose to use only the database to both store data and to provide reporting support, that database would soon become overwhelmed by requests for information, primarily driven by the fact that databases were not designed architecturally to cope with such a load.  Most recently, technologies have been developed to deal with these shortcomings and have become known as data warehousing (DW).  Whilst the differences between databases and data warehouses are manifold, it would be true to say that the main difference between the two is in their purpose.  The database is generally a highly normalized collection of data where the management system (DBMS) is tuned to provide fast transactional processes (the kind needed for distribution to a graphical user interface (GUI)) and the DW is highly denormalized and arranged such that a data history can be built over time.  The challenge to the IT professional is to design both systems such that, in concert, they can provide and entire set of services that a business may need with respect to that data.  


Given that a traditional DB has broadly defined data, but limited history, a data warehouse can be seen as an archive of data that is harvested periodically from the DB.  The art of harvesting this data, and housing it in the data warehouse, drives the need for sound design and architecture which in turn is driven by the needs for the applications.  If a business has a need for monthly summaries, it would be inappropriate to design the data architecture around annual aggregates only.  The source of this thinking has brought about a science, not unique to data warehousing, known as data modeling.  The goals of data modeling are to a) define the scope, b) define the degree of normalization and c) control redundancy.  Once provided with a sound data model, one can select a platform on which to mount it.  


Oracle, as a company, was quick to recognize the increasing importance of sound database technology and, from this recognition, developed and improved their technology to the point where they can be considered an industry leader in data stores.  Oracle's work in data warehousing did not come about until Oracle 7 when, having identified data warehousing as a new end increasingly sought after technology, they started to provide that which industry was starting to demand.  By the time Oracle 7.3 was released, they had already implemented parallel query execution and data management, cost optimization, bitmap indexing and imbedded hash joins in query execution.  By Oracle 8, Oracle had started to link its database technology into other Oracle tools such as Oracle Discoverer and Oracle Express making Oracle one of the most attractive options as a data warehousing platform.      


With respect to data management, Oracle's logical structure has encapsulated its physical database structure thus hiding the physical structure of the database.  What this fact in turn provides is the ability to modify the physical structure without compromising the normal events executed against the database and is thus considered scaleable.  Oracle's improvements in parallelism and partitioning also contribute to its facility as an efficient architecture and, in fact, position it uniquely as a DBMS that has parallelism within partitions.  


Given a sound data model and good data management architecture, the question remains 'How are we going to get the data in and out of the data ware house?', highlighting the need for considered I/O management.  It is no good having a beautifully architected and managed database if the I/O is a bottleneck.  


Having accepted the need for data modeling that bears close relationship to the business process to be followed, it should be said that the potential for data 'stovepipes' must be considered.  The two most commonly used dimensions in an Oracle data warehouse are time and geography and the stovepiping issue is going to be evident when one attempts to implement a business intelligence (BI) set of tools.  If the data warehouse has not been designed with the functionality of the BI toolset in mind, the data could prove to be inaccessible, in practical terms.  


We have already observed that hardware is not a limiting factor in building the data warehouse, but what does this mean?  Data warehouses can be built using large servers (such as products from HP and Sun), they can also be built using clusters.  Clusters have become popular choices for reasons including the fact that it is a highly scaleable architecture, the growth of which is based on relatively inexpensive hardware.  When choosing a platform for the data warehouse, given that we are using Oracle technology, one needs to consider how organic the data warehouse is going to be, that is to say, by what order of magnitude is the data warehouse going to grow.  It should be said that the theoretical limit for an Oracle data warehouse is, for all practical purposes, beyond that which we would consider a 'normal' data warehouse for a sizable company and decisions about the size of the database are primarily going to be related to hardware capacity.  

Client Side Tools
One of the primary components of an effective data warehouse is Business Intelligence (BI) or Online Analytical Processing (OLAP) tools. These tools provide access to all of the data that has been constructed in the cubes.  If these types of tools were unavailable, one would be limited to the use of the database system’s normal query tools to extract any data from the warehouse.  While this method is effective for software developers who are writing applications, it is not well suited for business analysts or corporate decision makes who wish to quickly and avoid waiting potentially days for a data warehouse analyst to programmatically create a new report.
Oracle’s response to this was to create the Oracle Business Intelligence Suite. This suite builds off of the Siebel Analytics suite and uses it as a base to combine the new Oracle Fusion Middleware and outside data sources to provide a comprehensive and flexible view of the data that is available. According to Oracle product documentation [1], the Enterprise Suite Edition offers the following features:
· Relational and OLAP query and analysis for both Oracle and non-Oracle environments

· Powerful ad hoc query and analysis tools

· Easy-to-use, thin-client analytic dashboards

· Enterprise reporting and publishing to allow business users to publish reports

· Real-time alerting to allow for proactive BI detection and alerting

· Mobile analytics to allow business users, sales representatives, and others to have full query and analysis capability on a laptop

· Integration with Microsoft desktop tools to allow business users to interact with BI information using Excel, Word, Outlook, and Exchange

In addition the there is a standard version that features a limited subset of tools and is more designed to integrate with existing Oracle products. The primary components are:

· Oracle BI Beans - custom application development

· Oracle BI Discoverer - ad-hoc query, reporting, and analysis with dashboard features

· Oracle Reports - high-fidelity, enterprise reporting tool

· Oracle BI Spreadsheet Add-In - direct access to Oracle OLAP from within Microsoft Excel

In addition to the BI suite, Oracle also produces data mining tools. The following sections will focus on the sub products that comprise the Oracle BI suite and data mining tools.  It will address the features that make it a unique, robust product and demonstrate that can meet all the needs of today’s data warehouse.

Oracle BI Enterprise Suite
When Oracle wrote their BI suite they had several goals in mind. There were unified enterprise views of information including combined semantics, model mapping and a strong meta data model, pervasive (meaning multiple delivery channel) real-time access to information, and a unified infrastructure including a “hot pluggable structure that can add new technology without replacing the existing infrastructure [2]. While these goals may not seem lofty they can be somewhat challenging in a large data warehouse environment. 
In order to meet these goals, Oracle broke the BI Enterprise Suite into several products that can either be used as standalone applications or can be combined for a more complete toolset. These include Oracle BI Server, Oracle BI Answers, Oracle BI Interactive Dashboards, Oracle BI Publisher, Oracle BI Briefing Books, Oracle BI Disconnected Analytics, Oracle BI Office Plug-in and Oracle BI Delivers.

Oracle BI server is designer to be a query integration / optimization engine. Figure 1 illustrates the Oracle BI server stack.  The server is essentially the core of the BI analysis toolset. It optimizes queries cased on its parser and metadata model, and caches data in queries that are static or accessed frequently and optimizes query code based on data rules or generates new SQL code to integrate outside OLAP data sources.  It also provides administrators with logging and performance measurement systems. Finally it leverages a new parallel execution engine that allows aggregated data to be accessed in parallel along with executing other functions such as ranking and sorting in parallel to increase the overall performance of the query. 
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Figure 1: Oracle BI Server Stack

Oracle BI Answers and Interactive Dashboards leverage their presentation server to provide end users with reporting information and SOAP XML integration for external applications. Their presentation server is a Java based server product that allows users to create their own reporting environment where they can create their own visual representations of a query. The presentation server then takes that visual query that users create through BI Answers and generates the logical SQL for query and sends it to the BI server to analysis.  The presentation server also allows the user to personalize their interface.  

The server stores this information in a global catalog, which also provides group security and user management to restrict users from gaining access to certain sections of information.  BI Answers also creates logical groupings of information such as “Marketing” or “Service” that represent cubes rather than specific tables. It performs the same operations with functions such as “Net Revenue” so that specific calculations are abstracted from the end users. 
The BI Dashboard performs similar functions to BI Answers by providing the end user with an easy view of the most critical information they define when they first login to the interface. Figure 2 illustrates what the dashboard could look like.  While the features of the dashboard are no different from any other application (personalization, configuration, etc.) there is one feature that is particular interesting. Oracle created an item called “Guided Analytics”. This feature hides sections of the dashboard until they become interesting. One example they give is that the user is monitoring sales volume and it suddenly declines. This would cause a message to appear on the dashboard noting the decline with a link to the data that illustrates the decline to allow for further analysis. Collectively BI Answers, BI Dashboard and the underlying presentation server provide a clean, simple way for end users to analyze data in their data warehouse.
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Figure 2: BI Dashboard

Oracle BI Publisher, BI Delivers, and BI Briefing Books are tools that extend the web interface. BI Publisher is a comprehensive report creator and publisher [2]. Full reports can be created similar to the Answers interface, but formatted as MS Word documents, PDF’s or e-mails. Once created, they can be scheduled to be distributed through multiple channels such as e-mail, file servers, WebDAV, or even sent to high volume printers for immediate printing. These are options that allow reports to be easily sent to corporate decision makers automatically without user intervention. Oracle BI Delivers allows a user to create subscriptions that will send dashboards or reports to the user via the noted delivery mechanisms.  These subscriptions can be customized by sending interval or conditions to both be proactive and avoid report “spamming”. BI Briefing Books are a Desktop tool that allows users to save snapshots of dashboards to their system for later viewing. They can also be set to update so the latest information can be accessed without the use of the web interface.  All of these options allow mobile users and corporate decision makers with cohesive and flexible reporting mechanisms.
Oracle BI Disconnected Analytics and Oracle BI Office Plug-in both provide external users with access to Data Warehouse information without necessarily being in Oracle tools. The Disconnected Analytics package provides offline synchronization of data, schema and reports to a disconnected database for mobile users. This is similar to data synchronization mechanisms in products like MS SQL server. BI Office Plug-in provides BI Data to products like Excel and Word for users to integrate into other documents or analyze offline or in conjunction with other data that may not be accessible to the BI server.  Overall these tools extend the power and mobility of the whole BI product.
Oracle’s Standard BI Server package as noted in the introduction includes four independent products: Oracle BI Beans, Oracle BI Discoverer, Oracle Reports and Oracle BI Spreadsheet Add-In. Research indicated that these four products are independent packaging’s of the above products to provide a more compact toolset for the smaller organization. These products can be purchased separately so organizations can begin with the necessary tools and expand as time and money allows.

Oracle Data Mining Tools

Data mining is one of the best techniques on the market to discover information about your business operations that you may not specifically be looking for. Oracle has created tools to support this called Oracle Data Miner. 

Oracle Data Miner runs at the database level without any assistance from a UI which allows mining to occur in the background and without much data transfer which speeds up mining procedures.  The product contains mining algorithms such as classification, regression, clustering, associations, anomaly detection, text mining, attribute importance and feature extraction. It can also perform decision tree, naïve Bayesian, k-means and support vector machine analysis [3].  The system also has built in anomaly detection where a user can define acceptable trends in the data and the system will automatically flag any data that does not fall within those trends. 

While all of these may seem to be a number of terms, this is in fact a power set of functions that a trained analyst could use.  Here is a simple example:  Suppose a company wants to determine a new method of rating customers based on data they have rather than a consumer credit score, the main issue is what data is specific enough to determine a rating? Algorithms like k-means and clustering could examine data such as number of service calls, purchase history and payment schedules for a store card and determine if these “features” fall into specific clustering groups. Then, using naïve Bayesian techniques, it is possible to come up with a rating system that would score customers based on their performance in the store. The possibilities for discovering new information this way is endless and very powerful for any organization.

Oracle also assists by providing In-Database Analytics and provider support for Oracle Data Miner [3]. This allows user in Excel, SQL Designer and Java to connect with the analysis engine that Data Miner runs to execute and retrieve the same data without using the Data Miner user interface. Finally, Oracle provides a plug-in for mySAP BW to allow SAP’s data mining tools to access and leverage the Oracle toolset. Overall, Oracle provides a comprehensive data mining toolset that has the functionality of external tools such as MatLab, but the ease of use and accessibility of being built into the Oracle product.

Overall, Oracle has provided and excellent toolset for end users to work with a data warehouse. The BI Suite with its server, web interface, reporting and distribution mechanisms provide access from the very high level query and viewing down to the complex SQL analysis. The distribution mechanisms allow for remote users and even the less interactive team members to receive information without complicated effort. Finally, the data mining tools allow the users to comprehensively mine for data without the use of an expensive data mining tool.
Oracle’s toolset for Data Warehousing

Oracle provides a comprehensive toolset to create and support a data warehouse.  From start to finish only Oracle products are needed to create and maintain a warehouse environment, and because of this, not only are many of the tools tightly integrated, the customer only needs to be familiar with one companies terminology, toolsets and support services.  Oracle has taken the stance that creating a data warehouse and integrating data from disparate source systems is hard enough; the business should not have to also integrate several tools from various third party companies.  In this vein, they have provided an already integrated toolset from a single company:  Oracle.

Oracle Warehouse Builder is Oracle’s graphical ETL tool for building a warehouse and data marts.  Oracle Warehouse Builder can extract data from any source system with an ODBC driver, an Oracle Gateway (DB2, MS SQL Server, Informix, Ingres, Sybase, etc), flat files and data stored in SAP.  Oracle Warehouse Builder consists of two portions, the design environment where the user sets up ETL rules, mappings and all of the meta-data is handled, and the runtime environment where the physical data is handled and that implements the user’s design.  
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This tool allows the user to create import definitions to extract data from the various source systems that are stored as meta-data which is later generated in the runtime environment.  Another feature is that all of the data mapping from the source system to the warehouse is done in a graphical interface, that is to say the tool supports the dragging and dropping of objects such as source tables from different source systems.  This is done by dragging and dropping these objects onto what Oracle calls a “Mapping Canvas”, linking the fields on these tables to produce merged data through the GUI tool, and then using only minimal PL/SQL code within the dragged and dropped objects.  

This graphical technique allows a developer who is familiar with PL/SQL, but perhaps does not have a full database administrator’s skill set to create the ETL mapping for the data warehouse.  It also provides an easy to see, understand and descriptive picture of what is going on during portions of the ETL process.  This GUI process of defining the mappings also provides a layer above the actual implementation of the mapping so that if, in future version of Oracle better methods are defined, the mapping process can remain the same even if the underlying technique changes.

While these graphical tools within Oracle Warehouse Builder may appeal to the data warehouse development team, the Database Administrators may frown on using such tools on the basis that generally graphical tools produce code that may be inefficient, or at least slower than what the database administrators themselves could create.  In addition to this database administrators are use to scripting most processes by hand and often find that graphical tools actually reduce their productivity.  Oracle Warehouse Builder answers both of these concerns by placing an emphasis on generating code that is efficient and providing a scripting environment.  The code generated by the tool fully takes advantage of all of Oracle’s Enterprise RDBMS features including parallelism and direct path inserts.  Examinations of the generated code show that indeed the tool does try to use all of the advanced features of Oracle RDBMS and because Oracle Warehouse Builder only supports the Enterprise RDMBS, and for that matter only Oracle’s own product.  Because of this Oracle Warehouse builder’s code generation is not overly complicated by having to support various products and versions.  Also by providing a scripting language within the tool that allows all of the mapping objects to be done through scripts rather than by dragging and dropping, the database administrators in the implementation team can continue doing what they do best rather than having to learn the intricacies of a graphical tool and changing the way they are used to working.

Even with these workarounds to appease database administration staff, they may ask the question:  “While this tool may not hinder us, where is the value?”  The answer to this comes in Oracle Warehouse Builder’s meta-data capture and management and in its version control system.  While objects are being created either through the GUI tool or through scripted object creation, Oracle Warehouse Builder takes care of capturing and managing all of the meta-data.  Even though a database administrator could write scripts to do most of the work of creating a data warehouse, this feature will definitely save them time.  Oracle, in its long term commitment to open standards provides functionality to import data from other data warehousing tools and the ability to export the meta-data created by Oracle Warehouse Builder in the standard Common Warehouse Model (CWM) format.  Oracle also provides other tools to improve cross application meta-data imports and exports with Cognos, Microsoft and Business Objects.  Much in the same line, a database administrator’s creation and maintenance scripts will have no built in versioning controls.  Oracle Warehouse Builder provides this framework, so that the implementation team will be better equipped to identify and solve issues that arise throughout the data warehouse maintenance lifecycle.  Using the meta-data and the version control system, Oracle Warehouse builder is able to provide a clear picture of how the data moves through the system to the development team.  Because Oracle Warehouse Builder takes care of all these issues, value is also found in its ability to have less technical people create reports and perhaps even data marts that they, as the functional user, know will be useful.

The argument to use Oracle Warehouse Builder over other various tools becomes clear when looking at the meta-data management.  As we have seen, Oracle Warehouse Builder provides value over the normal scripting approach of building a data warehouse as it collects and manages the meta-data along the way, however an important point to note is that Oracle Warehouse builder is where most of this data lives and is managed.  In other tools and certainly in integrated environments where many tools have been merged together to create and manage a data warehouse, meta-data may live in each of the separate tools.  This data may be synchronized between the tools, or perhaps it is not, either way, the solution Oracle has provided in Oracle Warehouse Builder shows distinct value over these other solutions, as most of the data lives, and is available in one place.  This meta-data management is just one more aspect of Oracle’s ‘out of the box’ integrated solution.

While Oracle provides all of its tools to create a one-stop-shop for data warehouse creation and management, they have been careful to make sure that they use standard formats and have also build integration hooks throughout their architecture.  Oracle is well aware that different tools may better suit various organizations for different reasons and while they have provided a complete toolset, they have made a solid effort to interoperate with many tools from other major vendors.

Security

Security, for a data warehouse, is paramount. However, it is one aspect which is often ignored until the data warehouse design is completed [4]. Since a data warehouse typically encounters high load volumes when compared to its transactional and operational counterparts, in both volume of data served and the number of requests handled, it becomes important for the Database Administrators (DBAs) to have a strong and fool-proof security system. This security should not come at the expense of access speed, since that would defeat one of the primary purposes of a data warehouse – fast access to complete and reliable data. However hiding or restricting the access of data can be important and depends largely upon the application of data warehouse and its user-base.

A data warehouse can often benefit from a security plan designed specifically for its intended use. Say for example, if the data warehouse is going to be used mostly for reporting purposes, i.e. high reporting volume, it may be helpful to bias the security towards standardized reporting. Silbernagel [4] characterizes data warehouses into three different categories – Analytical, Reporting and Consolidation. Although we disagree, Silbernagel claims “Security or anything that restricts access to information has no place in an analytical warehouse” [4]. To us, analysis is only one of the primary pillars of data warehousing paradigm. We imagine that an enterprise would require their data warehouse to have different levels of analysis capabilities based on level of authorization level. For example, a retail chain might want their regional offices to be able to perform complex data analysis to decide what items to stock, but they may not want the offices to be able to see/access the data used by the corporate to make the decision of what items to provide to which regions. For a Standardized Reporting Data warehouse, the concept and need of security in reporting applications has been well established [5]. Data warehouses built for the purposes of standardized reporting almost always require and implement some level of security

Data warehouses allow for some unique methods for implementation of security. Some of the commonly known methods are single sign based on individual login, group login, hierarchal logins (although this approach is typically used in conjunction to individual/group logins) and conglomeration.  During the initial design of a data warehouse, the data warehouse architect may choose any of the security techniques and create a dimensional table for security, or build the security into the individual data marts and data cubs, thereby allowing or restricting the users’ access. 

However, Data warehouses present some unique security based issues [6], such as – 

· Appropriate security for summaries and data aggregates: When the data is aggregated to represent the total number, it may seem harmless to relax the security. Such data would probably not contain any sensitive or personal information. However this data may still hold high importance in the competitive intelligence of market trends and the company may not want this data to fall in hands of rival firms.   

· Appropriate security for exploratory warehouses, designed specifically for ad-hoc queries and browsing: Since data warehouses are used to explore the vast reams of data with the help of sophisticated data mining tools, it may become very important to understand when and where to restrict certain users. 

· Appropriate use of Data encryption in data warehouses: Data Encryption works very well as far as security is concerned, especially when the data has to transfer over unsecured channels, such as the internet. However, the process of encryption and decryption can add processing delays, when performed on large quantities of data. This conflicts with one of the primary goals of data warehousing, i.e. speed of data access.

The biggest reason why securing a data warehouse can be a daunting task is the sheer number of users accessing a data warehouse and the wealth of information it contains. However, before implementing a security solution, the architect should evaluate the value of data that is being protected and long term impact of security breaches in the data warehouse. Data warehouse architects typically, and at least initially, set out to protect even single bit of data to the maximum extent possible and soon realize that the security solutions required for such an endeavor are too expensive and worth more than the data itself. A data warehouse architect must understand the segments of data within the data warehouse which are sensitive and important and those which are not. The security effort should then be biased to protect the sensitive data.

Tuning for data warehouses in Oracle

Just like data warehouses implemented on any other platform, Oracle based data warehouses use same security concepts and principals. In Oracle 10g, Oracle provides robust centralized security solution, which is built directly into the Oracle suite, and is available to any data warehouse implement using Oracle tools. Some of the features of Oracle’s centralized security system are:

· Fine-Grain Auditing

· Row-Level Security

· Control between Context-Sensitive, Shared and Static policies

Typical security solutions protect a data warehouse from attacks from outside. However it is possible for a data warehouse to be abused by someone who has access to the sensitive data. Although this sounds like a rather unusual and improbable situation, it is all too familiar to DBAs. The Oracle centralized security system already accounts for such situations and comes complete with Fine Grain Auditing (FGA). FGA extends the standard auditing capabilities provided in the earlier release of Oracle [7]. Using FGA policies, a data warehouse architect or DBA could trigger auditing when the sensitive information is touched. 

Oracle 10g also provides Row-level security (RLS), which prevents an application or user from accessing or modifying sensitive data. RLS provides an alternative to complex custom-written views, which some DBAs implement for security purposes [8]. Data Base Management System – Row Level Security (DBMS_RLS) allow a DBA to specify the security policies on tables/columns. Once the security policies are in place, the Fine Grained Access Control (FGAC) rules will ensure that the values of each of the columns comply with the security policies. These policies are enforced “by adding hidden predicates to each query or DML statement that attempts to access the data” [8]. This means, while running a query, if the user doesn’t have sufficient permissions to access a row, Oracle will automatically filter it out. In a case of DML operations, Oracle will block the operations against the protected rows. 

Oracle 10gR2’s centralized security overcomes the fallbacks of previous releases such as Limited Scope Control, Limited Predicate Size and Repetitive Execution. Oracle 10gR2 also avails additional security policy types. These policies define how often a predicate is parsed. For a context sensitive security policy, the underlying security policy function will be executed when the SQL statement is first parsed, or if the SQL statement is being executed and Oracle determines that local application context has changed. This approach makes context sensitive security policies efficient as overhead of re-parsing and re-checking is minimized. Static Security policies on the other hand are executed only once when the user session is initiated, and remain valid as long as the session persists. Such policies can be useful for predicates that do not change during the user session. Oracle 10gR2 also allows for sharing of these policies over multiple data database objects. These policies are called Shared_context_sensitive and shared_static policies respectively, and behave identical to the non-shared policies. 

Data Warehouse Maintenance


Data warehouse, like any other project, requires maintenance once it goes into production to ensure smooth operation in long run. Regular maintenance also ensures that the investment in the data warehousing project is preserved and allows for returns in terms of productivity. It allow us to capture any run away requests, which if left alone, could cause the system to eventually slow down. Also during maintenance, we can analyze the usage of data warehouse to determine the return v/s investment and plan for future enhancements. 


Maintenance of a data warehouse can be a rather challenging task. Maintenance presents a series of issues and a firm commitment from maintenance team. Some of the issues with data warehouse maintenance are [9] - 

· DBAs must understand the changes in business and source systems, and be up to speed with these changes.

· DBAs must understand when and how to purge the data.

· DBAs must determine which reports will be written by Information Systems (IS/IT) and which ones will be done by the users.

· Opportunities for tuning and improving data warehouse are endless, and DBAs must have a mechanism to determine which improvements should be done.

· DBAs must be able to ensure the validity of vast quantities of data in data warehouse. Sometimes, if a change has to be made, it must also be relayed back to the source system.

· If the business changes the meanings of certain attributes, they cannot be overlooked. DBAs must find a way to relay this information to the data warehouse and effectively update the data.

· If changes are major and the security has been implemented using non-standard tools (i.e. custom views etc), they may have to be rebuilt.

Conclusion

As data becomes increasingly sensitive and important for enterprises, it becomes important for enterprises to restrict the access to such data, even if the data warehouse was originally meant to expose all the data to everyone across the enterprise. Oracle 10gR2 provides robust centralized security solution with unique features such as Fine Grain Auditing, Row-Level Security, Fine Grain Access Control and different types of security policies. These features combined together provide state of art security system and demonstrate that the entire data warehouse can be implemented with an Oracle backend. 
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