C. PROJECT DESCRIPTION

C.1
Overview

Purpose

A major goal of EarthScope is to “gain an improved understanding of stress transfer and the earthquake process through developing conceptual models and modeling frameworks for interpreting data” (p. 9 EarthScope Workshop Report, Snowbird, 2001). The Plate Boundary Observatory (PBO) component of EarthScope will involve collection of short-term, long-term and real-time deformation measurements (GPS, strainmeter, InSAR and paleoseismic) for integration with tectonic and deformation models. “The means and capability to model such data must involve a mechanism for archiving such large quantities of primary data with a high degree of flexibility to permit the development of new ways of interpreting them” (ibid).  We propose to meet this requirement by refining the scope and functionality/utility of the QuakeTables database system component of the NASA-funded QuakSim project, and extending its geographic coverage to coincide with PBO deployment in the western continental U.S.  In this proposal, we request funding to solidify software, increase adherence to standards, and increase the data coverage of the prototype QuakeTables system, making research work begun under other funding sources into a production quality database system capable of serving a growing community of earth scientists.
Significance of QuakeSim and QuakeTables

The QuakeSim project is funded by the Computational Technologies (CT) Program of NASA’s Earth Science Technology Office (the project’s official name is “Numerical Simulations for Active Tectonic Processes: Increasing Interoperability and Performance”.)   QuakeSim is the first Web-Services based, interoperable environment for doing large-scale forward models for earthquake processes. Through a Web Services-based portal, it provides global access to geologic reference models of faults and fault data (QuakeTables), simple analysis tools, new parallel forward models, and visualization support. As described in Section C2, QuakeSim and QuakeTables are the first phase of a larger project called Complexity Computational Environments (CCE) for Data Assimilation on the SERVO (Solid Earth Research Virtual Observatory) Grid, which has the goal of creating a virtual laboratory to probe earthquake behavior. The CCE project is funded by the NASA Advanced Information Systems Technology program. Development of SERVO and iSERVO (international SERVO) will parallel EarthScope deployment and data collection. This presents an excellent opportunity to leverage NASA computing technology with EarthScope funding to develop an interoperable 4-D fault and fault deformation database system for assimilating PBO data with QuakeSim/SERVO simulation tools for modeling plate boundary deformation in western North America.

Expansion of QuakeTables and the QuakeSim Portal for EarthScope

We propose to build on the existing QuakeTables database system developed for the QuakeSim project, to interface with ongoing development of federated databases for the CCE project, and to link with and/or incorporate fault data from USGS databases for expanded geographic coverage. Our proposed database system would include primary fault data (Grant and Gould, 2004) from scientific publications and non-primary “official” fault data from the USGS Quaternary Fault and Fold database (see http://Qfaults.cr.usgs.gov/). As stated on the website, the Qfaults database “...  is the source for faults used in the National Seismic Hazard Maps. These faults were altered and values added in order to use them in the modeling necessary to produce the maps.”   Inclusion of both primary and non-primary data is important for modeling plate boundary deformation, and validation of models. The QuakeTables database would allow PBO modelers to incorporate “validated” or “official” fault data from USGS, as well as more controversial or uncertain data from publications, with source tracking.  

We have found through the QuakeSim project that non-validated data sets can be just as useful in geophysical modeling as validated data sets.  Geophysicists using modeling and simulation codes will often want to compare simulation results after changing parameter settings and may wish to “publish” this data, along with associated results, to their collaborators.  We believe that support for this sort of limited publication (and sometimes retraction) of results inside digital libraries fills an important gap in current database systems;  one of our goals in this proposal is to take a step toward filling this gap.

The problem is not limited to earthquake science: digital libraries supporting  biology [mygrid, Goble2003a, Goble2003b] and computational chemistry [CMCS, Myers2004a, Pancerella2004a] have investigated similar issues.  Examining these projects, we note several common requirements:

1. Annotation: users need to make comments on data sets.

2. Pedigree/provenance: data sets need to be automatically time stamped, associated with certain users, associated with particular data sources (ranging from publications to simulation codes), etc.  All entries should be traceable back to their origins, to assist users in determining the quality of data and in isolating potential errors.

3. Curation: when mixing validated and non-validated data, it is necessary to provide services for authorized groups to “bless” certain entries (and to revoke such blessing as appropriate).

4. Access controls:  non-validated datasets need to typically have restricted access to particular groups of researchers.  This prevents inadvertent, improper use of non-validated result by other researchers and also protects a collaborative group’s results until they are ready for broader publication.


The existing QuakeTables database system is linked to QuakeSim models through the QuakeSim web-portal at http://complexity.ucs.indiana.edu:8282. We propose to make QuakeTables more user-friendly and accessible to the broader scientific community by making it compatible with OpenGIS Consortium (OGC) [OGC-Ref] standards such as the Geography Markup Lanaguage (GML) [GML-Ref], Web Feature Service, etc. This would allow combining the database with third party tools like OGC Web Map Service (which makes interactive overlay maps) in QuakeSim.
Intellectual Merit of the Proposed Activity

To fully analyze dynamic EarthScope data, it will be necessary to link with static fault parameters for input to tectonic and deformation models. The proposed project is part of a larger effort to construct a fully interoperable system for studying active tectonics and earthquakes using state-of-the-art modeling, data manipulation, and pattern recognition technologies.
Broader Impacts Resulting from the Proposed Activity

An EarthScope Portal (coupled with a Web Services environment) with common data products and tools will be needed to make EarthScope data readily accessible and to promote interdisciplinary research (EarthScope 2nd Quarter Report, 2004). The proposed project will facilitate development of a science community “collaboratory” for accessing fault data and modeling regional deformation in a web-services environment.

C.2
QuakeTables for EarthScope: A GroundBreaking Tool ;)
Scientific Rationale

During the last decade the field of solid earth geophysics has undergone a transformation due to the availability of space-derived crustal deformation data. GPS networks deployed globally are providing precise time-dependent information on how the earth’s crust responds to earthquakes and plate tectonic processes. InSAR data are revealing spatially dense information on how the earth’s crust deforms and how faults interact with each other. Deformation of the earth’s crust and the interaction between earthquake faults is a complex three-dimensional process. Sophisticated models and the use of high performance computers are required to understand these processes. The infusion of these new data and the plans to expand the data streams with EarthScope make it an ideal time to develop a high-performance, fully interoperable system for studying active tectonics and earthquake processes. 

We have been working to develop such a system through the QuakeSim and Complexity Computational Environment (CCE) projects, summarized below.  The QuakeTables component work funded by the NASA Computational Technologies program developed a prototype system, and the NASA Advanced Information Systems Technology project (CCE) focuses on research issues and further advanced prototyping.  In this Earthscope proposal, we request funding to fill in an important gap in the project: making the database system robust, user friendly, and generally capable of production use by geologists and geophysicists.  As described below, the enhanced QuakeTables system will be integrated with the application codes and other advanced tools that are part of the QuakeSim project; however, because we will follow a service-component model of development, and because we will be compatible with international Web Service, GIS, and Web portal standards, both the QuakeTables component software and run-time data access methods will be interoperable and sharable with other projects following these same standards.
The QuakeSim and CCE Projects
We are building a system for use by the seismological, crustal deformation, and tectonic communities for developing an understanding of active tectonic and earthquake processes. The major goal is to produce a functional system to fully model earthquake-related data. This will be accomplished through the QuakeSim project, which is nearing completion, and the CCE project, which is in its first year. Both projects involve building a web browser-based Problem Solving Environment (PSE) that provides a set of links between newly available resources of  NASA Earth observing systems, high-performance simulations, automated data mining, and more traditional tools to enable understanding of earthquake and active deformation processes. Both projects include a browser-based PSE and tools to manage the coordination of data communication and computational load among distributed components. Although funded by and for NASA, these projects are simultaneously developing technology, databases and research tools for archiving and interpreting data collected by EarthScope, especially PBO.

Major components of the QuakeSim system include:

· A database system for handling both real and simulated data (QuakeTables)

· Fully three-dimensional finite element code capable of running on workstations and supercomputers for carrying out earthquake simulations

· Inversion algorithms and assimilation codes for constraining the models and simulations with data

· A component-based collaborative Web portal for managing user interactions with codes and data.

· Web Services for communication between codes, reference models, and data

· Visualization codes for output and interpretation

· Pattern recognizers for analyzing and mining data and results of simulations

The main goal of the CCE project is to use Web (Grid) service technology to demonstrate the assimilation of multiple distributed data sources into a major parallel high-performance computing earthquake forecasting code. A key feature of the CCE PSE design is the need for environmental support for defining and using interfaces between components that address different scales of the earthquake process, which can range from a continental scale down to a grain of sand, indicating the need for special data operations such as filtering and parameterization. The CCE project will employ five different technologies:

· Web service-based grid systems.
· A Federated Database System: This will build on the existing QuakeTables database system  for paleoseismic and fault data to include seismicity, GPS, InSAR and other data types that will be collected by EarthScope. Current work involves development of a meta-ontology: a federation of semantic specifications for these various types of  geophysical data. Future work involves development of   User-friendly interfaces to find, browse, extract, and utilize data from these various sources.

· Metadata services for organizing data in distributed, federated databases

· Data Assimilation Infrastructure for assimilating data into models

· Data mining infrastructure to analyze space-time patterns of earthquakes and related phenomena

The QuakeSim Portal and Application Programs

QuakeSim offers several high-end computing simulation tools and application programs relevant to future users of EarthScope data. These applications are accessed through the QuakeSim portal.  A diagram of the portal and its three-tiered architecture, including the QuakeTables database (DB) is shown in Figure 1.
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Figure1. QuakeSim portal and service architecture. DB is the QuakeTables database. RIVA is visualization code.
The user interacts with the system through the Web Browser interface (top). The web browser connects to an aggregating portal, running on the User Interface Server. The “Aggregating Portal” is so termed because it collects and manages dynamically generated web pages that may be developed independently of the portal and run on separate servers. The components responsible for managing particular web site connections are known as portlets.

An example of the user interface is shown in Figure 2. This example features output from one of the software application programs, DISLOC. DISLOC handles multiple arbitrarily dipping dislocations (faults) in an elastic half-space to produce surface displacements after Okada (1985). A companion code SIMPLEX inverts surface geodetic displacements for fault parameters. DISLOC and SIMPLEX have obvious applications to understanding deformation measurements that will be collected by PBO GPS stations and InSAR. 

QuakeSim software application programs also include three high-end computing simulation tools that can be applied more broadly to EarthScope data (including seismicity, GPS, and InSAR) to understand active deformation and earthquake hazard. GeoFEST is a three dimensional viscoelastic finite element model code for calculating nodal displacements and tractions, with input of realistic fault geometry, fault characteristics, material properties and body forces. GeoFEST is coupled with an adaptive mesh generator. PARK is a boundary element program to calculate fault slip velocity history based on fault frictional properties. Virtual California (VC) simulates interactions between vertical strike-slip faults using an elastic layer over a viscoelastic half-space.

An example of GeoFEST application to understanding post-seismic relaxation after the 1992 Landers earthquake is shown in Figure 3. As seen in figure 3, regional analysis with multiple interacting faults is now within reach. The ability to solve domains with millions of elements implies the ability to simulate regions with multiple faults, such as the Los Angeles basin and other critical areas for PBO deployment. Descriptions of additional codes and QuakeSim project documentation are available at the QuakeSim main web site at http://quakesim.jpl.nasa.gov. 
All of the applications mentioned in this section currently or will in the near future make direct use of the QuakeTables database system for retrieving and storing fault data as part of their input or output codes.  These connections are handled through Web Service connections that eliminate the need for human users to (for example) directly author complicated input and setup files.  Thus the broader use of the QuakeTables systems through Earthscope will not only supply data products to end users, but will also demonstrate how these products may be integrated with simulation codes.
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Figure 2. An example QuakeSim portal component.  This figure shows the browser interface. The screen shot displays two user interfaces (a visualization of Disloc output on the left, and the code selection interface on the right).  These are independent web pages pulled into the aggregating portal.  Tabs across the top can be used to navigate to other portlet component displays.
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QuakeTables and Other Fault Database Systems

The QuakeSim project includes a web accessible, public database of geologic and modeled faults with geometric, kinematic and neotectonic parameters. The fault database is named QuakeTables. The QuakeTables database system manages a variety of types of earthquake science data and information, providing for its definition, storage, query, and control This new database enables the characterization of dynamically-defined earthquake faults. The contents of QuakeTables can be used to cross-validate different simulation methods, explore competing theories of plate boundary development, perform case studies with widely accepted assumptions, and provide input for visualization software to display simulation results.

There has long been a need for establishing a database of faults for seismic hazard analysis. Several databases have been constructed for this purpose by the U.S. Geological Survey (USGS), the California Geological Survey (CGS), and the Southern California Earthquake Center (SCEC), each with a different format. The primary goal of most existing databases [e.g. WGCEP, 1995; Petersen et al., 1996; Cao et al., 2002; Haller et al., 2004] and current collaborative efforts by USGS, CGS and SCEC on the "RELM" database, is to provide input for probabilistic assessment of ground motion parameters. 

Because existing databases have different information structural organizations and data formats, it is difficult to compare the results of tectonic models with input from different data sets.  Additionally, many are not suitably organized or readily accessible for numerical modeling of earthquake processes or tectonic deformation. For example, the recently released USGS Quaternary Fault and Fold Database (Haller et al., 2004) is an impressive compilation containing a wealth of information about U.S. faults, but most of the data is descriptive text that cannot be input to simulation codes without a rather labor-intensive effort. 

In addition, much effort has focused on establishing whether or not certain faults are "active" as defined by the state of California, and/or how their properties would affect ground motion estimates or probabilistic seismic hazard assessment. The fault attributes or parameters that are useful for seismic hazard assessment differ somewhat from data required for tectonic modeling and understanding active deformation processes at varying time and spatial scales. For example, most faults in existing databases have been divided into characteristic segments that are expected to rupture as a unit. Geologic slip rates are assigned to entire segments rather than to the specific locations (i.e. geographic coordinates) where they were measured. These simplifications and assumptions are desirable for seismic hazard analysis, but they introduce subjective interpretations that could bias the results of simulations of fault behavior over different time scales.

To reduce this problem, the QuakeTables database includes primary geologic and paleoseismic fault parameters (fault location/geometry, slip rate at measured location, measurements of coseismic displacement, dates and locations of previous ruptures, etc.) as well as interpreted/subjective “non-primary” fault parameters [Grant, 1999; Grant and Gould, 2004] such as characteristic segments, average recurrence interval, magnitude of characteristic ruptures, etc. In this proposal, we discuss the need for further improvements such as annotation/pedigree/curation and access controls for more sophisticated analysis and interpretation of data.

In past work we developed Extended Entity-Relationship Schemas (ontologies) and contructed corresponding XML Document Type Definitions to describe parameters of earthquake faults and geophysical data. We developed the QuakeTables database based on that work, and we continue to work with communities that have begun to establish data standards, such as the seismic community, and the International GPS Service. To support QuakeTables, we acquired and employed a state-of-the-art commercially-available general-purpose database management system (MySQL).
 As described later, we will have to upgrade this system for the proposed expansion of QuakeTables. For the existing version, we utilized a basic relational database management system running on a PC server under LINUX. These systems support the definition, storage, access, and control of collections of structured data.

To meet the needs of the simulation community, the required database system must also support the following features: 

· extensible type definition capabilities in the database management system (to accommodate application-specific kinds of data),

· the ability to combine information from multiple databases,

· mechanisms to efficiently return XML and other formatted results from requests, and

· facilities to relate the data to high-level semantic descriptions of it (ontologies).

The system architecture for QuakeTables is shown in Figure 4. A simplified extended entity relationship (EER) schema for the initial QuakeTables database is shown in Figure 5. The parameters were developed and defined by Donnellan et al. (2004) to provide input to QuakeSim model codes.  A relational implementation of the database shown in simplified form in Figure 4 is described by Donnellan et al. (2004).
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Figure 4. Quake Tables System Architecture.
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Figure 5. A simplified extended entity relationship for the QuakeTables fault database.

Data in QuakeTables


QuakeTables has been designed to accommodate several types of fault data and data sets, including primary paleoseismic and geologic fault data, non-primary data [Grant and Gould, 2004], and simulated or hypothetical data. It also includes Material Rectilinear Layer parameters for 3-dimensional tectonic deformation modeling. QuakeTables was developed for and initially populated with data from California, but there is no geographic restriction on future data entries. Data in QuakeTables are extracted from refereed journal articles, professional papers, professional reports, and conference abstracts. 

QuakeTables is currently populated with primary paleoseismic data from major California faults, and with two structured data sets containing summary fault attributes and geographic coordinates of fault segments. The structured data sets include a recent version of Virtual California [Rundle et al., 2002] and two fault databases [Petersen et al., 1996; Cao et al., 2002; Frankel et al., 2002] published by the California Geological Survey (CGS) and U. S. Geological Survey (USGS) for seismic hazard analysis. These structured data sets provide geographic coordinates, geometry, and summary attributes for many active faults and fault segments in California. More paleoseismic data from research publications will be added in the future. Sources of data recently entered into the database are listed in Donnellan et al. (2004). Additional data are being added. Some database population and coordination issues are described by Gould et al. [2003a,b,c] and Chen et al. [2003].

Objectives of the Proposed Project

We propose to expand and enhance the QuakeTables database to meet several critical objectives of the EarthScope program described in the program solicitation. Specifically, as part of the larger QuakeSim/CCE system an enhanced QuakeTables will:

· create “new mechanisms for collaboration, data integration, and data management of a diverse suite of geologic...and geophysical data sets.”

· facilitate “development of community resources” and “the adoption of standards for data exchange for geologic data and the transcription of existing data into these standards.”

 provide “internet-accessible and dynamically updated databases to facilitate the exchange of information among persons and groups likely to be interested in these findings”

· To meet these objectives, we will have to accomplish the following: Expand the geographic scope of QuakeTables data to include major faults in the western US spanned by PBO.

· Make QuakeTables data more accessible and useful to the EarthScope geoscience community, with emphasis on understanding active deformation, stress transfer, fault behavior and patterns of seismicity.

· Add functionality to the system for managing data pedigree and access controls to support group collaborations using limited shared data.
· Adapt the original system to make use of broader community standards, particularly GML.
· Coordinate with NASA-funded collaborators/projects to simultaneously develop the required technology at relatively low cost.

C.3
Project Plan

Overview, Management and Schedule

The project objectives will be met by working collaboratively on four main tasks:

1. Fault data selection, parameter conversion, input and testing (Grant)

2. Database development and architecture (McLeod)

3. Web portal architecture (Pierce and Fox)

4. Service oriented architectures (Pierce and Fox)

Each of these tasks is described separately below. Grant and her postdoc will coordinate efforts among the collaborators and the EarthScope geoscience community. Pierce and Fox will coordinate our project with EarthScope Portal plans. All project personnel will participate in publication and dissemination of results, and work with NASA-funded collaborators from the QuakeSim and CCE projects. (See letters of support from “unfunded” collaborators.) These collaborators include JPL (A. Donnellan, J. Parker, G. Lyzenga, R. Granat), UC Davis (J. Rundle) and Brown University (T. Tullis).

Fault Data

The main purpose of QuakeTables is to provide fault information as a framework for understanding active tectonic deformation and earthquake processes. In its current form, QuakeTables is most useful to the QuakeSim research group because much of the data has been formatted specifically for QuakeSim model codes.  The QuakeSim system is operational, is geographically extensible and has been demonstrated to be useful for earthquake research (e.g. Rundle et al., submitted; Donnellan et al., 2004). However, the geographic coverage of faults is currently too limited for use by the broader EarthScope community, and the fault parameters are not easily integrated with standard GIS tools and other general scientific applications. Therefore, we propose to re-evaluate the fault parameters and contents of QuakeTables to modify it for a more general EarthScope user community. This will require several steps:

· Selection of data

· Identification of desirable data formats and types

· Conversion of raw data to suitable parameters for QuakeTables

· Input and testing of data

· Coordination with federated geophysical databases (GPS, seismicity and InSAR data from the CCE database work)

Selection of data will include consideration of geographic distribution in coordination with EarthScope deployment plans and availability of raw data and structured data sets. We are particularly interested in the USGS Quaternary Fault and Fold Database (Haller et al., 2004) and developing a plan for converting this exhaustive repository of descriptive fault information into structured, numeric data formats.

Database Development and Architecture

In earthquake science, data sources can be categorized into three different kinds: observations, simulations, and hypotheses. Since scientists have their own interpretations and analyses of the raw data and individual databases are distributed, a semantic metadata management system and wrappers for web services are required to support effective information retrieval and web-based search for data of interest to a specific scientist. We propose to construct such a semantic based system to provide interoperability for heterogeneous data, different applications and databases systems, and user-defined packages. Currently, we have created the middleware for groups of experts in order for them to manage the raw data, retrieve the data, and get the wrapped data for further usage, i.e. in simulation programs. A fault database has been established to handle fault parameters. An initial domain ontology (description of key concepts and inter-relationships in the domain) is being developed by both the computer scientists and earthquake science experts. In what follows, we outline our proposed work for this EarthScope project.
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Figure 6.  Earthscope Database System Illustration

The semantic metadata management system we propose (see the upper portion of Figure 6) has five main functional capabilities: 

1.
Facilitate domain ontology creation and update,

2.
Associate the ontology metadata with observational and hypothetical data,

3.
Learn new concepts, relationships, and patterns among the metadata and data,

4.
Support user (scientist) data and meta-data discovery/search and,

5.
Provide the base for the semantic wrapping of information sources.

Rule-based reasoning agents and a simple metadata authoring/editing tool will accommodate data-mining, learning and updating capabilities for metadata management. We intend to ensure that the structure and format of metadata are compatible with RDF [1], DAML+OIL, and XML with limited “process” [2, 3]. This will make the ontology/metadata portable. All communication of data will utilize XML that is compatible with and to an extent based upon Geography Markup Language (GML) [8]. GML helps to describe the format and transmission of geographic information and ensures that both spatial and non-spatial data can be integrated.

Web services use an XML-based protocol and schema of interface definitions to invoke the applications among servers and clients.  The protocol provides the information required by the remote services.  One of the common web services, SOAP, is the method message procedure and deployed as an application in a web server.  Web services cannot be completed without the method interface in the Web Services Description Language (WSDL) [7]. The interface to services is implemented with a web-friendly programming language (such as Java or Python). Web services allow information exchange among different platforms and applications and make remote application invocation possible [9].

Topic mining is to find (new) concepts and events in a collection or stream of data [6]. Topic mining is able to perform thematic and/or the pattern-oriented trend detection and tracking. Unlike traditional keyword-based search, topic mining provides information upon an event-based point of view and helps to adjust the various interpretations of data for geo-science. “Event” means a certain thing that happens at a certain point of time. For example, if a user searches for “earthquake in Southern California”, a typical web search engine would provide the links of general descriptions or the research center information of earthquake in Southern California. However, an event-based search would return facts, i.e. “earthquake on San Andreas fault in May 2002”. Topic mining can hierarchically cluster collections of web pages describing earthquake occurrences. It also associates topical terms (from specific to abstract) with each cluster according to a topic.

Our basic ontology model defines a collection of concepts and interrelationships among those. We support the semantics of three key kinds of generic inter-relationships for which the system “knows” the meaning: Is-A, Part-Of, and Instance-Of [4]. These represent the object-based primitives in semantic data models [5], and form the starting point for our ontology model. We intend to explore expanding this set with other generic semantic primitives, as well as possibly some domain-specific ones.
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Figure 7.  Example ontology of earthquake domain

The nature of data in the earthquake science domain is full of variety and the interpretations of data differ from resource to resource, and scientist to scientist [10]. Therefore, our system must provide integration portability to manage the interoperability for heterogeneous data. At the same time, our system has the most interaction in these specific areas: “metadata services”, “federated database system”, “data assimilation”, “data mining”, and “web services”. Our semantic metadata management system includes rule-based reasoning agents and a simple metadata authoring/editing tool to modify the ontology; topic mining techniques also play an important role for dynamic ontology management.

Web Portal Architecture

As discussed in Section C2, the QuakeTables architecture, both in its current form and in the proposed enhanced structure, provided both programmatic and human access to fault data.  By adopting an OpenGIS-based Web Service architecture, we separate the logic and implementation of data representation and access from the application layer that is used to build client programs.  These client applications may be embedded in geophysical application codes as remote procedure calls, for example, and be included as a chain of applications in (for example) numerical simulations of solid earth systems.  
The other typical use of the system will be through direct human access to data sets.  Here the data product is delivered directly to the end user, who may for example incorporate the results in offline or desktop applications.

Browser-based Web Portals are a common approach for providing user-friendly interfaces of either scenario: launching and controlling complex chains of codes or simply downloading query results.  These portals are sophisticated user environments in their own right, providing many services for managing the user experience. Typical portal services include user login and authentication, customized views/layouts for different types of users, authorization systems for determining if users are allowed to see certain web content, and so forth.

The portal development world is currently undergoing an important revolution.  The key concept is the reusable portal component, or “portlet”, that may be shared and plugged into various projects (e.g. Figure 1).  Portal developers no longer have to redevelop common tasks such as authentication and authorizations systems, user document management systems, RSS data feeds, search tools, etc..  Instead, these can be reused from a common library of portlet components.  As part of the QuakeSim team, members of this proposal have pioneered the use of portlets in computational portal development.  Pierce and Fox of the proposal team also serve on the NSF funded Collaboratory for Grid Portal Middleware project, which develops common portlets and portlet programming interfaces for accessing Grid middleware services.

The recent standard for portlets, JSR 168 [JSR168], is being adopted by major portal vendors (such as IBM’s WebSphere, Sun’s One, BEA’s WebLogic) as well as a number of open-source projects (GridSphere, uPortal, Jetspeed).  This common portlet architecture ensures that portlet components not only may be shared between projects using the same containers (Jetspeed to Jetspeed, for example) but also between projects using different portal containers (Jetspeed to uPortal to WebSphere, for example).  

We find that while JSR 168 portlet containers are numerous, there is currently a dearth of actual JSR 168 portlet components, so it is very timely to develop rich content for these systems.  By following a portlet development model, we will ensure that the user interfaces we develop will not only work within our own project, but may be distributed and plugged into other compatible portlet containers.  Our development work in this area will furthermore serve as prototype system for future Earthscope portal development work.

As part of this project we propose the following:

1. We will build open the early, simple integration of the QuakeTables database with the QuakeSim portal to more fully make use of the portal services, such as authentication and access control. Currently the systems use separate authentication systems and QuakeTables does not provide an access control system to distinguish different classes of users (those with read only privileges versus those with write privileges, for example).

2. We will investigate the use of JSR 168 based containers as an advanced prototype for future Earthscope portal systems, demonstrating the integration of the QuakeTables portlet components with other useful portlet components from the QuakeSim project and from third parties.

Service Oriented Architectures for Fault Database Information Systems

In previous sections we have considered the information technology research issues associated with constructing and operating federated databases for accessing fault data and metadata for western North America.  As we have emphasized, our data modeling and querying approach is extensible and therefore may be applied to other fault systems beyond EarthScope.  Through the auspices of ACES/iSERVO, we will work to promote these specifications as possible standards for internationally-scaled fault data representations.

 
Federated fault databases and meta-query tools will be developed through CCE but these are only half of the picture.  We must still provide the following:

1. Standard data exchange formats

2. Programming interfaces that allow both local and remote applications to be developed for interactions with the data.

3. Protocols for query, metadata, and data exchange.

4. General service abstractions for decorating the basic services with additional capabilities such as authentication, access policies, and so forth.

In the QuakeSim and CCE projects we have pursued the Web Service approach for fulfilling 
these requirements: the Web Service Description Language (WSDL) defines programming interfaces in XML, and the Simple Object Access Protocol (SOAP) services as the over-the-wire messaging format, suitable for carrying XML payloads.  
While WSDL, SOAP, and generally XML provide standard formats for service descriptions, messages between distributed components, and data exchange, much work needs to be done to apply them to the specific problem at hand, and their use does not automatically provide interoperability.  We must instead extend these to meet the specific needs of our extended QuakeTables data system.  To provide widest interoperability, we must adopt additional relevant standards wherever possible.

The Open Geographical Information Systems Consortium (OGC) defines relevant standards for both data models and data services.  The Geography Markup Language (GML) is the base XML schema and is coupled with standard service specifications such as the Web Feature Service, Web Map Service, and Web Coverage Service.  

Specifically, we will perform the following investigations:

1. Adaptation of OGC service standards (particularly the Web Feature Service) to the Web Service architecture.

2. Design of fault descriptions as extended GML Feature objects.

3. Interoperability of GML fault features with existing QuakeTables database structure.

4. Integration of Web Feature Services with iSERVO execution services to enable geophysical simulation using code such as GeoFEST and VirtualCalifornia.

Adoption of OGC standards will enable us to combine prototype Earthscope data products with the larger GIS community.  We will be able to leverage software and data investments of many different groups.  The JPL OnEarth project (http://onearth.jpl.nasa.gov) is an excellent example of potentially interoperable third-party resources that we can use.  Examples of software include many implementations of Web Feature and Web Map services that we can interoperate with, and sophisticated map-producing clients that we can use and incorporate into the user environment.

C.4
Broader Impacts and Related Efforts

This topic is woven into the rest of the proposal. This section could include a few sentences explicitly addressing:

-Community Modeling Environment activities (i.e. SCEC etc)

-Technology development (web services, metadata, wrapper technology etc) and    EarthScope (i.e. the EarthScope Portal)

-Database development for CCE and iSERVO

-Accessibility of EarthScope data for interdisciplinary research and education

C.5  Results from Most Relate  Prior NSF Support
Lisa Grant

Current NSF support: Grant currently serves as PI on Award number EAR-0409500 $240,247, 8/15/04-7/31/06 Collaborative research:  Muti-cycle rupture history of the San Andreas fault in the Carrizo Plain. This project has just started and there are no results yet. In the last 5 years Grant received prior NSF support only as flow-through funds via the Southern California Earthquake Center. (an NSF Science and Technology Center), but the results are not relevant to this proposal and therefore are not listed here. 

Marlon Pierce and Geoffrey Fox
Pierce and Fox are funded by the NSF National Middleware Initiative’s “Middleware for Grid Portal Development,” NSF Cooperative Agreement No. ANI-0330613.  This project is funded for the period September 1, 2003-August 31, 2006 for $1,056,452.  The total project budget, including all partner universities in the cooperative agreement, is $3.2M.  The project has released two scheduled Grid portal software releases, available through the Open Grid Computing Environments Collaboratory’s website, http://www.collab-ogce.org.  Pierce serves as project’s overall program manager, and Fox serves as one of the project’s senior advisor.
Resulting Publications: 

D. Gannon, J. Alameda, O. Chipara, M. Christie, V. Dukle, L. Fang, M. Farrellee, G. Fox, S. Hampton, G. Kandaswamy, D. Kodeboyina, S. Krishnan, C. Moad, M. Pierce, B. Plale, A. Rossi, Y. Simmhan, A. Sarangi, A. Slominski, S. Shirasuna, T. Thomas, “Building Grid Portal Applications from a Web-Service Component Architecture.” To appear in special issue of IEEE distributed computing on Grid Systems.

Dennis McLeod

Dennis McLeod is the Strategic Scientist for the National Science Foundation’s Engineering Research Center at USC named the Integrated Media Systems Center – cooperative agreement No. EEC-9529152. The top level vision of this center is immersipresence – to bring together people, places, and things over the boundaries of space and time.   McLeod’s role has mainly involved strategic planning and integration, and also conducting research on semantic multimedia representation (ontologies), mining from information streams, etc.

Resulting Publications:

Khan, L., McLeod, D., and Hovy, E., "Retrieval Effectiveness of an Ontology-Based Model for Information Selection", The VLDB Journal, Volume 13, Number 1, Pages 71-85, 2004.

Alfuraih, S., Sui, N., and McLeod, D., “Using Trusted Email to Prevent Credit Card Fraud in Multimedia Products”, World Wide Web: Internet and Web Information Systems, Volume 5, Number 3, 2003, Pages 244-256.

Kahng, J., and McLeod, D., “Dynamic Classificational Ontologies”, Computing the Brain: A Guide to Neuroinformatics (editors Arbib, M., and Grethe, J.), Academic Press, 2001, Pages 241-254.

Liao, K., and McLeod, D., “Federating Neuroscience Databases”, Computing the Brain: A Guide to Neuroinformatics (editors Arbib, M., and Grethe, J.), Academic Press, 2001, Pages 231-239.
---------
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(a) Instant Uplift





(b) Close-up of Uplift





(c) Relaxation at 100 Yrs





(d) Postseismic at 500 Yrs





Figure 3 (a-d).  Landers event simulation with GeoFEST, showing post-seismic earthquake cycle phases.
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�There are a lot of redundancies between here and section C2.  Maybe this should be eliminated/drastically shortend.


�Do we plan to a) change the ER diagram (Figure 5) in any way? b) Expand the size of data significantly? 


�MySQL is free and open source, not commercial.  I also would not call it state of the art, but it is certainly a good product for what we have done so far.


�Redundancy here and in Dennis’s section.
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