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1 Introduction

One of the greatest problems foreseen in the expansion of the Semantic Web is the sheer volume of resources that will become available.  The problem is similar to that of the existing World Wide Web.  The web has become an expansive repository of unstructured content and interfaces.  Imagine a model of this web that could only be navigated by hyperlinks instead of being queried by a search engine.  The content would be rendered unusable because it would disappear into obfuscation.  
Another inevitable problem that results from prolific adoption is the desire to integrate and exploit non-native content.  This means that in order for content outside of an integrated system to be usable, all mismatches of the outside resources must be coordinated at all layers.  For the Semantic Web, these mismatches are now in semantic and taxonomic structure, as well as the traditional lower layers.  If a “set of companies wants to exchange products without sharing a common product catalog (1),” there must be a negotiated resolution of classifications and properties.  Essentially, Company A must first identify a product PAi and then determine the semantics of the very same product, designated PBj, in the catalog of Company B.
2 Project Summary
3 Project Description

3.1 Overview
The goals of the proposed research relate to an improvement in the emerging technology and usability of the Semantic Web, specifically web ontologies.  This concept has real promise to revolutionize the use of the Internet to improve human life.  It allows humans to teach computers to understand all aspects of knowledge.  Humans can then exploit and rely on the collective body of all human knowledge resources to solve difficult problems and answer difficult questions.

The dissemination of information has long been facilitated in networks.  The World Wide Web has grown to be the dominant ubiquitous technology for presenting human-understandable information on the Internet.  This information, although available to every node on the Internet, is only locatable by keyword searching.  Search engine algorithms and efficiencies continue to evolve, but the fundamental limitations of unstructured information remain.
Currently, a broad range of focused problem domains are being researched in relation to Semantic Web ontologies, machine learning, classification, and description logics.  In the area of classification and taxonomies, many methods have been developed and tested which analyze the quality of automatic classifiers (1), such as self-organizing maps, learned classifiers, and clustering heuristics (2).
The quality of ontological sources themselves cannot practically be policed or centrally validated.  This has been shown by the larger World Wide Web at many levels.  At the lowest application layer, validation of published HTML formatting is not strictly enforced either during creation, publication, or back-linking.  The only opportunity for validation to occur may be during rendering, as in a web browser.  Even so, all browsers accept some degree of invalid markup syntax in HTML documents.  This burden, although not costly in this example, is relegated to the consumer, not the publisher or provider.  Similarly, at the content layer of a public web document, there exists no strict mechanism for validating the content.  On a given web page, statements presented as facts are not guaranteed to be factual.

A current roadblock to adoption in this technology area is the ability to rationalize multiple conflicting taxonomies within a single domain.  This current limitation restricts the deployment and usage of web-based ontologies to a localized network.  The success of wide-spread adoption will only be realized when significant benefits are demonstrated and barriers between implementations are removed.  Currently, tools associated with the Semantic Web can be demonstrated to perform significant tasks, especially in the area of natural language processing and machine learning.  This will be vital in attempting to annotate the body of unstructured information resources available.  However, these alone only address the conversion of existing information.  They will not help with the rapidly growing body of semantically structured information being created.
3.2 Objective
For the purpose of focusing research, certain problem domains in the area of multiple conflicting taxonomies will be avoided.  Namely the approach of resolving conflicts by merging taxonomies will not be explored.  This is deliberate, however, for several reasons.  One is that this has been explored in other research.  Also, it is believed to be an inefficient and impractical solution in large-scale use, such as the evolving Semantic Web.  Elements of solutions to this problem will be explored for use in other applications and strategies.  The most important elements are techniques of similarity discovery between hierarchical nodes.
The most prevalent need for the future of the Semantic Web, of which the proposed research will partly address, is the robustness of application agents against variability and conflict in the body of structured information.  For example, it is a necessary condition, as will be explained later, that conceptual models vary by implementer for a given concept.  This is not the fault of the implementers.  Even the author of (7), in presenting “an idealized view of how ontologies should be structured taxonomically”, concedes that “strict adherence to this idealized structure
 may not always be possible.”
In one person’s opinion, it may be more important to classifiy domestic animals by their genus and species, where in another person’s opinion, classification by size might be most important.  If both of these individuals were to create taxonomies of cats and dogs as pets, there would be a minor inconsistency to overcome, but most likely the information needed by a client of the ontologies could be found in either source.  This trivial example must be extrapolated to either more fundamental taxonomies or more complex classification dependencies in order to appreciate the pending problems of which Semantic Web agents must be tolerant.  
The first research objective is to develop heuristics for the selection of the best-fit taxonomy for a given specimen resource.  A specimen resource is one which is being analyzed by a classifier to determine its domain and representative ontology.

The second objective is to develop a method for using semantic comparison among multiple ontologies within a domain to discover implied assumptions and poorly-formed taxonomies.

The third objective is to develop multiple well-defined problem statements of classification tasks in several common domains.  These will be used in comparing real-world human classification and conceptualization variance.
3.3 Significance

The inevitability of multiple conceptual models for the same concept arises not probabilistically, but rather systemically.  Any conceptual model is partially a product of the implementer’s larger conceptualization of the world (7).  Taxonomic structure, especially, is dependent on assumptions and decisions.  These decisions cannot be optimized by iterative reassessment, because the iterations themselves would involve the results of other decisions.  The problem is one of a lack of an epistemological foundation.

With that being said, it is obvious that in the Semantic Web, conflicting taxonomies within a single domain or overlapping domains will coexist.  Taxonomies could be annotated and analyzed as well-founded taxonomies.  This would solve the structural validation problem, but I would still not resolve conflict or qualify the content of the knowledge.

Fulfilling the foreseen goals of this experimental effort will clear the way for broad acceptance and creation of ontological taxonomies by domain experts.  The significance can be compared to other such adaptability-enabling technologies for the World Wide Web such as HTML and SOAP.  Although the goals do not target the definition of a new language, they are expected to be immediately applicable to existing ontology technologies.
3.4 Background

The gradual development of knowledge representation theories into usable toolsets has generated broad interest in the promise of the Semantic Web. Many ontology representation and manipulation tools are being developed and sought after by researchers, domain experts, and business modelers (3).  The ability to quickly deploy complex ontologies exists.  The consumers of this knowledge must now be ready to integrate data-driven applications.
Mapping between taxonomies will remain important for knowledge discovery, but true merging applications will not be desireable for the Semantic Web.  Also, answering complex information integration questions such as described in (5) using the Semantic Web will not be addressed.

Analysis methods, such as those described in (7) provide methods for determining the quality of the taxonomic structure of an ontology.  The basis of these methods is the introduction of meta-properties.  These meta-properties describe the behavior of a property and “impose constraints on the way that subsumption is used to model a domain(7).”  This means that formal analysis methods do exist for creating taxonomic structure.  There is no guarantee that these methods will be used for all structures.  These same methods can be used for matching. 

3.5 Plan

The experimental setup will deploy several existing ontology resources into a single datastore.  Given that the goal of resolving language compatibility among ontology representations is being studied in concurrent research, the representative resources will be compiled into a unified representation for which analysis tools will be developed.  In other words, for experimental purposes, we will remove the additional variable of representation to concentrate on the variable of interest which is the taxonomic classification.

Objective #1:
The first objective is to develop heuristics for the selection of the best-fit taxonomy for a given specimen resource.  A specimen resource is one which is being analyzed by a classifier to determine its domain and representative ontology.  Currently, there exist multiple layers of similarity functions for comparing nodes in multiple ontologies.  The lowest layers of similarity use natural language methods for comparing various text elements of nodes, such as labels and property values.  Further layers exploit structural, semantic, and even application-specific elements (4).
The problem of mapping from one single node in ontology A to a similar node in ontology B has been investigated in previous work (4).  It is possible, using various machine learning methods or other integrated methods, to determine semantic similarity between any two individual nodes.  This type of information could be integrated into a more complex analysis system that would compare multiple mappings and their simple taxonomic relationships, ie. subsumption, to qualify the similarity of two ontological structures.  This is not useful in real-world query applications, but it would be useful in matching a specimen resource to an ontology.  By comparing any discovered semantic relationships in the document to the semantic structure of ontology candidates, a best-fit can be determined.  Implementing this procedure efficiently will be the specific focus of research.
Objective #2:
The second objective is to develop a method for using semantic comparison among multiple ontologies within a domain to discover implied assumptions and poorly-formed taxonomies.  This objective is important to the integrity of the Semantic Web.  When using it to solve problems or query for distributed knowledge, a user will expect to receive accurate results.  Toleration of results that are accurate, but do not exactly target the intended query will be greater than tolerance for inaccurate results that portray themselves as accurate.  

This problem exists however, and is true of any AI application, because multiple levels of inference and validation are being done by machines, which are still only able to compile heuristics at best to produce a result.  But additionally, in the Semantic Web, the quality of the sources themselves is an issue.  Herein lies both a compelling application and a foundational weakness of the Semantic Web.  Individual resources on the Semantic Web suffer the same practical validation weaknesses as their primitive web ancestors.  An ontology or resources published to the web aren’t validated.  Semantic comparision could be used for validation.  This will be the substance of experiments related to this objective and will consist of integrating existing methods and measuring the ability to pick out the “bad” conceptual model from a domain set.

3.6 Impact

In order for the promise of the Semantic Web to be fulfilled, several difficult problems still need to be solved.  Consequently, as the adoption and trial of Semantic Web tools proliferates, new problems will arise and new methods will be required to maintain its usability.  The availability of ontology creation and page annotation tools is increasing.  More elaborate tools are being sought by researchers who have long created experimental environments by hand.  The tools, along with increased interest by the general public, namely curious enterprises, will lead to a rapid increase in Semantic Web content.  

The expected results of the proposed research will help prepare consumers and maintainers of Semantic Web content for the quickly approaching adoption that the field has been waiting for.  
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� Referring to a ‘backbone taxonomy’ which is a taxonomy of ontology properties





