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Introduction

This report describes the initial testing of the integration and performance of several component pieces being developed as part of the SERVOGrid Complexity and Computational Environment (CCE).  The overall CCE architecture is described in the document, “Complexity Computational (CCE) Architecture,” [Fox2004a].  To briefly summarize this document, the primary components of the system are as follows: 
1. Earthquake simulation and modeling codes to support data assimilation, data mining, multiscale modeling;
2. Data modeling with ontologies and semantic tools;
3. Web Services for managing data sources, data flow, code execution, and information;
4. Message-based event system (NaradaBrokering); and
5. A workflow management system (HPSearch) for connecting services.
In this document, we explicitly focus on points 3, 4, and 5.  These tests are relevant to the “Data Mining” and “Coarse Graining” case scenarios described in the CCE Architecture document.  
To establish some performance measurements on a particularly interesting application, we chose the Pattern Informatics (PI) application as a test case.  The architecture is an iteration of the earlier RDAHMM data mining tests documented in [Gadgil2005].  The current tests extend this earlier system by adding Geographical Information Services (GIS)--the Web Map Service and Web Feature Service--and the WS-Context information service.  We chose the PI application since it is used to produce the well-publicized “hot spot” maps published by SERVO team member John Rundle and his group at UC-Davis.  The integrated PI-GIS system profiled here, when in production, represents a very high-profile application of SERVOGrid, so the current tests provide an important practical example.

The PI case study provides more general insights into system performance as well:
1. The Geographical Information System services provide access to GPS, seismic event, and fault catalogs, and so are important parts of many CCE applications: GeoFEST, RDAHMM, Virtual California, and Potts Model codes.  
2. The HPSearch workflow engine provides a general purpose service management system, so it is important to test the overhead that it introduces.
3. HPSearch also is used to manage data and file flow, so the PI case study tests the performance of file transfers and filters.
This report documents our first attempts at welding the various pieces of SERVO together and has served to point out various bottlenecks in the current system, as described below.  We do not anticipate major changes in the architecture as the system evolves, but we do anticipate better implementations.  In particular, we plan to address some of these issues using techniques described in [Fox2004b] to improve the performance of the data services.
System Overview and Components

SERVOGrid consists of the following tools for managing distributed applications and data.

Web Feature Service

The Web Feature Service (WFS) is an Open Geospatial Consortium-compatible data service that manages “feature” data: abstract representations of map features and associated metadata.  WFS servers are capable of storing map entities such as political boundaries, geographic features such as rivers, roads, etc.  We also use the WFS to store information sets specific to the SERVO modeling code needs:

· GPS data archives, accumulated from SOPAC, JPL, and USGS data archives.

· Seismicity data archives, accumulated from SCSN, SCEDC, Dinger-Shearer, and Haukkson formatted data archives.
· Earthquake Faults obtained from the QuakeTables fault database [Chen2003].
The WFS stores data accumulated from public, online archives.  We reformat and store locally, to support query searches and combined/filtered results.  More information on the SERVO Web Feature Service is found at http://www.crisisgrid.org.
Web Map Service

The Web Map Service (WMS) is an OGC specification for generating interactive, online maps.  WMS can generate maps in several formats (JPEG, SVG) by acting as client to both WFS and other WMS instances.  WMS maps are generated as overlays, so it is possible to generate and customize maps interactively.  The SERVOGrid WMS interacts with the NASA OnEarth WMS [OnEarth], which provides very high quality satellite images.  WMS implementations also can be used to interactively extract component features.  We use the SERVOGrid WMS to, for example, set up initial problems visually with information from the WFS (such as seismic event records described below or earthquake faults), then “read off” the WFS from the map to generate input files for running SERVOGrid earthquake modeling codes.  More information on the WMS can also be found at http://www.crisisgrid.org.  For a general overview of GIS material, see [Sayar2005].
HPSearch

The HPSearch system provides a scripting environment for managing distributed Web Services.  We specifically use HPSearch as an engine for managing distributed workflows on SERVOGrid. For the current demo, we rely on the HPSearch node, which is responsible for processing workflows, and WSProxyService, a specialized Web Service that can operate as both a Web Service and a NaradaBrokering publisher and/or subscriber. HPSearch is described in more detail at http://www.hpsearch.org. 
Context Service

The Context Service is a system for storing transitory metadata needed to describe distributed session state information.  In the current test system, it is used to store information needed by HPSearch to orchestrate system interactions.  The Context Service and other information service work is described at http://grids.ucs.indiana.edu/~maktas/fthpis/.
NaradaBrokering

NaradaBrokering development is not directly part of the NASA AIST project, but we rely upon it to manage data flows and event notifications within the SERVOGrid system.  This is typically done through the related HPSearch project.  NaradaBrokering may be thought of a as topic-based publish/subscribe messaging system: interested entities can register to a NaradaBrokering node to send and receive messages on particular topics.   The NaradaBrokering project web site is http://www.naradabrokering.org. 
Testing Environment

All tests were run at the Community Grids Lab using modestly performing PCs and Linux servers.  The Lab’s network and computing facilities are given in the Appendix A.  We run the WFS, WMS, PI code, and Context Service each on separate servers, as described in “Test Scenario.”  The purpose of these tests is to establish relative performance numbers and identify bottlenecks, not to establish absolute times or benchmarks.  
Test Scenario

The PI code is used to generate “hot spot” maps based on past seismic records: it identifies areas of high probability for large future earthquakes.  The PI code is described in more detail in [Tiampo2002].  For our purposes, we only need to be concerned with the requirements for running the code.  It needs the following inputs:

1. A seismic record catalog (SCEDC) file with dates, latitude/longitude coordinates, and event magnitudes;
2. Time and space boundaries for selecting the region and time period of interest from the seismic catalog; and
3. Lower event thresholds: events below the desired threshold are discarded.  Note this threshold dramatically affects the size of the input data file: the number of events grows exponentially as the lower bound decreases.
The output file consists of a latitude/longitude grid of probabilities (forecasts) for events within a given future time period.  

The PI application is a natural candidate for testing the SERVOGrid WFS, WMS, and HPSearch services:

1. The SCEDC catalog file can be replaced by the SERVOGrid WFS.
2. The WMS can be used to interactively set up the problem, allowing a user to visually set latitude/longitude bounding boxes and time intervals.  

3. The WMS can be used to visualize the hotspot outputs.  These are currently overlayed on satellite imagery from the OnEarth WMS.  In future versions we can provide support for additional overlays, such as city and county boundaries, roads, demographic information, etc.

4. HPSearch can be used to execute the simple workflow associated with the PI code: extract data from the WFS, transfer it to the PI code’s host, execute the PI code, and notify listeners when the output data is available.
5. The Context Service is used to store various pieces of information, such as the state of the system (“executing” or “done”) and the location of data files.

The system is summarized in the diagram below.  We will expand on this in more detail in the “HPSearch Performace Tests” Section.
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Figure 1 Overview of the integrated system
The screen shots below illustrate the user interface (WMS GUI in Figure 2).  The background images shown in Figure 2 are obtained at runtime through the NASA OnEarth WMS.  The blue stars indicate locations of earthquake events, obtained by from the SERVOGrid WFS using filter criteria specified on the left hand forms.  The output of the PI code is re-filtered back into GML feature data and delivered back to the Web Map Server.  A sample calculation of hotspots is shown in Figure 3. 

[image: image2.emf]Sample-2


Figure 2 The SERVOGrid WMS client interface creates overlay maps that can also be used to set up and launch the pattern informatics code.  
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Figure 3 Earthquake hotspot forecasts.

Performance Tests

We calculated the performance of the various system components for the following lower bounds for the event magnitudes: M=5.0, 4.5, 4.0, 3.5, and 3.0.  These correspond to increasing data file size, as shown in Table 1 for the eventful year 1992 in the SCEDC catalog for Southern California.  The entire catalog from 1932 to 2004 has 401,403 entries.
Table 1 SCEDC entries for test year 1992.

	Event Magnitude Lower Bound
	Number of Entries
	GML File Size (KB)

	5.0
	19
	11

	4.5
	67
	36

	4.0
	209
	106

	3.5
	587
	287

	3.0
	1790
	880


WFS Performance Tests
We measure WFS performance by timing the steps needed to extract seismic records with specific latitude/longitude bounding boxes, time periods, and lower bounds for the earthquake threshold magnitudes. These extracted records are returned as GML responses.  Table 2 describes the specific steps.  This test is representative of other SERVOGrid applications that need to extract records from remote data bases through the WFS.
The tests are made over 10 runs for lower-bound magnitude thresholds 5.0, 4.5, 4.0, 3.5, and 3.0.  Data from 1/1/1992 to 12/31/1992 were requested and latitude/longitude bounding box (-117.0, 32.0)-(-114.0-37.0) was used.  The following measurements are made during each run:

Table 2 WFS component measurements.

	T[init]
	Time spent during initializing the objects and checking to see if the database that contains the requested feature is alive. WFS first reads requested feature type’s config file to gather information about the database where actual feature data is located. Then attempts to make a connection to see if the DB is alive. If not an exception is thrown.

	T[decodeRequest]
	Time for creating an object from GetFeature xml request. This includes the time for building the query from the request.

	T[executeQuery]
	Time between sending the query to the database and receiving the result (as a Java ResultSet).

	T[buildQueryResultObj]
	Time for creating a QueryResult Object from the ResultSet.

	T[buildGMLobject]
	Time for creating an XML object from the QueryResult object

	T[buildGMLstring]
	Time for converting the XML object to a string.

	T[formatGML]
	Formatting XML string. (Pretty print)

	T[totalProcessTime] 
	Total time from receiving the request to returning the GML.


Data for each run is given in the table below.  Times are in nanoseconds.  The bottleneck for M<=3.5 is the buildGMLString step.  This step is required to convert the internal Java GML object into a Java String suitable for transmission over the network.  HTTP Responses require that the header include the content length, so it is necessary to create the entire payload in memory in order to determine its size.  Some initial tests for improving this performance are described in the next section.
Figure 4 and Table 3 summarize the results.  The full data set is available in an attached spreadsheet.   The performance decreases dramatically as the lower event threshold M decreases, corresponding to the increase in data size. As can be seen, the higher threshold runs (M=4.0, 4.5 and 5) are dominated by the query execution time.  This remains relatively constant over the values of M.  For M=3.0 and 3.5, the construction of the GML response string begins to dominate the processing time.  
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Figure 4 Web Feature Service performance measurements.

Figure 5 shows a scatter plot of the ten samples taken for the measured total processing time for M=5.0.
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Figure 5 Scatter plot of WFS sample data for M=5.0.
Finally, Table 3 gives the entire results breakdown for all values of M.
Table 3 Results for WFS performance testing.

	M=5.0
	Mean (ms)
	StdDev (ms)

	T[init]
	2.75638E+01
	2.11153E+00

	T[decodeRequest]
	4.26489E+00
	1.54263E+00

	T[executeQuery]
	3.64308E+03
	6.09161E+01

	T[buildQueryResultObj]
	3.74674E-02
	8.88055E-04

	T[buildGMLobject]
	4.10297E+01
	7.83743E+00

	T[buildGMLstring]
	1.15676E+00
	5.42012E-01

	T[formatGML]
	6.94729E+00
	1.20962E+00

	T[totalProcessTime]
	3.76250E+03
	8.12962E+01

	
	
	

	M=4.5
	
	

	T[init]
	3.67085E+01
	2.05095E+01

	T[decodeRequest]
	2.76309E+00
	4.89043E-01

	T[executeQuery]
	3.64958E+03
	5.23193E+01

	T[buildQueryResultObj]
	3.24520E-01
	4.73013E-01

	T[buildGMLobject]
	1.09980E+02
	3.23688E+01

	T[buildGMLstring]
	3.01460E+01
	2.44497E+01

	T[formatGML]
	2.59172E+01
	2.18411E+01

	T[totalProcessTime]
	3.88588E+03
	6.06536E+01

	
	
	

	M=4.0
	
	

	T[init]
	4.32188E+01
	1.16239E+01

	T[decodeRequest]
	5.93121E+00
	2.30666E+00

	T[executeQuery]
	3.65665E+03
	2.11888E+01

	T[buildQueryResultObj]
	7.69511E-01
	6.83894E-01

	T[buildGMLobject]
	3.27116E+02
	8.69450E+01

	T[buildGMLstring]
	9.65212E+02
	3.43489E+02

	T[formatGML]
	5.67004E+01
	2.83348E+01

	T[totalProcessTime]
	5.13481E+03
	4.76020E+02

	
	
	

	M=3.5
	
	

	T[init]
	2.65526E+01
	2.12963E+00

	T[decodeRequest]
	3.67798E+00
	1.05861E+00

	T[executeQuery]
	3.64302E+03
	2.76030E+01

	T[buildQueryResultObj]
	8.19834E-01
	1.88496E-01

	T[buildGMLobject]
	8.22801E+02
	1.48696E+02

	T[buildGMLstring]
	1.61689E+04
	5.77301E+03

	T[formatGML]
	2.26705E+02
	6.57045E+01

	T[totalProcessTime]
	2.10660E+04
	6.01498E+03

	
	
	

	M=3.0
	
	

	T[init]
	2.39687E+01
	1.68616E+00

	T[decodeRequest]
	3.28368E+00
	4.46920E-01

	T[executeQuery]
	3.67557E+03
	2.55911E+01

	T[buildQueryResultObj]
	2.79935E+00
	1.38548E+00

	T[buildGMLobject]
	2.42187E+03
	5.54132E+02

	T[buildGMLstring]
	1.22319E+05
	3.81333E+04

	T[formatGML]
	4.54205E+02
	7.52487E+01

	T[totalProcessTime]
	1.29094E+05
	3.87526E+04

	
	
	


Improving WFS Performance

The WFS returns a collection of geographic features as response to any GetFeature request. Each feature is described by a specific GML Schema and thus has a unique GML instance structure. To serve multiple features, WFS has to be able to create GML instances of these features. Using a data binding framework such as Castor or XML Beans (our initial approach) for this purpose is not feasible since this requires code generation for every feature type and more programming to integrate the generated code with the system. Instead we employ a simpler solution: for each new feature type that we want to serve, we generate two XML files. The first file is a GML instance and the second is a “mapping” file which shows which database column names map with which element name in the GML instance. 

While creating a feature collection, the WFS first retrieves the results from the database.   Then for each row it populates GML instances with corresponding values using XPath for matching. This is an intensive text processing job. Initially string concatenation is used but because this is computationally expensive, we switched to using Java String Buffers. The initial performance results are obtained with this version.  

Although String Buffers demonstrate acceptable performance, for large data sets we experienced longer processing times and memory exceptions. As an improvement in this particular point we are implementing a new version that employs temporary files and byte arrays. Instead of saving all features in a memory buffer, the new version uses streams to write features to a temporary file. After all the features are in the file, we create byte arrays to transfer this file to string and return to the requesting agent.
Initial results for this method show an obvious improvement for the larger data sets.

Table 3a WFS performance improvements.

	First method – String Buffers

	Magnitude
	1.Run
	2.Run
	3.Run

	4
	5937
	6000
	6516

	3.5
	7187
	7328
	7265

	3
	10782
	10812
	11069

	2.5
	23688
	23594
	24567

	
	
	
	

	Second Method – Byte Arrays

	Magnitude
	1.Run
	2.Run
	3.Run

	4
	5828
	5843
	6359

	3.5
	6563
	6515
	6656

	3
	8453
	8703
	8672

	2.5
	16015
	15765
	15750


Although these improvements are significant, substantial improvements will require a somewhat different approach based on streaming the data.  This should be possible since the GML files that we generate are somewhat flat and so are simple to construct.  It will also be useful to remove the dependence on HTTP over TCP/IP as the transport layer, since significant performance enhancements can be obtained by using UDP [Fox2004b].
HPSearch Performance Tests
The HPSearch engine controls the workflow that connects the PI code to the WFS, transfers and reformats data, and manages the execution of the PI code.  As the system depicted below goes through these stages, HPSearch interacts with the Context Service to store metadata and keep track of state.  
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Figure 6 The HPSearch workflow for the PI test case.
To understand the use of HPSearch in this test case, we summarize the steps in Figure 6.  There are two HPSearch nodes in the system: a master that runs on the host trex.ucs.indiana.edu, and a worker node that runs on danube.ucs.indiana.edu.  The master node is responsible for scheduling worker HPSearch nodes: there is only one worker in the demo, but for load balancing and scheduling we can run additional nodes. 

As we will explain below, the HPSearch nodes will interact with the following services:
1. WFS server runs on gridfarm001.ucs.indiana.edu, another Linux server.  This we described above.
2. The Data Filter service runs on danube.ucs.indiana.edu.  This service is responsible for translating the GML output of the WFS into a format understood by the PI code, and for transmitting this reformatted data to the PI Code Runner.  The Data Filter service is an extension of the WSProxyService, a class developed as part of the HPSearch work.  See http://www.hpsearch.org/documents/notes/08-wsproxy/index.html.
3. The PI Code Runner is on danube.ucs.indiana.edu.   This is also an extension of the WSProxyService class.  In our test scenario, the Data Filter service and the PI Code Runner were co-located, for simplicity, but this is not required.  The PI Code Runner actually consists of three related services: a Data Accumulator, which receives data from the Data Filter; a code wrapper, which can execute the PI code; and a “Raw-to-GML” translator, which translates the PI code output to GML, for later display in the client as a hotspot map (Figure 3).
4. The Context Server runs on Tambora, yet another PC.  This stores metadata and session state information for the distributed system.
5. A NaradaBroker node runs on trex.ucs.indiana.edu.  As described below, this will manage the notifications and data flow between the HPSearch node and the WSProxyService.
We present timings for each of these services in Table 4.

The system works as follows.  We denote the HPSearch master node as HPMaster and the worker node as HPWorker.
1. The end user, through the client shown in Figure 2, selects a bounding box, time interval, and lower seismic event threshold for a problem.  The user clicks the “Run PI Code” button.

2. This button click is tied to a Web Service client, which invokes the HPMaster node (Figure 5), acting as a Web Service.  It sends the HPMaster node the information necessary to start the workflow:

a. The URI label of the particular script to run.

b. The parameters listed above, needed to set up the script.

3. The HPMaster node sends a message to the Context Server to indicate the system state is “running” and then finds an available worker node, HPWorker on danube.   

4. HPWorker now must setup and manage the workflow.  It first sends a message to the Context Service to indicate the system is starting.  It next initializes the Data Filter and PI Code Runner services, telling them how to connect to the NaradaBrokering node, which topics to publish to, and which topics to subscribe to.
5. The HPWorker node then invokes the Data Filter service.

6. The Data Filter service opens a URL connection to the WFS and reads the generated PI input data file.  This is a GML file that contains all the information needed in the problem: the latitude, longitude, magnitude, and timestamp of all earthquake events matching the user’s query criteria in Step 1.  The Data Filter reads this file line by line, reformatting each entry so that it is compatible with the PI code’s input data format.
7. As it reformats each entry, the Data Filter streams the new entry to the Data Accumulator, running as part of the PI Code Runner service.  This streaming is done by publishing to the NaradaBrokering node on the topic established during Step 4.  When this filtering is complete, the Data Filter sends an end of file message and notifies HPWorker engine it is done.

8. The HPWorker engine next invokes the PI Code Runner service.  This runs the PI executable and reformats the output into GML.
9. Finally, with the flow completed, the HPWorker notifies HPMaster, which in turn updates the system state by sending a message to the Context Server.

Table 4 summarizes sample timings for the above steps.  We initially used 1932 data with a latitude/longitude bounding box of (-122.0, 32.0), (-115.0, 37.0) from the SCEDC entries in the WFS for the sample tests.   This data set had 114 entries for M>3.0.  The column headings are explained above.  “Waiting for Flow()” is the total time required to run the workflow, and should be compared to the total time of the Data Filtering plus the Code Execution steps.  The total flow also includes a step for generating postscript images of the output using Generic Mapping Tools, “Create GMT.”    
Table 5 HPSearch summary results in milliseconds.
	Data Processing
	PI Code Runner Service
	Total Times

	Data Filter
	Data Accumulate
	Exec PI Code
	Create GMT
	RAW -> GML
	Total
	Context Write
	Waiting for Flow()
	Context Write

	8439
	2572
	397
	590
	2777
	6336
	145
	13143
	246

	8344
	2511
	397
	586
	2492
	5986
	342
	12866
	134

	8327
	2674
	453
	602
	2720
	6449
	301
	13230
	102

	8343
	2435
	456
	596
	2563
	6050
	119
	12671
	226

	8323
	2475
	458
	587
	2471
	5991
	258
	12742
	137

	
	
	
	
	
	
	
	
	

	Averages

	8355.2
	2533.4
	432.2
	592.2
	2604.6
	6162.4
	233
	12930.4
	169

	Standard Deviations

	47.8
	93.3
	32.2
	6.7
	137.2
	215.3
	97.3
	245.9
	63.1


Table 4 is summarized as follows: 

1. Data Processing: this is the time required to read, transport, and re-format the GML output from the WFS into the legacy format expected by the PI code.  The data is read line by line, transformed, and transported from the WFS (running on gridfarm001.ucs.indiana.edu) to the PI Code Runner service, running on danube.ucs.indiana.edu.  For the sample data this takes, on average, a little over eight seconds.
2. The PI Code Runner Service: this consists of several co-located services.  The first, Data Accumulate, receives data from the Data Filter service and writes it to a local file (required by the PI code executable).  The Exec PI Code service then runs the PI application.  For the test data, the PI code execution time is negligible.  Create GMT is a legacy service that generates GMT plots.  Raw->GML is a filter for transforming the PI output file into a GML format that can be interpreted by the Web Map Service.
3. Total Times: these are the total times required to process a flow script.  The two Context Write times refer to the state change notifications when the system enters and exits the flow.   Waiting for Flow() refers to the total time to complete the steps in Figure 6.  
The HPSearch overhead may be found by comparing the “Data Processing” time to the “Exec PI Code” time.  Note that the Data Filter and Data Accumulate steps run concurrently.   This is summarized in Table 5.  The overhead percentage is simply 1-(Data Filter+Exec PI Code+Create GMT+Raw->GML)/(Waiting for Flow).
Table 6 HPSearch overhead percentage.

	Run #
	HPSearch Overhead %

	1
	7.15

	2
	8.14

	3
	8.53

	4
	5.63

	5
	7.09


Context Service

As described in the Introduction, the Context Service stores metadata that (collectively) identifies the state of the system, as shown in both Figures 1 and 5.  The metadata pieces are typically small and are independent of the event magnitude M used in the PI testing.  
The Context Service’s primary operations are GetContext and SetContext.  Table 6 summarizes the test results.  Three measurement sets were made using a 50 byte string for GetContext.  Each of the three sets consisted of 100 individual measurements.  These are labeled “Test Set” in Table 6, column 2.  We also performed 3 sets of 100 measurements on the SetContext method.  The results are listed below.  The full data set is available in an attached spreadsheet.  We note that these were subject to very large variations.  

Note also that these are internal measurement timings to process requests.  The HPSearch results (Table 4) for the Context Service give millisecond results for external invocation times; i.e. the Table 4 results include both the internal processing times of the service and the network overhead.  

Table 6 Context Service timing averages.

	Context Service Operations
	Test Set 
	Average (msec)
	Std. Dev. (msec)

	getContext Operation Timing
	
	
	

	
	1
	106.92
	91.99

	
	2
	142.61
	157.27

	
	3
	124.02
	101.53

	
	
	
	

	setContext Operation Timing
	
	
	

	
	1
	122.29
	97.77

	
	2
	129.41
	111.68

	
	3
	125.64
	101.52


We conclude from this that the Context Service does not add excessive overhead to the overall system for these small metadata stores.  The actual internal processing time for small metadata pieces is typically smaller than the network invocation time.  
Web Map Service Tests

The WMS generates maps based on input (bounding boxes and time intervals) from the user interface.  Maps are generated in layers from features sets obtained from one or more WFS sources.  WMS can also combine the locally generated images of features with images obtained from other (remote) WMS instances.  In the current test case, our WMS generates map boundaries, locations of earthquake events, and locations of hotspots, which are superimposed on images obtained from the OnEarth WMS at JPL. 
We tested WMS service performance for M=5.0, 4.5, 4.0, 3.5, and 3.0.  We chose a latitude/longitude bounding box (see Figure 2) of (-124.85, 32.26), (-113.56, 42.75) and tested results for the time period 1/1/1992 to 12/31/1992 (the most active year in the catalog).

The results are summarized in Tables 7 and 8 below and are depicted in Figure 7.  Note that the screen shots of Figures 2 and 3 are not the WMS: they are thin clients to the WMS for displaying the maps returned by the server.  The WMS generates the images and delivers them back to the client.  The WMS operation timings are thus split between the internal server timings (Table 7) and the overall timings seen by the client (Table 8).  Note that the “internal” server timings include remote calls to the WFS and the OnEarth WMS.  The steps are as follows:
1. Initialize Parameters: 

2. Get Basemap from OnEarth: retrieve the Landsat images for the selected latitude/longitude bounding box (see Figure 2).

3. GetFeatures from WFS: query the WFS (described above) to obtain the seismic records for the spatial/temporal region of interest; get back results.
4. Draw Map from Features: assemble the abstract map pieces and render as a JPEG image.

5. Total Processing Time: the sum of the times for steps 1-4.

Table 7 Server-side timings for the WMS.  All times are in milliseconds.

	Server-Side Timings
	
	
	
	

	MAG
	Initialize Parameters
	Get Basemap from OnEarth
	GetFeatures from WFS
	Draw Map from Features
	Total Processing Time

	3.00
	16
	1156
	51391
	1594
	54157

	3.50
	0
	656
	6797
	578
	8031

	4.00
	0
	687
	3063
	265
	4015

	4.50
	0
	656
	2594
	468
	3718

	5.00
	0
	625
	2250
	250
	3125


As can be seen, retrieving features from the WFS dominates the WMS operations. In Table 8, we give some simple measurements for using the WMS’s client interface.  This interface is characterized by two disjoint operations: “GetMap from WMS” creates the interactive map (such as shown in Figure 2).  A user may choose to edit the map several times before launching the PI code.  The “Calculate and Plot PI Output” step shows the time (from the user’s perspective) to completely run the code and plot the output (Figure 3). 
Table 8 Client-side timings, in milliseconds.

	Client-Side Timings
	

	Event Magnitude
	GetMap from WMS
	Calculate and Plot PI Output

	3.00
	54829
	87458

	3.50
	9062
	32188

	4.00
	5234
	27203

	4.50
	4500
	17531

	5.00
	3890
	7010


The columns of Table 8 are as follows:
1. Event Magnitude: the lower threshold of seismic events used in the PI calculation.  

2. GetMap from WMS: the total time needed to retrieve the map from the server.  This includes and is dominated by the server processing time (see Table 7).

3. Calculate and Plot PI Output: the time elapsed between the invocation of the PI code and the generation of the hotspot map (Figure 3).  This timing should be compared to the HPSearch timings.  The performance numbers in Table 8 represent end-to-end timings of the system.  These are the timings experienced by the user.
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Figure 7 WMS and Map Client performance timing.
Summary Timings

Table 9 summarizes the total system time for the indicated lower thresholds.  The middle column, taken from Table 8, is the total time required to transfer data, launch the application, and transform the results, and create the hot spot map.  The last column is the actual, trivial execution time of the PI code.  As shown in Table 4, the execution time in general is dominated by the data transfer process (moving and transforming the data from GML into the PI code’s expected format).  Another source of inefficiency is the transformation of the PI code output into GML for plotting in the Web Map Server.
Table 9 Summary timings for the user interface and PI code for 1992 data, in milliseconds.
	Event Magnitude
	Calculate and Plot PI Output
	EXEC PI Code

	3.00
	87,458
	103

	3.50
	32,188
	99

	4.00
	27,203
	97

	4.50
	17,531
	95

	5.00
	7,010
	97


For comparison, the command line version of the PI code takes about four seconds to calculate hot spot maps.  This does not take into account the time to download the 12 MB seismic catalog but does include the time required for the PI code to filter the data.

Conclusions, Related and Future Work
This initial performance evaluation and related tests [Gadgil2005] has served to prove several of the basic concepts introduced in the CCE document, while revealing bottlenecks and areas of needed performance improvement.  In particular, our current methods for creating and manipulating GML need to be improved, and it is important to improve the network data performance.  In particular, HTTP is not the ideal transport mechanism for large data sets, since it is both inefficient and requires knowledge of the entire content length before transmissions.  We will explore alternative SOAP transport protocols that will improve performance.  
In related work, the NaradaBrokering Web Service integration work is progressing and will be used in future versions of the CCE.  In particular, several core features have been implemented and are undergoing integration and performance testing (including WS-Eventing and WS-Reliable Messaging, e.g., [Pallickara2005]). 
Key future investigations will involve the use of HPSearch to manage multiple copies (or clones) of systems used for parameter space studies.  Such systems lend themselves to simple parallelization and the millisecond messaging requirements described in the CCE Architecture documents.  We are currently testing this approach with the Manna Model application developed at UC-Davis.  We will extend this to support parameter studies and cost function determinations of the Virtual California codes during Summer 2005.  Work is also underway to integrate GeoFEST and Virtual California (see [Fox2004a]).  We will also make use of HPSearch tools to manage distributed GeoFEST applications used here.
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Glossary of Acronyms

	Acronym
	Expansion

	GIS
	Geographical Information System

	PI
	Pattern Informatics

	OGC
	Open Geospatial Consortium

	WFS
	Web Feature Service

	WMS
	Web Map Service


Appendix A: Facilities Statement, Community Grids Lab

Indiana University’s Community Grids Laboratory maintains a heterogeneous network computing environment consisting of Windows (2000 and XP), Linux, Sun Solaris workstations and servers, including 40 Pentium 4-based desktop class machines, 20

Linux/Solaris (dual-CPU) server class, and two 8-CPU 16 GB Sun v880 server class machines to support the lab.s development and research efforts. All full-time researchers have Pentium-3-based laptops.

The laboratory’s network consists of server, workstation, and mobile connectivity provided by 100Mbit/second Ethernet, and 11Mbit/second 802.11b wireless connections respectively, connected in turn to Indiana University’s network backbone via a

1000Mbit/s fiber optic link, and from there to the Internet2 Abilene network and the commodity internet via multiple OC3 links. Community Grids Laboratory also has one Macintosh and one PC-based fully capable digital video creation/conversion systems. They are used for digitizing and creating multimedia files with different codec capabilities.

Other computing resources available within the lab include networked high-speed duplex laser printers, CD-R recording, video conferencing tools including two Access Grid Systems along with 5 Polycom ViaVideo systems and secure central data storage. Other services (e-mail, massive near-line data storage, production backup services, dialup, and remote VPN services etc) are provided by the university and University Information Technology Services. Community Grids Laboratory works closely with IU.s information technology services (UITS) and the IU Computer Science department in developing and testing new technologies.

The Community Grids Laboratory is composed of six full-time researchers and developers and 30 part-time graduate students. Administrative support is provided by the Pervasive Technology Labs staff and UITS. The lab occupies 2600 square feet in the Indiana University Research Park in downtown Bloomington.
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WMS+GUI

WFS



1: WMS queries WFS for a given BBox and time interval

2: WFS dumps the results into a .txt file

3,4: WMS starts a session, invokes HPSearch to run workflow script for PI Code with a session id

5,6,7: HPSearch runs the workflow script and generates output file in GML format as result

8: HPSearch writes the URI of the of the output file into Context

9: WMS polls the information from Context Service

10: WMS retrieves the generated output file’s location from the Context Service, downloads the data, and generates a map
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HP Search

Data Filter

PI Code

Data Filter
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Context Service
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Steps in detail: 

User interact with WMS GUI and choose Bounding Box and time series for PI

WMS talks to WFS and makes a query for specified BBox and time interval

WFS dumps the results into a remotely accessible .txt file 

User clicks the run PI Code demo

WMS talks to Context Service and creates a session

WMS talks to HP search with a given session id, and submits a workflow script for PI code

HPSearch is a Shell prompt allowing any workflow script to be executed

HPSearch interacts with participants of workflow and as a result of workflow script an output XML file generated.

HPSearch talks to Context service with the session id already generated and writes the URI of the output file

WMS polls this information from Context service 

WMS retrieves the tmp.xml file and plots the result of the PI code
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HPSearch hosts an AXIS service for remote deployment of scripts

GML
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(Tambora)

NaradaBroker network: 

Used by HPSearch engines as well as for data transfer

Virtual Data flow

Data can be stored and retrieved from the 3rd part repository (Context Service)

WMS submits script execution request (URI of script, parameters)

HPSearch

(TRex)
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Actual Data flow

HPSearch controls the Web services

Final Output pulled by the WMS



HPSearch Engines communicate using NB Messaging infrastructure








