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Abstract

This research provides a systematic approach and a service infrastructure that will allow virtual community participants to use relevant services within a seamless, integrated interface.  We build upon a digital library paradigm, in which community knowledge of many formats would supplement more traditional documents.  Our focus is on the modules or “services” that would allow users to contribute, share, and build upon these various forms of knowledge.  Services generally require minimal or no changes to plug into our infrastructure.
The proposed infrastructure can form the core of vibrant virtual communities by supporting a broad range of services.  These services focus on community support beyond what most digital library researchers currently are developing.   The infrastructure and services proposed in this paper provide the first step towards this vision.

Introduction

Digital libraries commonly provide access to both text and multimedia reference materials as a collection of published documents and digital representations of other artifacts (art, music, etc.).  We propose to augment the digital library model with additional services oriented towards supporting virtual communities.  The resulting enhanced digital library infrastructure would serve as an ever-evolving repository of the community’s knowledge, which members would actively use in everyday tasks and regularly update.
 We propose developing a general, integrated service-level infrastructure for digital libraries.  The infrastructure will enable any developer to plug in a digital library collection of documents or repositories of other forms of knowledge.  It would allow developers to plug in services that manage the collection or repository (add, delete, modify, search, navigate, etc.).  It also would allow developers to provide additional services that would work over several kinds of knowledge, such as hypermedia links among or guided tour referencing any pieces of knowledge.  This will give collections (repositories) access to any relevant service, and also will allow services to utilize other services (such as annotation over search results or guided tours).  Besides services which may be used immediately, we shall investigate integrating services which must be customized for different communities of users.  This research will form the infrastructure for serving virtual communities in sophisticated ways.
We start by describing this larger virtual community vision.  Then we focus on the contributions of the proposed research.  We describe the Dynamic Hypermedia Engine on which our service infrastructure is based, and then the service infrastructure itself.  We close with a summary of our contributions and the broader impact of this research.

Motivation

The project we describe in this paper will provide the infrastructure for a much larger investigation.  Our overall research goals concern improving learning by enabling people to collaborate and share knowledge through participation in virtual communities. In particular we are targeting communities formed around a research domain where people participate to improve their effectiveness.   Participants would include researchers, practitioners, students, teachers and organizations serving the domain.  

Virtual communities are about more than just collaboration, but collaboration provides the mechanisms through which knowledge is shared and much learning takes place (Majchrzak et al. 1999). Community knowledge includes its documents, discussions, decisions, conceptual models, formal educational modules, workflows and processes, and awareness by members of other members’ expertise (Rice et al. 1999). Community documents include books, journal articles, conference papers, audio tapes, videos, still pictures, course syllabi, and tutorials, among others.  Community knowledge also includes the links (relationships) among all these elements and documents, including relationships among members based on their expertise profiles and similar retrieval and evaluation of other community knowledge resources.  This knowledge should develop into a community memory for remembering past experiences, considerations and decisions (which has proven notoriously difficult to maintain over time (Ackerman & Halverson, 1998, 2000; Davenport et al. 1996; Huber 1991; Stein & Zwass 1995; Walsh & Ungson 1991)).
To support the various kinds of knowledge enumerated above, we need an integrated set of service-level tools.   These could include computer-mediated communications, community process support, decision support, advanced hypermedia features, transaction support, and conceptual knowledge structures (conceptual maps extended to structure and control discourse in large groups) (Bieber et al. 2001).  The project described in this paper should provide the integrated service-level infrastructure for these and other tools.

The goal of our immediate research is to create a service infrastructure that any digital library service or collection can plug into.  We call this infrastructure DLSI (Digital Library Service Integration).  DLSI will enable any collection (or other knowledge repository) to share any relevant service.  For example, any collection could share a guided tour service enabling users to create a guided tour over elements in that collection.  It would also enable services to execute over multiple collections.  The guided tour could include documents from several collections.  Services also can apply over other services.  For example, one could create a guided tour leading users through the steps of a peer review process. 
Example
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Figure 1: Mock-up of DLSI service support within the Digital Document Discourse Environment
elements—a document and a discussion comment.  The list of links includes access to several different DLSI services.  Normally the list of links and metadata would be tailored to a particular user’s task and preferences, though here we included a wider set for illustration.  Note that users of any digital library collection would have access to this D3E enhancement for discussing documents, not only participants within the on-line journal’s peer review process.  We shall describe the technical details for this integration later.

Overview of Our Approach

Users will see a totally integrated environment.  The system menus will include general access to all relevant services.  This is similar to the way people, for example, traditionally initiate a search—by choosing it from the application menus.  In addition, DLSI automatically will generate link anchors over elements of the display screen for which relevant services apply.  For example, if a user has created a comment about an element in a document or a guided tour has been started about it, that element will be highlighted as an anchor.  Entire screens and documents also will be marked as a link anchor if services apply to these as a whole.  For example, if the screen is part of a guided tour, or a comment or discussion thread refers to it, then users should be able to follow a link to the tour, comment or discussion.  Often multiple links will apply to a single element.  A course topic may be related to several background documents in several different collections, have a related discussion thread, and be on a guided tour describing two separate majors, for example.

We need to emphasize that the vast majority of link anchors and links will be generated automatically by DLSI.   If a service knows about an element, DLSI will generate a link anchor over that element leading to the service’s feature concerning it.  For example, if there is a discussion thread about a course, any time that course’s identifier appears in a screen or document, DLSI should automatically detect this and add an anchor over the course identifier.  Note that, as we detail below, we do not achieve this primarily using keyword search or lexical analysis.   Instead “service wrappers” will parse screens and documents based on an understanding of structure (template format) of the service or repository’s displays.

The Dynamic Hypermedia Engine (DHE)

The Dynamic Hypermedia Engine (DHE) will underlie the DLSI infrastructure (Bhaumik et al. 2001, Bieber 1998,  Galnares 2001).  Figure 2 is our Depiction of DLSI enhanced from DHE.

 Our current DHE prototype employs a four-frame interface, containing the document or screen enhanced with link anchors; relevant application and service menus; links for the element selected; and metadata about the element selected.  We have not optimized this interface for usability yet, which we are undertaking in parallel research.
NBC-interactive recently released a program called QuickClick (http://www.quickclick.com) for Microsoft-compliant applications.  QuickClick automatically makes words it recognizes into link anchors.  Clicking on an anchor results in a pop-up list of relevant links to related Web sites.  Selecting a link takes you to that Web site.  Figure 2 shows a screen capture of this.  
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Figure 2: A screen shot using QuickClick.  QuickClick did a lexical search of the document displayed, automatically adding a link anchor for Martin Luther King  (within a street address named for him).  When the user clicked on the anchor, QuickClick generated this pop-up menu of links.  

QuickClick finds its links in two ways.  First, it has a list of predefined keywords that it recognizes and a set of relevant links for each, such as company names.  Second, it finds relevant links through a standard keyword search involving some filtering.

What QuickClick cannot do highlights the technological contributions of our Dynamic Hypermedia Engine (DHE) research.

- Instead of identifying anchors on the display text, DHE automatically generates anchors and links based on the element type in context.  For example, DHE would determine that the number “20” represents the number of students enrolled in a particular class.  DHE would then generate links for the room capacity, general enrollment statistics for this class, the actual students in the class, analyses to determine the number of optional textbooks the bookstore should order, etc.

- Thus, instead of generating anchors on a pre-defined set of keywords, DHE generates anchors on instances of pre-defined classes of application elements, such as class size, classrooms, courses, instructors (who are employees complete with employment histories and benefits), grades, departments, and so forth.

- Based upon this, instead of only generating links to Web pages, DHE also generates links to the appropriate elements computed within related analytical applications and retrieved from databases, using algorithms embedded in DHE “mapping rules”.  (Within QuickClick, one would have to hardcode the exact destination URL and URL parameters for each instance.  DHE algorithms pre-define this automatically for all instances through a single mapping rule.)

- In addition to links, DHE generates metadata for elements based on their class. 

· Instead of only providing links for elements within the display content, users also will be able to access links, metadata and other hypermedia functionality (recursively) for any hypermedia construct.  For example, one may wish to view metadata for an anchor, link or comment (semantic type, descriptive keywords, algorithm to generate, date last modified, time to follow a link, etc.) (Bieber et al. 1997; Nanard & Nanard 1991; Oinas-Kukkonen 1998).  Similarly one might wish to comment upon a link or another comment.

Figure 3 illustrates several of these concepts for one of our current prototype applications - a database management system application.  

[image: image2.png]RDWMe: Type =dhyme:rdwm:valu - Microsoft Internet Explorer =101 x|

| Fie Ed vew favrtss Took b

| ok - 5 - @ ) 4| Qewrch Bristory | 5y S ) - = B

855 [ 23ttt 152 1% 50 ADEP AR TVENTDESCRIPTION e SACounselngh Conter s cpartmentesubjec=getetaino x| @G0 ||uis )

[Computing Services [Computing Services - department
[Counseling Center [Counseling Center - department
[pechanical Engineering [Mechanical Engineering - department
[Residence Life [Residence Life - department

ezl & Bumployment Affirs Legel & Eumployimens Affais - department| RN

Menus <7xml version="1.0" 7> #*H* display getPrimaryK eys
- <rdf:RDF xmins:rdf="http://www.w3.0rg/1999/02/22-rdf- JR—
% Syntax-ns's 4% display getTable
Wrapper - <rdf: Description ¥4 display getTuple
Alrapper about="dhyme:rdwm:value:jdbc:oracle:thin:@logic:1521:logic40:1
Module Center - department’>
Spreadsheet <ORDINAL_POSITION>2</ORDINAL_POSITION>
Wrapper <CHAR_OCTET_LENGTH>500</CHAR_OCTET_LENGTH
Module <SQL_DATETIME_SUB>0</SQL_DATETIME_SUB>

<TABLE_SCHEM>MOHAN</TABLE_SCHEM>
<DECIMAL_DIGITS />
<COLUMN_NAME>DESCRIPTION</COLUMN_NAME>
<NUM_PREC_RADIX>10</NUM_PREC_RADIX>
<NULLABLE>1</NULLABLE>
<COLUMN_SIZE>500</COLUMN_SIZE>
<TABLE_CAT />
<COLUMN_DEF />
<REMARKS />
<IS_NULLABLE>YES</IS_NULLABLE>
<DATA_TYPE>12</DATA_TYPE>
<BUFFER_LENGTH>0</BUFFER_LENGTH>
<SQL_DATA_TYPE>0</SQL_DATA_TYPE>
<TABLE_NAME>DEPARTMENT</TABLE_NAME>
<TYPE_NAME>YARCHAR2</TYPE_NAME>

</rdf: Description

</rdf.ROF>

[&1pore [ [ (@ memet





Figure 3: A screenshot of our current DHE prototype 

While not yet optimized for usability, this prototype clearly illustrates the notion of generating links and metadata for numeric elements.  The top frame contains the document—a simple query result from a database, which users would normally see minus all the link anchors, which DHE generated.  The bottom-right frame holds links generated for the Counseling Center description element, which the user selected in the document frame.  (Currently we only show generic database management links).  The bottom-middle frame contains metadata generated for that element (currently in RDF format).  The bottom-right frame contains menus that DHE maintains on behalf of applications.  Selecting the “****” next to any link will generate recursively, a set of links and metadata about the link and the relationship it represents.

Dynamic Hypermedia Engine Architecture

Figure 4 depicts DHE in relation to the interface and application, with a wrapper in-between each.  Within DLSI, the applications would be the services and collections.  (We shall describe the information flow later.)  Each interface will require its own wrapper—one for standard Web browsers, one for X-Windows, one for PC applications, etc.  Each service will require its own wrapper, as we describe later.
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Figure 4: High-level DHE logical architecture showing the flow of information from the user interface to the application and back again.

User Interface Wrappers serve three important functions: First, they translate the virtual document portion of the internal messages from DHE's standard XML message format to a format the User Interface (UI) can process, and vice versa. Second, they handle communication between the engine and the UI. Third, they implement any functionality DHE requires from the UI (e.g., maintaining parameters), which the UI cannot provide itself.  The UI Wrapper  is one of the core components of the Hypermedia Engine.  Its main function is to enable the communication between the user interface and the DHE.  The UI Wrapper is responsible for handling and processing requests from different users and sending them to the proper modules for processing and retrieving information.   (In our current implementation the user interface is a Web browser, although we are able to accommodate other clients in an analogous way to the Web browsers.) 

Application Wrappers, like user interface wrappers, manage the communication between DHE and their application systems.  They translate user requests from DHE’s internal format to a format the application can understand.  They receive output from the application, parse it to detect all elements of interest within it, convert it to DHE’s internal XML message format, marking the elements with an identifier and its element type, and send it to DHE for eventual display on the user interface.

Application wrappers potentially are the hardest part of DHE to develop.  If the application has an application programming interface (API), then it is quite easy to parse the output displays and detect the elements within it.  If the application provides adequate metadata in tags or other ways, this will also be straightforward.  For our database management system wrapper, we used ODBC metadata to identify elements.  Another of our wrappers for a transportation application works because there are a set number of screens, each with a clearly identifiable template.  Recognizing the template of the current screen allows it to parse its contents accurately.  By extension, this may be the hardest aspect of DLSI integration.  Luckily wrappers only have to be written one time.  As long as the collection or service structure does not change, the wrapper will work for any content.

The Mapping Rules Module (BLEM or Bridge Law Element Mapper, shown in Figure 5) maps the element instances embedded in each output screen/document, inferring all relevant relationships (links) and metadata for each. These links and metadata are passed in messages to the UI Wrapper for display.

Each link mapping rule or bridge law represents a single relationship for a single element class.  As elements can have many relationships, each element class can have several mapping rules.  Each element instance triggers the same set of mapping rules, assuming conditions are satisfied for each.    

Link mapping rules serve as DLSI’s mechanism for service integration, dynamically adding a link for every relevant service for a user’s selection.

- element class

- set of conditions for activating this mapping rule

- link display label to display to the user

- link metadata (semantic type, keywords, etc.)

- target application when following the link

- command to send that target application to generate the results

- estimated time to generate results

Each metadata mapping rule or bridge law represents a set of metadata for a single element class.  Our proposed element mapping rules have the following parameters.  Current mapping rules contain a subset.

- element class

- set of conditions for activating this mapping rule

- link metadata (semantic type, keywords, etc.

Figure 4 also shows the flow of information starting with a user request on the interface.  The user interface wrapper captures any necessary context (internal parameters), passing these in a DHE message in XML format.  If the user clicked on an anchor in the main document (see Figure 3) then BLEM will return a list of links and metadata, which is not shown here.  When the user selects a link, BLEM includes the application/service command in the DHE message, which is passed to the application/service wrapper.  The wrapper passes the command to the application/service and passes parsed results in an XML message back to DHE.  BLEM adds metastructure (links and metadata).  The user interface wrapper formats everything for the user interface and passes it for display.

We note that SFX's (Van der Stemple, 1999a,b,c) engine is very similar to DHE, but it only serves one specific environment.  SFX dynamically generates anchors within the reference section of academic papers being displayed on the Web.  Selecting these will lead to the original work within bibliographic databases.  DHE, in contrast, provides a generalized approach for linking and additional hypermedia functionality for most analytical applications.

For our current Web prototype, we are programming all modules in Java. The UI Wrapper for Web browsers, which handles the communication between the client Web browser and DHE, has been implemented as a Java servlet.  We use XML as our message format. While the browser wrapper currently produces HTML documents for display, we intend to migrate to XML documents, which take advantage of the Web's new XLink, and XPointer standards to handle anchors and links.  We use RMI (Java Remote Method Invocation) for inter-module communications.  We intend to keep up with Web standards as they become available, whenever practical for our environment.

Integration through Hypermedia Nodes

We shall use DHE concepts to facilitate automated interlinking among digital library collections and services, and enable services to operate upon relevant elements of other services. DHE (within DLSI) will map all objects identified by collection/service wrappers as a subclass of a node or mapping each to a node, which then all services can operate upon through the service wrappers.  Essentially a node is an "element of interest" (Bieber, 1990).  In many traditional hypermedia systems, only documents would be considered nodes.  DHE encompasses an extremely broad view of nodes to include any element identified by a collection/service wrapper.

DLSI Infrastructure

The DLSI infrastructure consists of three levels: the user interface, the DLSI integration manager, and collections and services.  Figure 5 provides a logical view of the DLSI architecture, along with several services we hope to support.  Details on each will be provided in future papers.
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Figure 5: Logical DLSI architecure

Each existing service has a wrapper, which performs the functionality described earlier in the Dynamic Hypermedia Engine section.  New services we are developing have no wrappers.  Because we are designing them from scratch, they include all wrapper functionality.  

All services and collections we have seen use standard Web documents except LAC.  The Web browser wrapper will serve all of them.  LAC requires its own user interface wrapper to handle link anchors within Java applets.  Every user interface wrapper automatically gives access to all relevant services.  

Galnares (2001) gives more details about the DLSI modules, which are implemented with the Dynamic Hypermedia Engine (DHE) described earlier.

Services Which Must Be Customized

Several digital library services, such as annotations and guided tours are applicable over most collections and service displays. (Harnad,1996,1999)  Other services need to be tailored to particular communities.  One example is peer review.   Different communities require different numbers of reviewers, use different methods for assigning reviewers, handle the evaluation of reviewer comments differently, etc.  Therefore, any general peer review (Harnad, 1997) service would have to accommodate all of these differences.

This leads to the opportunity to develop a general approach to developing customizable services.  We shall work closely with several different groups implementing peer review to develop a general, customizable peer review service.

Conclusion

This research provides a systematic approach and a service infrastructure that will allow digital libraries to share relevant services within a seamless, integrated interface.  Services and collections generally require minimal or no changes to plug into the DLSI infrastructure.

This research encourages a new standard for digital library services.  Developers should consider making their collections and services available to a broad community:  

* They should program them in a way that makes it easy to write DLSI wrappers.  (In many cases this simply means providing a large amount of metadata in their documents and screens, which already is a trend.)  

* They should make services easy to customize.

We believe that the DLSI infrastructure can form the core of vibrant virtual communities by supporting a broad range of services.  These services should focus on community support beyond what most digital library researchers currently are developing.   We envision state-of-the-art collaboration features; support for making the communities processes and procedures explicit; support for visualizing, discussing and evolving the concepts underlying the community’s research and practice, decision support based on collective community knowledge, and others (Bieber et al. 2001).  All of these refer back to the documents in community collections; all can interoperate with the services discussed by digital library, hypermedia and Web researchers, and all could interoperate over each other’s elements.  The DLSI infrastructure provides the first step towards this vision.
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