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Abstract

This document presents the state-of-the-art of middleware architectures. It includes an overview of historical developments and of current developments related to object-middleware.
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1. Introduction

This document presents a survey of state-of-the-art of middleware architectures. The purpose of this survey is firstly to present a broad overview of standards and research related to middleware architectures, and secondly to serve as a reference for architectural choices in the AMIDST project. We adopt the following approach to cover the state-of-the-art:

· Section 2 briefly describes the developments that led to middleware as it exists today. This section ends with a characterization of middleware
, which will be used in the following sections to delimit the discussion of related topics.

· Section 3 identifies various architecture and technology standards related to middleware, which are candidates for further consideration in the AMIDST project. For each standard identified, we give one or more source references, we explain its relation to other standards, and we outline its possible role in AMIDST.

· Section 4 provides an overview of current research related to middleware, based on an analysis of papers presented at a recent international conference devoted to middleware, the Middleware’98 Conference [Nige98].

· Section 5 summarizes the conclusions from the previous sections, by discussing trends, research questions, and standards that are potentially important to the AMIDST project.

2. Background

This section briefly describes the developments that led to middleware as it exists today. Three major developments are distinguished: that of the Internet (Section 2.1), the World Wide Web (Section 2.2), and distributed object computing (Section 2.3). The section ends with a characterization of middleware (Section 2.4).

2.1 Internet

The history of the Internet can be traced back to early work of a project of the Advanced Research Projects Agency (ARPA), an U.S. Department of Defense organization. This work addressed the problem of designing and implementing a packet switched network with a meshed topology and a truly decentralized control mechanism
. ARPANET, as the resulting network was called, initially connected a few U.S. universities and research institutes, which used the network to experiment with new applications such as electronic mail, file transfer and remote access. ARPANET specifications were published as the well-known Requests for Comments (RFCs). An important milestone was the publication of the RFCs for IP, TCP and UDP (authored by J.B. Postel) in the early-1980’s. A few years after their publication, the Defense Advanced Research Projects Agency (DARPA) decided that all computers connected to ARPANET should use TCP/IP.

ARPANET grew very fast, and consequently the Department of Defense decided to split ARPANET into two separate networks, one for military purposes and one for research and development purposes. By the mid-1980’s, the research and development network was now called the Internet. Until 1986, the backbone of the Internet was ARPANET, sponsored by DARPA. In 1986, the role of primary backbone was taken over by NSFNET, a high-capacity network sponsored by the U.S. National Science Foundation (NFS). Other organizations provided additional networks into the backbone, and also in other continents similar infrastructures were put into place. In 1995, NFSNET ceased to be the U.S. backbone, and was replaced by commercial provider networks.

The growth of ARPANET/Internet has been phenomenal (see http://www.nw.com/zone/host-count-history), as illustrated by table 1 below. The reason for this success is threefold: (1) nobody claims ownership of the Internet and anybody can join the Internet as long as TCP/IP is used, (2) RFCs can easily be accessed (e.g., via e-mail) and are free of charge, and (3) the Internet doesn’t charge for long distance service and the costs to get connected to the Internet are low.

Year
Number of hosts

1971
15

1981
> 100

1984
> 1000

1987
> 10,000

1989
> 100,000

1992
> 1,000,000

1996
> 10,000,000

1998
> 40,000,000

Table 1: Number of hosts on the Internet (initially ARPANET).

2.2 World Wide Web

The World Wide Web (WWW or W3), also referred to as the Web, is currently by far the most important application of the Internet. WWW is based on a proposal made (by T. Berners-Lee) in 1989 for CERN, the physics research center in Switzerland, to solve the problem of information sharing and dissemination within geographically dispersed teams. The solution was based on the observation that the method for storing information should be based on a web of nodes with links between, rather than on a fixed hierarchical system.

The world of WWW consists of documents and links. Documents are provided by WWW-servers and can be accessed by WWW-clients. The most important task of a WWW-client is to request (by stating an URL) and receive hypertext documents from WWW-servers. This communication is done with a simple protocol, HTTP, which runs on top of TCP/IP. Hypertext documents are written in a special language, HTML. They can contain links to other documents, which can be on the same server that stored the original document or on any other computer on the Internet.

A critical factor for success of the WWW was the availability of easy-to-use browsers, which are the part of a WWW-client that renders the information in hypertext documents, including the links that can be followed. After the line-mode browsers built since 1990, the next big step was the Mosaic graphical user interface browser developed by the National Center for Supercomputing Applications (NCSA) in 1993. This browser was responsible for a growth of WWW traffic by a factor of ten within 6 months. In 1994, Netscape Communications Corporation released its Netscape browser, which was a further improvement on the Mosaic concept, contributing to bringing WWW into the homes.

The success of WWW is mainly based on three factors: (1) the viability of the hypertext concept in a networked environment (where the network is the Internet), the availability of easy-to-use (‘point-and-click’) and cheap or free (downloadable) browsers, and (3) the ease of adding information to the web (e.g., everybody can publish his or her own homepage).

2.3 Distributed object computing

In the 1960’s and 1970’s, computing was centralized, based on monolithic and expensive mainframes. Throughout the 1980’s, many functions previously performed by mainframes were taken over by smaller personal computers (PCs) and workstations. Later, networks were introduced to connect PCs, workstations and mainframes, and a strong technical drive from the software and computer industry towards distributed computing was provided. The claimed benefits of distributed computing are improved resource sharing and information sharing services. In IT management terms this corresponds to improved integration of business information, reduced costs and improved customer service [Duch98].

One of the intermediate phases in the evolution of distributed computing is the client-server computing paradigm [Lewi95]. According to this paradigm, applications are split into a client part and a sharable server part. Clients can request services from servers by using a request-response mechanism, or Remote Procedure Call (RPC), supported by a simple, reliable network service. Sharing of common functions can be accomplished in this architecture by standardizing the servers’ interfaces. Initially, clients were often ‘thin’, and servers were ‘fat’, but in time this distinction disappeared and both clients and servers can range form very simple to very complex. Moreover, ‘multi-tier’ architectures evolved that extended the traditional ‘two-tier’ (client-server) architecture with one or more ‘middle-tiers’, e.g., to implement general business rules and to adapt to legacy applications. The ultimate goal of distributed computing is to evolve from peer-to-peer client-server computing to fully distributed collaborative computing, where components can have both client and server roles [Lewi95].

In the last 10 years, we saw a massive acceptation of object-oriented (OO) design and programming
. The OO approach, or object technology (OT), emerged as a solution to the software crisis: the uncontrollable complexity of software development and maintenance. OT helps reducing software cost and improving software quality through its natural support of reuse, extensibility and modularity. At the same time, OT also contributed to the popularity of PCs, since it facilitated the development of powerful graphical user interfaces (GUIs).

Distributed computing and object technology are natural allies. Distributed systems have always been modeled in object-like terms (components, entities, etc. with interfaces and services encapsulating internal structure), but OT provided a general framework with concrete (i.e., programming language) support. The combined use of distributed computing and OT is sometimes referred to as distributed object computing (DOC) [Schm97]. The belief that DOC represents the prevalent paradigm for future software development, given the trend towards distribution and heterogeneity, led in 1989 to the foundation of the Object Management Group (OMG). OMG is a consortium of information system vendors, users and academia, which produces base designs to be implemented by software vendors. One of the major achievements of OMG is the development of the OMA reference model and CORBA. CORBA is generally seen as a representative of contemporary DOC models.

2.4 Characterization of middleware

In general, the term middleware denotes a software layer that sits between different parts of a distributed application (typically one part acting in a client role and another part acting in a server role) and that serves to shield the application parts of the heterogeneity of the underlying computer platforms and networks. The application developer is thus provided with a uniform interface that is independent of the operating system and network technology of the local computer platform, permitting faster development of applications and easier porting of applications to other computer platforms. Other characteristics often associated with middleware are:

· Provision of distribution transparencies, so that an application component (or application developer) does not have to be aware of (be concerned with) the intricacies of distribution, such as the location of remote application components and the languages used to implement remote application components.

· Provision of useful functions for facilitating application development and delivery, such as transaction support and security support.

Middleware functionality cannot be precisely delimited, since middleware is continuously evolving in time, taking advantage of technology breakthroughs and in response to changing demands in application domains. However, the goal of middleware (or whatever name it will take in the future) will not change: to support the development of distributed applications through the provision of a single system illusion.

There are many categories of middleware (see [ISG97, Bern96]), such as RPC-based middleware, message-oriented middleware, distributed transaction processing monitors, and object request brokers.

This document concentrates on object request brokers (ORBs) in combination with Web technology. The main reason for considering this ORB/Web combination is that contemporary ORBs increasingly support full-blown distributed collaborative computing, however primarily in a LAN environment, whereas the Web is well-positioned for WAN-type of applications, but lacks the interactivity support of distributed objects. In order to achieve a truly world-wide collaborative computing environment, or “Object Web”, a wedding of ORB and Web technology is necessary and can be seen as the next wave of Internet innovation [Orfa97]. Other reasons for this focus are:

· The penetration of Internet and Web technology;

· The fast spread and wide acceptation of CORBA;

· The importance of IETF (for Internet standards), W3C (for web standards) and OMG (for CORBA standards);

· The use of IDL for the specification of object interfaces;

· The use of Java for the implementation of mobile objects;

· The development of ‘standard’ design methods and design languages for object-oriented software, such as UML.

In the following, when we use the term ‘middleware’, we mean ORB or Web middleware, or a combination. Sometimes, we also use the term object-middleware.

3. Standards

This section identifies various architecture and technology standards related to middleware, which are (among the) candidates for further consideration in the AMIDST project. The following categories are distinguished: platform architectures (Section 3.1), component models (Section 3.2), languages (Section 3.3), and protocols (Section 3.4). The section ends with some observations on the standards and how they may be related to the AMIDST project (Section 3.5)

3.1 Platform architectures

Platforms are collections of related technologies that support applications and application development. Here we focus on middleware platforms, which are currently either based on distributed object technologies or on Web technologies.

3.1.1 OMA/CORBA

The CORBA standards are organised according to the structure of the Object Management Architecture (OMA). The OMA identifies an ORB core, object services, common facilities, domain specific interfaces and application interfaces. 

Figure 1 shows the OMA components, considering a fictitious application domain X.
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Figure 1: OMA components.

Application interfaces are not subject to standardisation, since they are normally specific for an application. Domain specific interfaces are generic interfaces within a specific application domain, such as, e.g., telecommunications and medicine. These interfaces are developed by domain groups.

The ORB core, object services and common facilities are the generic OMA components, which can be used independently of any specific application domain. The ORB core, object services and common facilities have been specified in the following standards, respectively:

· The Common Object Request Broker: Architecture and Specification (also called CORBA/IIOP [OMG98]);

· CORBAservices: Common Object Services Specification (also called CORBAservices [OMG97]);

· CORBAfacilities: Common Facilities Architecture
 (also called CORBAfacilities [OMG95]).

The contents of each of these standards is mentioned below.

3.1.1.1 CORBA/IIOP

CORBA/IIOP is the core of the CORBA standards. CORBA/IIOP version 2.2 consists of:

· an overview of the object model supported by CORBA;

· an overview of the CORBA elements (stubs, skeletons, object adapters, ORB interface, ORB core, dynamic invocation and dynamic skeleton);

· definition of the OMG Interface Description Language (IDL);

· definition of the ORB interface, the Dynamic Invocation Interface (DII) and the Dynamic Skeleton Interface (DSI);

· discussion on the management of any values;

· specification of the interface repository;

· specification of the Portable Object Adapter (POA);

· definition of the protocols and architectures for ORB inter-operability and for inter-operability with DCE;

· definition of rules for the inter-working with COM and OLE;

· specification of interceptors;

· definition of the mappings of OMG IDL onto C, C++, Smalltalk, Cobol, Ada, and Java.

3.1.1.2 CORBAservices

The CORBAservices specification [OMG97] contains the definition of the interfaces for application domain independent services that allows one to use and implement distributed objects. Objects services concern the computational model (life-cycle of objects and their interactions), and are useful to support some transparencies (e.g., location transparency and security mechanism transparency [Pope98]). Object services may be used by the ORB core independent of (i.e., without explicit control from) the application objects.

Some examples of object services are:

· Naming service, which provides facilities for determining an object (i.e., information on how to reach the object) based on the object’s name.

· Event service, which provides facilities that allow objects (suppliers and consumers) to communicate about events. The event service supports a push model, in which the supplier initiates the communication with the consumer, and a pull model, in which a consumer requests event data to the supplier.

· Transaction service, which provides facilities for objects to interact according to the transaction paradigm, i.e., to perform ‘units of work’ that are atomic, consistent, isolated and durable (the so called ACID properties).

· Security service, which provides facilities to protect applications from unauthorised access to information, the bypassing of security control, eavesdropping on the message exchange, and unauthorised modification, insertion and deletion of objects. The security service also creates the conditions for accountability.

· Trading service, which provides facilities for offering and discovering services of particular types inside a certain context. The trading service allows objects to advertise their services and to search services of other objects based on a service description.

3.1.1.3 Domain specific interfaces

The domain specific interfaces consists of interfaces developed to support applications in various technical market segments. Interface specifications have been developed by OMG for the following application domains:

· Medical (CORBA med, [OMG99]), which specifies facilities that relate to the healthcare industry;

· Finance (CORBA finance, [OMG98a]), which specifies facilities that relate to financial services and accounting;

· Telecommunications (CORBA telecoms, [OMG98b]), which specifies facilities that relate to the telecommunications area.

Sources for further reading:

· The OMG Web site, http://www.omg.org/.

· CORBA books (e.g., [Pope98]).

3.1.2 DCOM

Microsoft’s Component Object Model (COM) supports the development of software components that can be used as building blocks in application development (see also Section 3.2.2). COM defines an application binary interface for method invocation, in order to guarantee interoperability between components in the same process or in different processes. Distributed COM (DCOM) is an extension of COM that enables remote method invocations between components in different machines by exchanging packets according to the DCOM wire-protocol standard.

DCOM provides location transparency to components, i.e., hides the differences between local and remote method invocations. A client component does not need to know the location of the server component, but only needs a reference to one of the server component’s interfaces. COM/DCOM is however not platform independent, but primarily runs on Windows 95/NT.

Figure 2 illustrates the present DCOM architecture, which is derived from [Tall98]. The DCOM infrastructure enables interaction between components. OLE (Object Linking and Embedding) refers to COM-based integration of compound documents. ActiveX refers to the integration of components in applications and adds functionality for use in Web applications. Microsoft Transaction Server (MTS) provides support for the creation of transaction-oriented applications.
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Figure 2: DCOM Architecture.

Many COM-based services have been or are being developed by Microsoft. Most of these services are however related to desktop applications. Examples of some general distributed services are the transaction-oriented services provided by the MTS, the Microsoft Message Queue (MSMQ) service providing guaranteed, asynchronous message delivery, and standard Web services, such as HTTP, SSL and CGI, as provided by the Microsoft Internet Information Server (IIS). Despite the multitude of services it provides, Microsoft does not categorize them clearly. For example, the boundaries between and the internal structure of the layers in Figure 2 is not clear.

Sources for further reading:

· Microsoft White Paper, DCOM Technical Overview, 1996, http://www.microsoft.com/com/dcom.asp.

· Paper of Tallman et al. on COM and CORBA [Tall98], http://www.quoininc.com/quoininc/COM_CORBA.html.

· Paper of Chung et al. on DCOM and CORBA [Chun97], http://www.bell.com/~emerald/dcom_corba/Paper.html.

3.1.3 Web middleware

The core of Web middleware is HTTP (Hyper Text Transfer Protocol), a simple protocol to provide access to all information on the Internet, through a request-response interaction between a Web client (commonly called a browser) and a Web server. HTTP (version 1.0) uses a TCP connection for each request/response interaction. One type of document which can be requested and returned in a response with HTTP is an HTML (Hyper Text Markup Language) document.

An HTML document contains actual content and HTML markup (tags) to describe the logical structure of the content. This allows the content to be displayed on different platforms using different font and conventions. An HTML document may contain hypertext links, i.e. references to other documents associated with some part of the content. When the user selects (points and clicks) the content with an associated link (which the browser displays in some special way, e.g. as underlined text in case of textual content), the client will request the referenced document and display the content of the returned document.

References to documents require an URL (Uniform Resource Locator). URLs are used to locate any object on the Web, even though these objects are accessed by a variety of protocols (FTP, WAIS, Gopher, etc.).

Besides the two fundamental technical components of the Web, HTTP and HTML, many new components and extensions to these existing components are being developed by W3C. These developments are structured by W3C in four domains:

· The Architecture domain is concerned with the integration of globally distributed information on the Web and automating information exchange so that end-user are shielded from the technical details of the Web’s machine-to-machine communication. Topics include evolutionary refinements to HTTP, XML, Synchronized multimedia (SMIL), HTTP – next generation, and addressing (evolution of URLs).

· The User Interface domain aims at improving user-computer communications on the Web, in particular by way of formats and languages that allow more accurate use and provide higher level of user control. Topics include HTML enhancements, style sheets (CSS), programming interface for document manipulation (DOM), graphics support (PNG), internationalization, support for mathematics, and fonts.

· The Technology and society domain looks at society’s ethical and legal issues in the light of Web technology. Topics include metadata for describing information (RDF), Platform for Internet Content Selection (PICS), privacy, electronic commerce, and security.

· The Accessibility domain investigates ways to ensure the accessibility of the Web. Topics include technology development (e.g., involvement in HTML, CCS and SMIL), guidelines for users and developers, and tools for accessibility validation.

Sources for further reading:

· The WWW Home Page, http://www.w3.org/ (see, e.g., About the Web, and W3C Folio).

· Connoly’s paper on the architecture of the Web [Conn98].

3.1.4 TINA

The Telecommunications Information Networking Architecture (TINA) is an open architecture consisting of a set of concepts and principles for the development, deployment and operations of telecommunications systems. Re-use of components, high availability and interoperability are crucial requirements for the software of the telecommunication systems developed using TINA standards. For this reason, TINA standards are based on object-orientation, distributed computing and other standards from the telecommunications and computing industries. TINA explicitly covers the needs of advanced telecommunication services, including interactive, multimedia and information services.

TINA is being developed by the TINA-C, which consists of a number of telecommunications equipment manufacturers and computer manufacturers. One of the TINA-C committees is the TINA Core Team (TINA CT), which comprises researchers from TINA-C member companies. The TINA CT is responsible for defining and validating the architecture.

In order to master the complexity of current and future telecommunications systems, TINA applies the following principles and concepts:

· component (sub-)architectures, which together define the complete TINA architecture. Each component sub-architecture covers a part of the TINA architecture and consists of a set of concepts with specific objectives and scope;

· viewpoints, which together provide a view on all characteristics of the system. Each viewpoint focuses on a subset of the characteristics of a TINA system;

· architectural separations, which are used to separate and group the objects of (some of ) the component architectures according to specific purposes. An important form of separation identified in TINA is layering;

· service development methodology, which consists of guidelines for telecommunications service development. This methodology is based on a set of related planes, which together cover the complete system development life cycle. Each plane is related to certain activities in the development process of telecommunication services.

Some of these principles and concepts are discussed below.

3.1.4.1 Component architectures

The component architectures are:

· service architecture, which contains the concepts necessary to model telecommunications services;

· network resources architecture (also called network architecture, or resources architecture), which contains the concepts necessary to model transport networks, including transmission and switching technology;

· management architecture, which contains the concepts necessary to model the software systems used to manage services, resources, software, and underlying technology;

· computing architecture, which contains the concepts necessary to model distributed software and the software support environment.

The computing architecture must be consistently used within the service, network and management architectures when implementing telecommunication services, transport networks and management systems, respectively. The management architecture is specialized in the service, network and computing architectures for the purpose of service management, network management and management of computing systems and software, respectively. The service architecture requires abstractions of network resources, which are provided by the network architecture.

3.1.4.2 Viewpoints

The TINA component architectures can in principle be modeled according the Open Distributed Processing Reference Model (ODP RM, [ISO92]), which identifies five viewpoints for describing the characteristics of a system:

· enterprise viewpoint, which focuses on the system from the perspective of organizations and people the will use or operate the system;

· information viewpoint, which focuses on the semantics of information and information processing activities in the system;

· computational viewpoint, which focuses on the software entities in the system which are candidates for distribution;

· engineering viewpoint, which focuses on the technical solutions and general purpose facilities required for deployment and distribution of software entities in the system;

· technology viewpoint, which focuses on the choice of technology to support the system.

Examples of the application of these viewpoints can be found in the service architecture, which is defined in terms of the first three mentioned viewpoints, and in the computing architecture, which is defined in terms of the first four mentioned viewpoints. The TINA standards do not address the technology viewpoint, since these standards build on available distributed processing environments and do not prescribe any specific implementation technology.

Different notations may used to specify the different viewpoint models of an architecture (e.g., the service architecture and the network architecture). For example, the information viewpoint descriptions of the service architecture and the network architecture are represented using OMT (Object Modelling Technique, [Rum91]) class diagrams, while the computational viewpoint descriptions of interface objects in these architectures are represented using the TINA ODL (Object Definition Language, [TINA96]), which can be seen as an extension of OMG’s IDL (Interface Definition Language), including language constructs to specify object behaviours, objects with multiple interfaces, object groups, stream interfaces, interface behaviours and QoS requirements.

3.1.4.3 Overall framework

TINA considers the current tendencies in distributed processing to structure telecommunication systems according to the following layers of functionality:

· telecommunications applications: software consisting of interacting objects that implement the desired capabilities of a telecommunication system;

· Distributed Processing Environment (DPE): software that supports the distributed execution of the objects of the telecommunications applications;

· Native Computing and Communications Environment (NCCE): software containing the operating systems, communication protocol implementations and other facilities available in each particular computer system;

· hardware resources: specific hardware components that form the physical computer systems and their interconnections.

Figure 3 shows the relationships between these layers.
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Figure 3: Layers of a TINA system.

TINA systems actually consist of distributed and interconnected computer systems, also called computing nodes. Since each of the interconnected computing nodes forming a TINA system may use different hardware and software technology, the NCCE and hardware layers are potentially heterogeneous. DPE offers homogeneous, technology independent, capabilities, which can be used by the telecommunications application objects independently of the specific operating system, network technology and hardware of each computer system. This simplifies the software design, and enables software re-use and portability in the telecommunications applications layer.

Figure 4 shows the layers of a TINA system, by also depicting the heterogeneity of hardware and NCCE components.
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Figure 4: Layers and heterogeneity in a TINA system.

The structure of functions represented in Figure 3 and Figure 4 above is also called computing layering.

Sources for further reading:

· The TINA Home Page, http://www.tinac.com/.

3.2 Component models

Components are binary, self-contained and reusable software building blocks that can be composed into applications. Components have well-defined interfaces and comply to some standard interaction model, which defines, e.g., standard language mappings and protocols for performing interaction, in order to support interoperability between components.

The rationale for component models is to concentrate on the development of application building blocks rather than the development of entire monolithic applications, and to allow reuse of these building blocks at deployment level. Reuse of binary, i.e., executable, components, and the availability of component libraries may reduce application development time significantly. Furthermore, new application areas can be entered more quickly, since the functionality of components is much smaller than of full applications.
3.2.1 JavaBeans

JavaBeans is a component model for the Java programming language. The JavaBeans API implements the component model, providing support to developers for writing software components. Java and JavaBeans are developed by Sun Microsystems Inc.

Java components are called Beans. Since the Java platform hides the heterogeneity of underlying operating systems and networks, Beans are portable. Interoperability between local and remote Beans is supported through the Java language model for method invocation and Java RMI. From a programmer’s perspective, local and remote method invocations look the same.

Beans can be composed into applets or applications using visual application builder tools. A “Beans aware” builder tool maintains Beans in a palette or toolbox. From this toolbox you can select a Bean and perform some operations, such as modifying it’s appearance and behavior, defining its interaction with other Beans and assemble it with other Beans into an applet, application or new Bean.

In addition, Beans support the following features:

· introspection: enables a builder tool to discover how a Bean works in terms of its properties, methods and events;

· properties: are a Bean’s appearance and behavior attributes that can be changed at design time;

· customization: enables a developer to use a builder tool to customize the appearance and behavior of Beans. For this purpose, a Bean exposes its properties to builder tools;

· events: enable communication between Beans. A source Bean can send event notifications to inform other Beans that something has happened. A listener Bean can receive event notifications by registering its interest with the appropriate source Bean(s);

· persistence: enables Beans to save and restore their design time state. For example, this enables a developer to customize a Bean and save the customized Bean for future use.
Sun claims that JavaBeans can work with OMG’s CORBA and with Microsoft’s DCOM to support remote method invocation. However, Java RMI is recommended for Java to Java inter-object communication.

Sun provides a JavaBeans Bridge for ActiveX, which allows JavaBeans components to be embedded in legacy OLE/COM/ActiveX containers such as Word or Visual Basic.

Sources for further reading:

· Sun documentation of JavaBeans Version 1.01, G. Hamilton (ed.),  http://www.javasoft.com/beans/docs/spec.html. 

· Section on the JavaBeans tutorial (JDK 1.1) in Sun’s Java Tutorial, http://www.javasoft.com/beans/docs/javaBeansTutorial-Nov97/javabeans/index.html.

3.2.2 COM

COM is the component model of Microsoft. Object Linking and Embedding (OLE) and ActiveX are brand names for technologies (components) that are developed using COM. [Chap97] tries to clarify what these names exactly stand for.

COM defines a binary standard for component interoperability, which makes it programming language independent. Interface methods can be called directly through pointers stored in a virtual function table by programming languages supporting function pointers, or may be called indirectly by languages not supporting function pointers. COM supports interaction between local components (in-process and cross-process) and between remote components (on different machines) via Distributed COM (DCOM). DCOM is an extension of COM, which defines amongst others the communication protocol used to support remote method invocations. 

COM supports an elementary form of introspection. Every component must support an interface called IUnknown, which provides a method for discovering the interfaces that are supported by this component. Further, COM supports a number of persistence mechanisms.

Sources for further reading:

· Paper of Chappel and Linthicum on the demystification of ActiveX [Chap97].

· Microsoft White Paper on the Component Object Model,  http://www.microsoft.com/com/wpaper/Com_modl.asp.

· Microsoft’s specification of the Component Object Model, Draft Version 0.9, October 1995, http://www.microsoft.com/com/comdocs.asp.

· Microsoft White Paper on the Distributed Component Object Model, 1996, http://www.microsoft.com/com/dcom.asp.

3.2.3 CORBA component model

A specification of the CORBA component model is still in progress. Some requirements specified by OMG in the associated Request for Proposal are:

· the component model should be an extension of the CORBA object model;

· specification efforts on multiple interfaces, objects passing by value and the messaging service should be taken into account;

· the component model should provide support for component properties, customization of these properties, introspection, events and persistence;

· mapping from the CORBA component model onto JavaBeans, allowing amongst others a CORBA component to present itself as a Bean and maximizing interoperability.

The CORBA component model should be interoperable with JavaBeans and is likely to resemble the Java component model in many aspects.

Sources for further reading:

· OMG Request For Proposal concerning the CORBA Component Model, http://www.omg.org/techprocess/meetings/schedule/CORBA_Component_Model_RFP.html#RFP_Issued.

· Seetharaman’s paper on the CORBA ‘connection’ [Seet98].

3.3 Languages

Languages in this context are design languages, specification languages, languages for structuring (meta-) data and interface definition languages. Implementation (i.e., programming) languages are not considered. We focus on the languages considered in the context of the platform architectures mentioned in Section 3.1.

3.3.1 UML 

The Unifying Modelling Language (UML) is a language developed for modelling systems based on object-oriented concepts. UML consists of a collection of diagrams that allows a model of a system to be represented (illustrated) from different views and according to different design strategies.

UML has evolved from the three most successful contemporary software development methods, namely Booch [Boo94], Rumbaugh (OMT, [Rum91]) and Jacobson. Although these methods have been originally developed to support the development of stand-alone software, much work has been done to make UML suitable to support the development of distributed software systems and to support Business Process Redesign (BPR).

3.3.1.1 Documentation

UML has been adopted as standard by OMG. The OMG UML specification consists of two documents:

· UML Notation guide [UML97c]: this document introduces the UML diagrams discusses their use with examples.

· UML Semantics [UML97d]: this document defines the semantics (the meaning) of the UML diagrams. The UML semantics is defined using UML class diagrams and an Object Constraint Language.

The UML designers have decided to avoid introducing a formal semantics for UML in the UML Semantics document, since they feared that such a formal semantics could make the standard difficult to understand by ordinary designers. This formal semantics could be based on, e.g., set theory or automata theory. Nevertheless many proposals for formal semantics of the individual UML diagrams have been proposed.

The OMG-UML documentation also contains the following documents:

· UML Proposal [UML97a]: this document describes the UML documentation and motivates the acceptance of UML as standard by OMG.

· UML Summary [UML97b]: this document discusses the UML requirements, application and historical development.

· UML Extension for Objectory Process for Software Engineering: this document discusses UML extensions when it is applied in conjunction with the Objectory design method (process).

· Object Constraint Language Specification: this document specifies the Object Constraint Language used in the definition of the UML semantics.

· OA&D CORBAfacility Interfaced definition: this document gives CORBA IDL specifications for UML-consistent tool interoperability.

3.3.1.2 UML views and diagrams

The following UML diagrams can be used to represent a model of a system according to different views:

· Use case diagram: this diagram allows one to define actors and use cases of the system being modelled. A use case defines a typical interaction being the actor and the system being modelled. Use case diagrams are normally used in the beginning of the design process, to support requirements capturing.

· Class diagram: this diagram allows one to define the classes of objects identified in the system being modelled and the relationships between these classes (and consequently between the objects). Class diagrams can be used in different phases of the design process, ranging from the domain analysis to the software design phase.

· Behaviour diagrams: the behaviour of objects in a system can be represented using the following diagrams:

· Statechart diagram: this diagram specifies states of an object of a specific class and the transition between these states.

· Activity diagram: this diagram specifies activities (actions), which represent the execution of operations, and the relationships between these activities. Activity diagrams normally are drawn to represent the flow of activity in the systems, and may also represent the shared responsibility of objects when performing activities.

· Sequence diagram: this diagram represents a pattern of interaction between objects, such that this pattern is arranged in a time sequence. Normally sequence diagrams are used to represent the sequence of method invocations and returns (responses) related to some execution scenario, such as, e.g., establishing of a connection, sending a message, etc.

· Collaboration diagram: this diagram represents a pattern of interaction and the links between objects, by showing how the objects co-operate through their links in order to perform a certain interaction.

· Implementation diagrams: implementation aspects related to source code organisation and run-time processing resources can be represented with the following diagrams:

· Component diagram: this diagram represents software components (either source code, binary code or executables) and their dependencies.

· Deployment diagram: this diagram represents nodes and their communication associations. A node represents a run-time processing resource, such as, e.g.,  a process or a thread.

Sources for further reading:

· UML specification, http://www.omg.org/techprocess/meetings/schedule/Technology_Adoptions.html#tbl_UML_Specification;
http://uml.systemhouse.mci.com/.

· UML tool support, 
http://www.advancedsw.com/uml.htm; http://www.rational.com/index.jtmpl.

3.3.2 IDL 

The OMG Interface Definition Language (IDL) is a language developed for describing the interfaces offered by object implementations to client objects (in OMG terms). IDL has a central role in OMA, since it allows objects to know each other's interfaces, enabling the inter-operability between objects. IDL has also enabled the development of language mappings, which make it possible for objects implemented using different programming languages to inter-operate on the basis of IDL specifications.

An interface is specified in terms of its operations and their parameters. IDL supports the specification of interfaces and the structuring of these specifications, by offering the following capabilities:

· Definition of modules, which allow the explicit definition of naming scopes;

· Definition of interfaces. Each interface may contain attributes and operations, and is identified by an interface identifier for further references;

· Inheritance, which allows an interface to be defined as a specialisation of other interfaces. IDL supports the definition of multiple inheritance;

· Definition of operations of interfaces. Each operation has an identifier, an invocation semantics (best effort or at-most-once), a return result and a parameter list. Optionally and operation raises exceptions and has a context expression;

· Definition of attributes of interfaces. An attribute corresponds logically to two operations, to set and to read the value of the attribute;

· Definition of types, which can have an auxiliary role in the definition of parameters, return values and exceptions in operations as well as attributes in interfaces.

The OMG IDL grammar corresponds with the C++ syntax, with some restrictions that are indicated in the IDL definition. IDL has also a somewhat different role than C++, since IDL is a descriptive language meant to define interfaces and therefore it does not support algorithmic structures or variables.

Sources for further reading:

· Chapter 3 of CORBA specification [OMG98].

3.3.3 HTML and XML

HTML (Hyper Text Markup Language) is based on a simplified subset of SGML. It is the currently used common language for publishing on the Web. An HTML document consists of actual content (character data) and markup, where the markup is used to describe the logical structure of the content. Components in the logical structure, called document elements, are enclosed by markup, called tags. Important features of HTML documents are the possibility to define (hypertext) links to other documents and to reference (rather than directly include) documents, images and applets.

A distinction is made between the abstract representation of a document, the rendition of the document on some medium, and the definition of the structuring/processing rules that apply to the document. Only the abstract representation is defined by a HTML document. The rendition (visual effects, but also control over alternative output, such as speech or Braille) can be defined by a style sheet, which is then referenced in the HTML document. Structuring/processing rules are defined by a document type definition (DTD), also referenced in the HTML document.

The current version of HTML is HTML/4.0. It can refer to a style sheet written in the HTML-specific Cascading Style Sheets (CCS) language and to an HTML DTD. HTML has been used long before it got a formal DTD, which explains the many erroneous HTML documents currently on the Web.

XML (eXtensible Markup Language) is a stream-lined version of SGML, and originally conceived as a big brother to HTML. XML can be used to extend HTML, but can also be used to define new languages completely unlike HTML (e.g., WIDL, SMIL; see the following subsections). As HTML, XML distinguishes between rendition, abstract representation and application-specific rules. As opposed to HTML, XML is extensible in the sense that it allows user-defined tags and thus arbitrary document element types. Many DTDs are therefore possible for XML, each defining its customized document element types for specific application areas.

Sources for further reading:

· Information on the W3C Web site, http://www.w3.org/TR/REC-html40/; http://www.w3.org/TR/REC-xml.

· XML/EDI, http://www.geocities.com/Wallstreet/Floor/5815/.

· for XML extensions to describe content in wireless environments, see WAP (Wireless Application Protocol) Forum specifications; http://www.wapforum.org/what/technical.htm. 

3.3.4 WIDL 

WIDL (Web Interface Definition Language) is an application of XML. It allows the definition of functional interfaces of Web servers that can be accessed by remote Web clients over standard Web protocols (HTTP and HTTPS). WIDL definitions provide the structure necessary for generating client code in conventional programming languages. Hence, user programs can request Web data (HTML, XML or text documents) and services (provided by back-end systems) by making local calls to functions which encapsulate standard Web protocols and utilise WIDL definitions to provide naming services, change management, error handling, condition processing and intelligent data binding.

The role of WIDL for the Web is much the same as that of IDLs for many distributed computing platforms, such as CORBA IDL. With WIDL, the Web can evolve from an access medium to an integration platform. One important difference between WIDL and, for example, OMG IDL is that WIDL is always interpreted at runtime. As a result, client code does not have to be changed when handling new URLs, object references, document regions, success/failure conditions, etc.
Sources for further reading:

· Information on the W3C Web site, http://www.w3.org/TR/NOTE-widl.

3.3.5 SMIL 

SMIL (Synchronized Multimedia Integration Language) is an application of XML. It allows the definition of time-based streaming multimedia presentations that combine audio, video, images and text. A SMIL definition references media elements for the presentation similar to the way an HTML document references its images, applets and other documents. This makes SMIL definitions easy to create and bandwidth-friendly, as opposed to approaches where a set of media is compiled in a single file.

Sources for further reading:

· Information on the W3C Web site, http://www.w3.org/TR/REC-smil/; http://www.w3.org/AudioVideo.

· Bouthillier’s paper on synchronized multimedia [Bout98], http://www.webtechniques.com/.

3.3.6 RDF 

RDF (Resource Description Framework) is an XML document type for metadata that is extensible at the metadata level as XML is at the document level. This means that RDF is able to represent properties of documents, images and other Web resources, and the relationships between them. RDF will allow automating tasks on the Web, facilitate searching and help authors describe documents that browsers, search engines and Web crawlers can understand. An application of RDF is the platform for Internet content selection (PICS), an approach to label information on the Internet, so that undesirable content can be filtered or special interest content can be selected.

Sources for further reading:

· Information on the W3C Web site, http://www.w3.org/RDF/; http://www.w3.org/TR/NOTE-rdfarch; http://www.w3.org/TR/NOTE-rdf-simple-intro.

· Lassila’s paper on Web metadata [Lass98].

3.4 Protocols

Protocols are needed to guarantee interoperability between platforms that are interconnected via networks. Here we assume the underlying network to be IP-based (typically with TCP or UDP over IP as transport protocol).

3.4.1 GIOP and IIOP

ORB interoperability is achieved by the General Inter-ORB Protocol (GIOP). GIOP defines a set of message formats, a transfer syntax, and assumptions concerning the underlying network that is used to transfer GIOP messages. With a limited number (7) of message formats, all functions and behaviors required by CORBA are directly supported. In addition, GIOP also supports passing of service-specific context (e.g., the transaction context used by an instance of the Transaction Service). The transfer syntax for GIOP, the Common Data Representation (CDR), maps OMG IDL data types into an octet stream for transfer between ORBs. GIOP is designed to operate over any connection-oriented transport protocol that meets a minimal set of assumptions. The use of a transport connection is as follows:

· the connection is used asymmetrically, with a client role on one side and a server role on the other side;

· multiple clients may share the same connection and multiple independent requests for different objects can be sent on the connection;

· unique request/reply identifiers provide proper correlation of related message. Hence the preservation of the relative ordering of request and replies is not required from the network;

· pending requests that were sent on the connection can be cancelled and the connection can be release in an orderly manner (without loss of data).

The Internet Inter-Orb Protocol (IIOP) is a specialization, or mapping, of the GIOP, such that GIOP messages can be transferred over TCP/IP connections. Agents in the ORB that are capable of accepting object requests publish TCP/IP addresses in so-called Interoperable Object References (IOR). An IOR is an ORB-internal mechanism to refer unambiguously to objects. A client that wants to invoke an object must initiate a connection using the address in the IOR. Currently, only Class A, B and C Internet addresses are supported; that is, Class D (multi-cast) addresses are reserved for use in future versions of IIOP.

Sources for further reading:

· Chapters 10 (overview) and 13 of CORBA specification [OMG98].

3.4.2 HTTP 

HTTP (Hyper Text Transfer Protocol) is the common carrier of Web traffic. HTTP/1.0 uses a TCP connection for each Web client request, typically resulting in multiple requests per Web page. Since the standardization of HTTP/1.0, work started to develop evolutionary refinements of HTTP.

HTTP/1.1 (draft IETF standard in 1998) allows the processing of multiple outstanding requests on a single TCP connection. It also facilitates caching, and allows the use of a single IP address to serve multiple Web sites.

HTTP-NG is an ongoing activity to develop a new generation of  HTTP, using modularity and layering principles. The architecture of HTTP-NG is based on a simple, extensible distributed object-oriented model.

Sources for further reading:

· Information on the W3C Web site, http://www.w3.org/Protocols/rfc2086/rfc2068; http://www.w3.org/TR/WD-HTTP-NG-architecture/.

3.5 Observations

Web technology was initially developed to enable the browsing of documents, and has been augmented with capabilities for application development (CGI technology for coupling with database management systems, script languages, different mark-up and document languages to support many different sorts of documents). With the advent of Java it became possible to develop applets that can be loaded and executed under control of the browser (client-side). Most limitations of Web technology as a middleware platform have to do with the flexibility for the introduction of different sorts of applications and scalability.

Web technology is important for AMIDST, at least for the distribution and remote installation of services, due to its penetration. AMIDST developments should be integrated with Web technology.

CORBA has been developed as a general framework for the development of distributed applications, but it lacks the penetration and the appealing user interface of Web technology. Limitations of CORBA are mainly related to scalability and performance. The use of CORBA in Wide Area Networks is currently being investigated, but large round-trip delays are expected to have serious consequences for interactive applications.

CORBA (ORB technology) is also important for AMIDST, since it is the most suitable technology for developing middleware platforms currently available. Furthermore it is standardized and supported by a legion of industrial partners. Other OMG developments such as the CORBA component model and the CORBAtelecoms standards are also of interest to AMIDST.

The advent of Java made it possible to combine some benefits of CORBA (flexibility in application development, by allowing applications to be developed as collections of interacting objects) and Web technology (appealing browsers). Orbix Web of IONA Technologies is an example of product that makes use of this combination. The major benefit of using CORBA in combination with Web technology is that Java objects in the client (browser) can interact with Java objects in the server (this could be extended to ‘objects everywhere’), such that the ugly hack of using CGI to run application code at the server can be avoided.

COM/DCOM and CORBA are considered by many as competing platform architectures in the area of distributed object computing. A comparison of both developments falls however outside the scope of this document (see, e.g., [Tall98] and [Chu97]).

AMIDST intends to use CORBA as the starting point for its middleware platform architecture. When compared to DCOM, CORBA has some advantages in services, platform and tool support, maturity, and overall architectural integrity [Tall98]. Furthermore, COM/CORBA interoperability is addressed by some CORBA vendors. A typical application for COM/CORBA bridges is the integration of COM-based desktop components into CORBA systems.

Although we have not considered Java as a platform in this document, current developments are making Java and its related libraries and tools resemble middleware platforms. Some of these developments are:

· Java RMI, which enables remote method invocation between Java objects running on different virtual machines. This development offers functionality similar to the ORB functionality, except for the language independence
;

· The Java JDK 1.2 package contains an ORB implementation;

· SUN has developed the Java Media Framework, which consists of Java APIs for the RTP/RTCP protocols. RTP/RTCP are the Internet protocols for stream communication (continuous media) and conferencing control. The Java Media Framework can be used by applications as building blocks to implement multimedia applications.

TINA offers a general solution for the development and deployment of telecom services, but the TINA architecture itself if rather complex. Some of the solutions applied in TINA may be useful for AMIDST, both at the methodological level (use of UML and viewpoint models) as at the functional level (interfaces and components).

There is a clear trend towards building applications using component technology. The most interesting component model for AMIDST is the one being developed by OMG, since it complies with the CORBA architecture, being an extension of the CORBA object model. The work on this component model is however still in progress.

Two other component models, Sun JavaBeans and Microsoft COM (in particular ActiveX) are considered by many as main competitors. An important disadvantage of COM/DCOM is that it is primarily supported on Microsoft platforms. In this respect, JavaBeans is a better choice. Furthermore, the notion of component seems more elaborated in JavaBeans than in COM, defining additional means (or features) that should facilitate the reuse of software components. Assuming that the CORBA component model will be very similar to JavaBeans, and assuming that Java will be the implementation language of choice, the latter will be a second-best candidate for adaptation as component model in AMIDST.

4. Current research

This section provides an overview of current research related to middleware, based on an analysis of papers presented at the Middleware’98 Conference held in Windermere, England September 15-18, 1998 [Nige98]. The work presented at this conference is considered representative in the area on which the AMIDST project focuses. This section gives an insight in current middleware research areas, by classifying papers; Annex A familiarizes the reader with adopted research approaches and solutions, by summarizing papers presented at Middleware’98.

The papers presented at Middleware ’98 (in total 28 papers) have been grouped by the Programme Committee in the following categories:

· Workflow;

· Scalability;

· Availability and integrity;

· ORB engineering;

· ORB architecture;

· Components;

· Type safety and security;

· Mobile objects;

· Web services;

· Events.

These groups give already an indication of the subjects that have been handled during the conference. In order to identify the current areas of research we classify the paper in terms of the following concerns:

· Technology: specific to CORBA, applicable to CORBA, specific to Web technology, etc.

· Problem addressed (functional or qualitative): transactions, security, QoS control,  scalability, performance, flexibility, etc.

· Application: workflow management, video-on-demand, multimedia, etc.

Tables 2 to 4 show the number of papers that addresses primarily the items in each of the concerns mentioned above. The following can be concluding from the tables:

· most research papers were oriented towards ORB technology, rather than towards Web technology. This is probably the case since the Web is not so much considered as a middleware, but as a (successful) application of the Internet. Although there is a clear trend towards combining Web and ORB technology (the “object Web”), research and technological progress related to the Web is primarily discussed at separate forums.

· a minority of the research papers addressed problems related to functions that are directly called by applications (e.g., transaction support). In contrast, many papers dealt with system quality (e.g., scalability, flexibility), performance (e.g., failure detection/fault tolerance) and language (e.g., type safety). This can also interpreted as that most researchers aimed at improving the language foundation and architectural principles of middleware (ORB) systems, as well as finding solutions that would make the middleware suitable for other environments (e.g., mobile, multimedia, interactive applications). Finding new or improved functions, or object services, that better suit the needs of applications is not the only or biggest challenge in improving middleware systems.

· most research results were generally applicable, and not related to specific application areas or domains. This is because a lot of generic problems are not yet solved. Nonetheless, applications do provide the requirements and determine the extent to which generic solutions are satisfactory. It should also be mentioned that many application domains (in particular telecommunications, workflow, Web) have their own conferences at which middleware solutions are presented.

Technology
Total papers

Specific to Java
2

Specific to CORBA
6

Applicable to CORBA
9

Specific to Web
3

Applicable to Web
2

Generic to Internet services
2

Table 2: Papers enumerated by technology.

Problem addressed
Total papers

Transactions
2

Scalability
5

Flexibility/ Easiness of application development
3

Failure detection/ Fault tolerance
5

Performance
2

Replication/caching
4

(Soft) real-time constraints/ multimedia support/ QoS control
3

Binding mechanisms
1

Component configuration/ component co-ordination
3

Security
1

Type-safety
2

Mobility
2

Event management
3

Table 3: Papers enumerated by problem addressed.

Applications
Total papers

Workflow systems/ Transactions
4

Web browsing
4

Internet services
2

Trading services 
1

CORBA infra-structure
2

Multimedia applications
2

Generally applicable
12

Telecommunication services
1

Table 4: Papers enumerated by application.

5. Conclusion

The scope of the AMIDST project is limited to middleware systems based on a combination of ORB technology and Web technology. Given this scope, AMIDST focuses on developing solutions for open standards, for which specifications are publicly available, and validating solutions with prototypes based on existing (often open-source) software. This document also discusses some corporate middleware architectures and components, either because they may interoperate with open standards or they may influence open standards development.

AMIDST intends to use CORBA as the starting point for its middleware platform architecture. CORBA (ORB technology) is considered the most suitable technology for developing middleware platforms currently available. Furthermore, it is standardized and supported by a legion of industrial partners.

The role of IDLs is particularly important in object middleware (OMG IDL in CORBA), since they enable interoperability and language independence at the object level. This role requires stability at the one hand, but flexibility (open-endedness) on the other hand to support new object interaction features.

Web technology is also relevant for AMIDST, at least for the distribution and remote installation of services, due to its penetration. AMIDST developments should be integrated with Web technology. AMIDST research may also look into the further integration of Web and ORB technology.

TINA offers a general solution for the development and deployment of telecom services, but the TINA architecture itself if rather complex. Also, the impact of TINA on main stream ORB and Web technology is negligible. Some of the modeling and architectural approaches applied in TINA may however be useful for AMIDST.

Java developments are important to AMIDST, not only because Java may be the implementation language of choice, but also because of the middleware features and software component support of particular Java development environments.

A number of standards developments are not covered in this document. Most notably, we did not discuss standards related to mobile access and agent facilities. This may be covered in an update to this document if AMIDST partners express particular interest in these developments.

As illustrated with the analysis of papers presented at the Middleware’98 Conference, much middleware research is currently devoted to the improvement of the language foundation (object/component models, reflection, type safety etc.) and system architecture (scalability, flexibility etc.) of middleware systems. Also, a lot of effort is spent in making middleware suitable for new (mobile, multimedia, interactive etc.) environments.

According to a recent publication in IEEE Concurrency [Milo99], and consistent with our analysis of middleware research papers, the following are important challenges in the middleware area:

· Making middleware suitable for applications that integrate into the typical consumer lifestyles (e-commerce, home automation, smart television). There is no size fits all solution; instead, functionality has to be partitioned;

· Agree on stable solutions related to scalability, fault tolerance, QoS and non-procedural protocols (e.g., as needed for multicast-based event frameworks, remote-execution frameworks, and mobile agent frameworks);

· Enable middleware to take advantage of networks that can provide bindings or channels with different qualities, and to support ubiquitous connectivity in a world of mobile and intelligent devices.

· Find solutions for software evolution, i.e. develop extensible middleware systems that make a small set of assumptions about their environment and allow room for growth. In addition, make middleware more accessible with simple-to-use APIs and options to choose between transparency and control over the system.
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Annex A: Abstracts of Middleware’98 papers

In the following, the papers presented at Middleware’98 are briefly discussed. The papers are grouped in sections according to the categorization used at the conference (see Section 4).

A.1
Workflow

S. Weather, S. Shristava and F. Ranno. A CORBA compliant transactional workflow system for Internet applications. The paper describes an environment for application development and deployment for transactional workflow systems. Issues that have been addressed in the design of the environment are interoperability, scalability, flexible task composition, dependability, dynamic configuration and fault-tolerance. The environment has been implemented as a set of CORBA services.

A. Schill and C. Mittasch. A generic workflow environment based on CORBA business objects. The paper describes an approach to build object-oriented workflow management systems based on business objects that encapsulate resources and business processes. The approach has been validated with an implementation using CORBA.

A.2
Scalability

M. van Steen, A.S. Tanenbaum, I. Kuz and J. Sips. A scalable middleware solution for advanced wide-area Web services. The paper proposes a solution for the scalability problems of the current Web technology. This solution consists of encapsulating Web resources in physically distributed shared objects (Globe distributed shared objects). The approach has been demonstrated with a prototype implementation of a Globe distributed Web service in Java.

R. van Renesse, Y. Minsky and M. Hayden. A gossip-style failure detection service. The paper describes a protocol for failure detection based on gossiping. The paper shows that the protocol scales well and provides timely detection. A system based on the ideas of the paper has been built and executed for three weeks in the cs.cornell.edu domain, with successful results.

Y. Chawathe and E.A. Brewer. System support for scalable and fault-tolerant Internet services. The paper presents a generic architecture to support Internet applications, aiming at enhancing the availability and the scalability of these services. The architecture prescribes the introduction of a Scalable Network Service (SNS) substrate that handles service management for application developers. The design has been demonstrated with three service examples: a web distillation proxy, a proxy-based web browser and an MBone archive server.

A.3
Availability and integrity

X. Défago, K.R. Mazouni and A. Schiper. Highly available trading system: experiments with CORBA. The paper investigates the use of CORBA for the automation support of the Swiss Exchange system, with respect to performance and fault-tolerance. This resulted in a model to simulate the communication behaviour of the trading system, and an evaluation of different state transfer schemes.

E. Totel, L. Beus-Dukic, J.P. Blanquart, Y. Deswarte, D. Powel and A. Wellings. Integrity management in GUARDS. The paper presents an approach to prevent error propagation from non-critical tasks to critical tasks in a single processor or multiprocessor architecture. The approach consists of assigning integrity levels to groups of tasks. The paper also demonstrates the approach with a CORBA-compliant implementation of the integrity policy.

P.M. Melliar-Smith, L.E. Moser, V. Kalogeraki and P. Narasimhan. The Realize middleware for replication and resource management. The paper presents the Realize middleware, which manages the resources of a CORBA implementation for soft real-time applications, and replicates CORBA objects in order to enhance availability and fault-tolerance. Realize handles the allocation of objects to processors, such that load balancing can be performed to meet the (soft) real-time requirements of the applications. According to the authors the novelty of their approach is the handling of soft real-time requirements and fault-tolerance in one single system.

A.4
ORB engineering 

D.I. Donaldson, M.C. Faupel, R.J. Hayton, A.J. Herbert, N.J. Howarth, A. Kramer, I.A. MacMillan, D.J. Otway and S.W. Waterhouse. DIMMA - a multi-media ORB. The paper presents the DIMMA platform, which facilitates the production of applications with real-time constraints and that make use of multimedia. DIMMA supports a CORBA compliant API, allowing CORBA application to be ported to DIMMA in a straightforward way. DIMMA handles the specification and creation of stream flows, application control and resource management through QoS parameters and implicit and explicit binding.

S.-L. Lo, S. Pope. The implementation of a high performance ORB over multiple network transports. The paper reports on the implementation of a high performance ORB, the omniORB2. The paper discusses how the CORBA 2.0 features and protocols have been exploited to obtain a high performance implementation and shows that the performance of omniORB2 is significantly better than other commercial ORBs. The paper evaluates performance by running omniORB2 over TCP/IP, shared memory, Scalable Coherent Interface (SCI) and AAL5.

A.5
ORB architecture

B. Dumant, F. Horn, F. Dang Tran and J.-B. Stefani. Jonathan: an open distributed processing environment in Java. The paper presents an ORB that allows arbitrary binding mechanisms between interacting objects to be applied. This work has been motivated by the limited binding mechanisms specified, e.g., in CORBA 2.0 and Java-RMI, when considering the application of ORBs in the flexible support of telecommunication services. The Jonathan DPE is the Java implementation of this ORB framework. A CORBA 2.0 ‘personality’ has been implemented using Jonathan, by using the binding mechanisms prescribed in CORBA 2.0 specification. A Java-RMI personality could be implemented in a similar way.

G.S. Blair, C. Coulson, P. Robin and M. Papathomas. An architecture for the next generation middleware. The paper discusses an approach to the design of middleware platforms based on reflection. This approach consists of a reflective architecture in which each object has a meta-space, meta-models are used to structure these meta-spaces, and object graphs are used to represent the structure of composite components. The paper also discusses the construction of a component framework that supports this approach. This results in an open and configurable architecture. The paper discusses some preliminary experiments using this approach to implement open bindings to support multimedia applications, by extending the CORBA CHORUS/COOL-ORB implementation.

R. Vanegas, J.A. Zinky, J.P. Loyall, D. Karr, R.E. Schantz and D.E. Bakken. QuO’s runtime support for quality of service in distributed objects. The paper describes the QuO runtime, which allows applications to adapt to the different QoS offered by the underlying resources. The QuO runtime handles QoS issues (i.e., collecting, organising, acting on changes), facilitating in this way the task of application developers. In order to use the facilities of the QuO runtime, the application designer has to write a QDL specification of the QoS contracts. The QuO runtime has been implemented on top of CORBA. Two prototype applications have also been developed using the QuO runtime: enhancement of availability through object replication and managed communication through resource reservation.

A.6
Components

M. Radestock and S. Eisenback. Component coordination in middleware systems. The paper presents a model for component co-ordination in adaptive systems and defines a co-ordination protocol that supports this model. The paper illustrates the application of the model with a dynamic version of the dining philosophers.

R. Balter, L. Bellissard, F. Boyer, M. Riveill and J.Y. Vion-Dury. Architecturing and configuring distributed application with Olan. The paper presents the Olan environment, which allows application designers to describe complex architectures and deploy these architectures in heterogeneous distributed environments. Olan is based on the an Architecture Description Language, the Olan Configuration Language (OCL). The OCL compiler and the configuration machine have been implemented in Python. The configuration machine uses a CORBA compliant ORB called ILU.

A. Zarras and V. Issarny. A framework for systematic synthesis of transactional middleware. The paper presents a formal method for specifying transactional properties, aiming at the systematic synthesis of transactional middleware. The method is based on the use of ADL to specify the system components and their transactional properties, the selection of middleware services that support these properties and the composition of these services (generation of stubs). The paper discusses an example of transactional middleware synthesis using CORBA. 

A.7
Type safety and security 

S. Gibson, S. Gorain, D. Povey and P. Clutterbuck. Secure architectures. The paper presents the incorporation of security solutions in Hector, which is a middleware for distributed objects that sits above communication protocols and other middleware environments, such as CORBA and DCE. Security has been incorporated in Hector by mapping the GSSAPI (API for the integration of security in an application) onto OO Python classes, resulting in a proof of concept implementation.

S.C. Crawley and K.R. Duddy. Improving type-safety in CORBA. The paper describes a problem with type-safety of the current CORBA specification and presents a solution for this problem based on the use of unique identifiers. The paper also discusses other issues related to type-safety in CORBA that must be solved in future.

F. Eliassen and S. Mehus. Type checking stream flow endpoints. The paper discusses the design of a generic flow type checker for stream interfaces. The type checker determines the compatibility between two endpoints by computing the common flow capabilities supported by these endpoints. The type checker is based on a Flow Interface Definition Language (FIDL), which enables the specification of stream interfaces. The paper also discusses a prototype implementation of an application that uses the type checker, and evaluates the performance of the type checker.

A.8
Mobile objects

R.J. Hayton, M.H. Bursell, D.I. Donaldson and A.J. Herbert. Mobile Java objects. The paper presents the design of a mobile object system, the Mobile Object Workbench, based on the Java programming language. The Mobile Object Workbench supports the clustering of objects, such that these objects can be managed together. The paper discusses the mechanisms for object mobility, security issues and the name relocation service. The Mobile Object Workbench has been implemented as an extension to Java (Java classes), and has been applied to add mobility to the FlexiNet platform.

D. Hagimont and D. Louvegnies. Javanaise: distributed shared objects for Internet cooperative applications. The paper presents the development of a service for supporting distributed cooperative applications on the Internet. Applications can use this service to manage objects that are shared between client nodes, so that the application designers can develop the applications as if they were centralised. The service is implemented as a set of Java classes and a proxy generator. Objects are brought on demand to the request nodes, and are cached until they are invalidated by a coherence protocol. Applications in Javanaise (environment in which the service is embedded) are deployed in the client nodes as applets through the Web.

J. Baumann, F. Kohl, K. Rothermel, M. Schwehm and M. Stra(er. Mole 3.0: a middleware for Java-based mobile software agents. The paper presents Mole, which is a Java-base mobile agents system. Mole supports communication between agents groups and the concept of session. The infra-structure of Mole includes a resource manager, a directory service and a global naming scheme for agents. The Mole system can be downloaded from http://www.informatik.uni-stuttgart.de/ipvr/vs/projekte/mole.html .

A.9
Web services

P. Cao, J. Zhang and K. Beach. Active cache: caching dynamic contents on the Web. The paper discusses the active cache scheme to cache dynamic contents at Web proxies. This scheme has been developed to enhance the scalability of the Web technology. The paper discusses the protocol, interface and security mechanisms of the active cache scheme. The scheme has been illustrated with the following examples: the logging user access, the advertising banner rotation, the access permission checking, the client-specific information distribution, the Server-Side Included (SSI) expansion and delta compression. An active cache prototype has been implemented as an extension of the CERN httpd proxy. The paper also discusses traffic reduction through the use of active cache.

G. Pierre and M. Makpangou. Saperlipopette!: a distributed Web caching system evaluation tool. The paper discusses Saperlipopette!, which is a tool that allows the evaluation of the quality of service offered by different configurations of the distributed cache infrastructure. The paper discusses the gathering of information on Web related activities and the design of the tool. The paper also shows some results of the evaluation of different caching configurations at INRIA.

A. Fox, I. Goldberg, S.D. Gribble, D.C. Lee, A. Polito and E.A. Brewer. Experience with the Top Gun Wingman: a proxy-based graphical Web browser for the 3Com PalmPilot. The paper presents an application, the Top Gun Wingman, which allows a personal digital assistant (PDA) or a handheld PC to run a web browser. The Top Gun Wingman is an adaptive middleware proxy (AMWP) that moves application complexity away from the (thin) clients. The paper discusses the design philosophy, implementation, performance and experience obtained.

A.10
Events

Geppert and D. Tombros. Event-based distributed workflow execution with EVE. The paper presents an event engine (EVE), which can be used for executing workflows in an event-driven way. EVE supports event registration, detection and management, and notification  to distributed workflow processing entities. The paper describes the EVE architecture and its use. EVE has been implemented using the Adaptive Communication Environment.

M.D. Spiteri and J. Bates. An architecture to support storage and retrieval of events. The paper presents an event repository architecture that support the capturing and storage of events, as well as injection of events back in applications in order to replay event sequences or re-build lost states. The paper presents two applications of the event repository: a distributed activity monitoring system and a distributed virtual world system. The event repository architecture has been (re-)designed as a layer above CORBA.

X. Logean, F. Dietrich, H. Karamyan and S. Koppenhöfer. Run-time monitoring of distributed applications. The paper presents a method to perform run-time monitoring of distributed applications. The method consists of generating code that send notifications to an Observer when relevant events occur. The method has been illustrated with a telecommunication service based on TINA on top of CORBA.

Annex B: Abbreviations and acronyms

API

Application Programming Interface

ARPA

Advanced Research Projects Agency

BPR

Business Process Re-design

CCS

Cascading Style Sheets

CDR

Common Data Representation

CGI

Common Graphical Interface

COM

Component Object Model

CORBA

Common Object Request Broker Architecture

CSS

Cascading Style Sheets

DARPA

Defense Advanced Research Projects Agency

DCE

Distributed Computing Environment

DCOM

Distributed Component Object Model

DHTML

Dynamic HTML

DII

Dynamic Invocation Interface

DOC

distributed object computing

DOM

Document Object Model

DSI

Dynamic Skeleton Interface

DTD

document type definition

GUI

graphical user interface

HTML

Hyper Text Markup Language

HTTP

Hyper Text Transfer Protocol

IDL

Interface Definition Language

IETF

Internet Engineering Task Force

IIOP

Internet Inter Orb Protocol

IIS

Internet Information Server

IOR

Interoperable Object Reference

IP

Internet Protocol

MSMQ

Microsoft Message Queue

MTS

Microsoft Transaction Server

NFS

National Science Foundation

OLE

Object Linking and Embedding

OMA

Object Management Architecture

OMG

Object Management Group

OT

object technology

PICS

Platform for Internet Content Selection

PNG

Portable Network Graphics

QoS

Quality of Service

RDF

Resource Description Framework

RFC

Request for Comment

RMI

Remote Method Invocation

RTCP

Real-time Transport Control Protocol

RTP

Real-time Transport Protocol

SGML

Standard Generalized Markup Language

SMIL

Synchronized Multimedia Integration Language

SSL

Secure Socket Layer

TCP

Transmission Control Protocol

TINA

Telecommunication Information Networking Architecture

UDP

User Datagram Protocol

UML

Unified Modeling Language

URL

Uniform Resource Locator

WAP

Wireless Application Protocol

WIDL

Web Interface Definition Language

WWW

World Wide Web

W3C

World Wide Web Consortium

XML

eXtensible Markup Language

� Actually, we limit ourselves to object-middleware, i.e. the combination of middleware and object technology.


� The motivation behind the decentralization was that the network should be able to survive a nuclear attack!


� Object technology evolved bottom up: first there was object-oriented programming, which was later augmented with object-oriented design, and finally object-oriented concepts were extended to the analysis phase of the software development lifecycle.


� The CORBAfacilities specification has been recently removed from the list of OMG standards. Since this standard is not relevant for Amidst and has been dropped by OMG we ignore it in the rest of this document. 


� If you can believe Java developers, everybody will be using Java someday, and there will be no other languages, so that will be no problem any more.
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