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Abstract:

Digital entities are images of reality, stored as data (bits) that must be interpreted for display by applying information (semantic tags that provide the meaning of the bits) and knowledge (structural relationships defined by a data model).  The preservation of digital entities requires the ability to characterize data, information, and knowledge.  This paper examines the levels of abstraction that are needed to create infrastructure independent representations for data, information, and knowledge, and presents a prototype of a persistent digital archive.

I. Introduction:

Digital entities are images of reality that can only be displayed through a supporting infrastructure.  The term “image of reality” is used to denote anything that is transformed into a stream of bits (zeros and ones) that are maintained on a storage device.  By themselves, the digital entities have no meaning or context.  Presentation applications are used to interpret the bits and display the digital entity by applying a data model.  The applications in turn rely on an operating system to manage interactions with both the storage device and the display system.  Digital entities reside within a supporting infrastructure that includes software systems, hardware systems, and standards for information encoding formats, structural data models, and presentation formats.   The challenge in digital archiving and preservation is not the management of the bits comprising the digital entities, but the maintenance of the infrastructure required to manipulate and display the image of reality that the digital entity represents (Moore 2000).

The preservation of data, information, and knowledge is strongly influenced by a fundamental decision.  Is the purpose to preserve the presentation and manipulation capabilities of the presentation application that turns the bits comprising a digital entity into an image of reality?   Or is the purpose to preserve the information and knowledge content represented by the digital entity?   Preservation of the presentation application has been called emulation.  Preservation of the information and knowledge content has been called migration.

Both approaches rely on the ability to create a level of abstraction between the presentation application or digital entity, and the supporting infrastructure.   In emulation a level of abstraction makes it possible to characterize the presentation application independently of the underlying operating system.  Similarly in migration, for a given data model it is possible to characterize the information and knowledge content of a digital entity independently of the supporting software infrastructure.  We will look at the levels of abstraction that can be used to create persistent digital archives, and show that there is a continuum of approaches between those of emulation and migration.  We will look at the types of infrastructure that can be used to implement persistent digital archives, and show that much of the software already exists in the form of data grids (Grid).  Finally we will look in more detail why information and knowledge management systems are an essential component of the software infrastructure needed to preserve digital entities.

II. Meaning of Persistence:

Digital preservation would be a trivial task if the underlying software and hardware infrastructure remained invariant over time.  Because of technological innovation, new infrastructure is attractive to use because it may provide lower cost, improved functionality, or higher performance.  New systems appear roughly every 18 months.  In ten years, the underlying infrastructure will have evolved through six generations.  Given that the infrastructure continues to evolve, one approach to preservation is to try to keep the interfaces between the infrastructure components invariant.

Standards communities attempt to encapsulate infrastructure through definition of an interface, data model, or protocol specification.  Everyone who adheres to the specification is using the defined standard.  When new software is written that supports the standard, all applications that also follow the standard can continue to function.  Emulation specifies a mapping from the original operating system interface (system calls) to the new standard operating system interface.  Thus emulation is a mapping between operating system interface standards.  Migration specifies a mapping from the original encoding format of a data model to a new encoding format.  Thus migration is a mapping between encoding format standards.  Preservation can be viewed as the establishment of a mechanism to maintain mappings from the current interface or data model standard to the oldest interface or data model standard kept in the archive.

The mapping between multiple standards can be treated as a level of abstraction.  The use of an abstraction mechanism allows multiple versions of an implementation to be manipulated simultaneously, and in effect is the interoperability mechanism between standards.  A persistent archive can be specified by the levels of abstraction that are needed to support interoperability across all of the software and hardware infrastructure components.  The determination of the appropriate levels of abstraction requires a concise definition of what is meant by the information and knowledge content associated with digital entities.

III. Data, Information and Knowledge:

It is possible to use computer science-based specifications to describe what data, information, and knowledge represent (Boisvert 2001).  In the simplest possible terms:

· Data corresponds to the bits (zeroes and ones) that comprise a digital entity.

· Information corresponds to any tag associated with the bits.  The tags are treated as attributes that provide semantic meaning to the bits.

· Knowledge corresponds to any relationship that is defined between information attributes.  The types of relationships are closely tied to the data model used to define a digital entity.  At a minimum, semantic/logical, spatial/structural, temporal/procedural, and systemic/epistemological relationships can be defined between attributes associated with a digital entity, and between the attribute values.

Typically, data are managed as files in a storage repository, information is managed as metadata in a database, and knowledge is managed as relationships in a knowledge repository.  For each type of repository, mechanisms are available for organizing and manipulating the associated digital entity.  Files are manipulated in file systems, information is manipulated in digital libraries, and knowledge is applied in inference engines.  A persistent digital archive defines the interoperability mechanisms for interacting with multiple versions of each type of repository or manipulation system.  These levels of interoperability can be captured in a single diagram (Moore 2000a) that addresses the ingestion, management, and access of data, information, and knowledge, as shown in Figure 1. 

The diagram is a three by three knowledge matrix that characterizes the data handling systems in the lowest row, the information handling systems in the middle row, and knowledge handling systems in the top row.  Ingestion systems are characterized in the left column.  Management repositories are characterized in the middle column, and access systems are characterized in the right column.  Each ingestion system, management system, and access system is represented as a rectangle.  The interoperability mechanisms for mapping between data, information, and knowledge are represented by the grid that interconnects the rectangles.  

The rectangles in the left column of the grid represent mechanisms to organize digital entities.  Data may be organized as fields in a record, aggregated into containers such as tar files, and then sorted into directories in a file system.  Information may be characterized as attributes, with associated semantic meanings that are organized in a schema.  Knowledge is represented as relationships between concepts that also have associated semantic meanings that may be organized in a relationship schema or ontology (Chen 2001).

The rectangles in the middle column represent instances of repositories.  Data are stored in storage systems such as file systems, archives, and even blobs in databases.  Information is stored in databases.  Knowledge is stored in a knowledge repository.  There are many possible choices for types of repositories.  For instance file systems tightly couple the management of attributes about files (location on disk, length, last update time, owner) with the management of the files, and store the attributes as i-nodes intermixed with the data files.  On the other hand, data grids use a logical name space to organize and manage attributes about the digital entities referenced by the data grid (Stockinger 2001).  The attributes are stored in a database, with the digital entities stored in a separate storage system such as an archive (Rajasekar 2001).  The ability to separate the management of the attributes (information), from the management of the data, makes it possible for data grids to build uniform name spaces that span multiple storage systems.




Figure 1.  Management Systems for Data, Information, and Knowledge

The rectangles in the right column represent the standard query mechanisms used for discovery and access to each type of repository.  Typically, files in storage systems are accessed by using explicit file names.   The person accessing a file system is expected to know the names of all of the files in the file system.  Queries against the files require some form of feature-based analysis performed by executing an application to determine if a particular characteristic is present.  Information in a database is queried by specifying operations on attribute-value pairs, and is typically written in SQL.  The person accessing the database is expected to know the names and meaning of all of the attributes, and expected ranges of attribute values.  Knowledge based access may rely upon the concepts used to describe a discipline or business.  An example is the emerging topic map ISO standard (Topic Map), which makes it possible to define terms that will be used in a business, and then map from these terms to the attribute names implemented within a local database.  In this case, the knowledge relationships that are exploited are logical relationships between semantic terms.  An example is the use of “is a” and “has a” logical relationships to define whether two terms are semantically equivalent or subordinate (Baru 1999).

The grid that interconnects the rectangles represents the interoperability mechanisms that make up the levels of abstraction.  The lower row of the grid represents the data handling system or data grid (Moore 1997) used to manage access to multiple storage systems.  Data grids map from collection attributes associated with a logical name space to the physical storage location in a storage repository where a file may be stored.  The logical name space of the data grid may span multiple storage systems.   Thus data grids are interoperability mechanisms that unify access to data stored on network accessible systems.  An example of a data grid is the San Diego Supercomputer Center Storage Resource Broker - SRB (Baru 1998).  The system provides a uniform interface for accessing data stored in files systems, archives, and blobs in databases.  The system uses a logical name space to manage attributes about the data.  Data grids use information stored in databases to discover and access files stored in multiple storage systems. 

The upper row of the grid represents the mediation systems used to map from the concepts described in a knowledge space to the attributes used in a collection.  An example is the SDSC model-based mediation system used to interconnect multiple data collections (Ludäscher 2000).  A concept space is created that describes the relationships between the concepts used by a discipline.  Links are established between the concepts and the attributes used in the data collections.  Queries against the concept space are then automatically mapped into SQL queries against the data collections, enabling the discovery of digital entities without having to know the names of the data collection attributes.

The left column of the grid represents the encoding standards used for each type of digital entity.  For data, the Hierarchical Data Format (HDF version 5) may be used to annotate the data models that organize bits into files.  The SDSC Metadata CATalog system – MCAT (MCAT) provides an encoding standard for aggregating files into containers before storage in an archive.  For information annotation, the XML syntax (XML) provides a standard markup language.  The information annotated by XML can be organized into a schema or Document Type Definition - DTD.  For relationships, there are multiple choices for a markup language.  The Resource Description Framework may be used to specify a relationship between two terms.  The ISO 13250 Topic Map standard (Topic Maps) provides a way to specify typed associations (relationships) between topics (concepts) and occurrences (links) to attribute names in collections.  Again the relationships can be organized in a DTD.

The right column of the grid represents the standard access mechanisms that can be used to interact with a repository.  For data access, a standard set of operations is the Unix file system access operations (open, close, read, write, seek, stat).  Grid data access mechanisms, such as GridFTP, support these operations on storage systems.  For information access, the Simple Digital Library Interoperability Protocol – SDLIP, provides a standard way to retrieve results from search engines.  For knowledge access, there are multiple existing mechanisms, including the Knowledge Query Language - KQL, for interacting with a knowledge repository.

The interoperability mechanisms between information and data, and between knowledge and information represent the levels of abstraction needed to implement a persistent archive.  Data, information, and knowledge management systems have been implemented as distributed data collections, digital libraries, data grids, and persistent archives.  Each of these systems spans a slightly different portion of the three by three knowledge matrix.  Persistent archives have focused on the ingestion of digital entities, characterization of their context as information attributes, and storage into repositories.  The use of knowledge relationships in persistent archives is a research activity.  Note that every collection has inherent relationships that describe how the objects are related.  This inherent knowledge can be used to identify the existence of anomalies or artifacts in the collection, and thus can be used to decide whether a persistent archive has been correctly assembled.

Digital libraries are focused on the central row of the knowledge matrix, and the manipulation and presentation of information related to a collection (Brunner 2000).  Digital libraries are now extending their capabilities to support the implementation of logical name spaces, making it possible to create a personal digital library that points to material that is stored somewhere else on the web, as well as to material that is stored on your local disk.  Web interfaces represent one form of knowledge access systems (the upper right hand corner of the grid), in that they organize the information extraction methods, and organize the presentation of the results for a particular discipline.  Examples are portals that are developed to tie together interactions with multiple web sites and applications, to provide a uniform access point.

Data grids are focused on the lower row of the grid, and seek to tie together multiple storage systems by the creation of a logical name space (Baru 1998a).  A related research topic is the issue of levels of naming indirection, or fractal name spaces.  Each time there is an attempt at providing a uniform naming convention, it is implemented as a higher level logical name space.  At the lowest level, a data model specifies a “name space” for describing the structure within a digital entity.  An example is the METS standard for describing composite objects, such as multimedia files.  At the next level, storage systems use file names to describe all of the digital entities on their physical media.  At the next level, databases use attributes to characterize digital entities, with the attribute names forming the uniform name space.  At the next level, data grids use a logical name space to create global, persistent identifiers that span multiple storage systems and databases.  Finally, at the knowledge level, concept spaces are used to span multiple data grids.  Each time the scope of the name space is expanded, such as queries that span multiple disciplines, a new set of names is invented.  The goal is to close the set of name spaces at the concepts learned in the text books for a particular discipline.  The next question is whether this is possible.

IV. Levels of Abstraction

From the perspective of emulation, software infrastructure is characterized not by the ability to support data, information, and knowledge, but by the systems used to interconnect the application to storage and display systems.  Figure 2 describes the types of interoperability systems that can support emulation.  Note that emulation must address not only possible changes in operating systems, but also changes in storage systems and display systems.


Figure 2.  Levels of interoperability for emulation

Since any component of the hardware and software infrastructure may change over time, emulation needs to be able to deal with changes in not only the operating system calls, but also in storage and display systems.  An application can be wrapped to map the original operating system calls used by the application to a new set of operating system calls.  Conversely, an operating system can be wrapped, by adding support for the old system calls, either as issued by the application, or as used by old storage and display systems.  Finally, the storage systems can be abstracted through use of a data handling system, that maps from the protocols used by the storage systems to the protocols required by the application.  A similar approach can be used to build a display system abstraction that maps from the protocols required by the display to the protocols used by the application.  Thus the choice of abstraction level can be varied from the application, to the operating system, to the storage and display systems. Migration puts the abstraction level at the data model. In this context, the transformative migration of a digital entity to a new encoding format is equivalent to wrapping the digital entity to create a new digital object.

Both the migration approach and emulation approach require that the chosen level of abstraction be migrated forward in time, as the underlying infrastructure evolves.  The difference in approach is mainly concerned with the choice of the desired levels of abstraction.  We can make the choice more concrete by explicitly defining abstraction levels for data, information, and knowledge.  Note that abstractions are needed for both the digital entity, and for the infrastructure that is used to store or manipulate the digital entity.


Figure 3.  Abstraction levels for bits

The computing industry has long used an abstraction model for bits that is inherent within disk file systems.  As shown in Figure 3, the abstraction involves both the digital entity (sequence or stream of bits), and the infrastructure that is used to hold the bits.  For each abstraction, a logical representation is used to name the abstraction, and a physical abstraction is used to define the operations that can be performed on the bit stream.  Bits are stored on disk in a specified track and sector.  The location is represented by an i-node.   References to the location can be done through the i-node.  The bit streams are organized as files, with file names being used as their identifier.  Manipulations on the file names are turned into operations on the bit streams by the file system, through commands such as open, close, read, write, seek, stat, ls, etc.  The file system operations are characterized by the standard commands that can be performed.

It is possible to define an abstraction for storage that encompasses file systems, databases, archives, web sites, and essentially all types of storage systems, as shown in Figure 4.


Figure 4.  Storage System Abstraction

The digital entity abstraction uses a data model to characterize the digital entity semantics (coordinate system, units, physical meaning).  The structure of the digital entity is specified by an encoding format (syntax, data layout).  The storage system abstraction uses a logical name space to reference digital entities that may be located on storage systems at different sites.  The manipulations that can be performed on the logical name space are managed by a data handling system.  For the SDSC SRB, the set of manipulations are an extension of those provided by the Unix file system.  New capabilities such as making a replica of a digital entity on a second storage system, creating a version of a digital entity, and aggregating digital entities into physical containers, have been added to facilitate preservation.

These abstractions for digital entities and for data storage systems make it possible to create a persistent archive that can manage storage in perpetuity.  When new storage systems are defined, a mapping from the storage system abstraction to the new storage system protocols and data operations is created.  Note that the mapping can be from the perspective of the old storage system abstraction, such that the new storage system provides the capabilities defined in the original abstraction level.  Or a new storage system abstraction can be defined that supports the new storage system, with a mapping of the old storage system abstraction into the new version.  As long as the new storage operations are a superset of the old storage operations, prior abstractions can continue to be supported.

What is evident is that the choice of manipulations supported within the storage system abstraction is critical.  The most general possible set of capabilities must be provided.  The use of a logical name space to define unique identifiers is a key component.  This makes it possible to separate manipulation of the name space from interactions with the storage systems.  The logical name space can be extended to support registration of arbitrary digital entities.  In the mySRB interface to the Storage Resource Broker (Rajasekar 2001), the digital entities that can be registered include files, directories, URLs, SQL command strings, and databases.  

A second observation of this level of abstraction is that the management of storage systems required the use of information (Moore 1997).  A logical file name had to be assigned, in addition to the physical file name.  The logical file name made it possible to create a global, persistent identifier.   Addition of capabilities such as replication, version numbers, access control, audit trails, containers, can be thought of as administration metadata.  It is also possible to add structural metadata, defining how a digital entity is encoded (mime type), preservation metadata describing the provenance of the digital entity, and discipline metadata describing the context specific attributes that justify formation of a unique collection.  These attributes are most effectively managed as information in a database.  

The creation of a storage system abstraction requires the ability to manipulate information repositories.  Is it possible to create an abstraction for information repositories in the same way that an abstraction was made for storage systems?  In Figure 5, we present abstraction levels for information management. We face the same challenges when dealing with information repositories as we had with storage systems.  For a viable persistent archive, we need to be able to migrate to new information repositories over time.  Thus we need to be able to characterize the catalog (digital entity) that is put into the repository, as well as the information repository itself (Rajasekar 1999).  The logical characterization of a catalog is the schema, defining the attribute names that will be used and their organization.  The physical syntax that is used to annotate the information is XML.  The logical characterization of an information repository is also a schema, augmented by a description of the table structures, and the mapping of attributes to physical tables.


Figure 5.  Information Repository Abstraction

Note that the schema of the information repository does not have to be identical to the schema of the catalog.  In order to support schema extension, addition of new attributes, and mapping of attributes to new table structures, a level of indirection is required.  Attribute names can be listed as elements in an array.  Their attribute values can be listed as corresponding entries in a second array.  This level of indirection has been implemented in the Extensible Metadata Catalog, and is an essential component of the mySRB collection management system.  Note that this makes it possible to assemble a hierarchy of collections and sub-collections, such that each sub-collection is given a different set of attributes.  It is also possible to define attributes that are unique to a single digital entity.  Effectively, a logical name space can be implemented that is an integration of the graphical directory/sub-directory organization of file systems, with the relational (attribute) specification of databases.

The software system that supports manipulation of the information repository must interface to each type of database access protocol.  This requires a description of the table structures used within the database, the foreign keys that link multiple tables, and the data types associated with each attribute.  One also needs to specify the attribute-value pairs, the aggregation operator that will be applied to the results and the operations that will be performed on the attribute values.  This specification is then mapped to the appropriate SQL command for the table structure as implemented in the target information repository.  The drivers that perform the mapping can be modified to support new types of information repositories as they become available.  Note that the operations that are performed on the information repositories are extended to include migration of catalogs between repositories through export of metadata as XML files, bulk load of metadata from an XML file, specification of new table structures, etc.  A commercial standard is emerging called the Common Warehouse Metamodel from the Object Management Group.  This standard is intended to enable commercial tools to migrate catalogs between relational databases, object-relational databases, object-oriented databases, XML databases, XML files, and ASCII tables.

The abstraction of information repositories resulted in a specification that allowed the creation of unique sub-collection specific and object-specific attributes.  To maintain the ability to discover appropriate digital entities when the attribute names are not known, a persistent archive must also describe the relationships between these arbitrary attribute names.  These relationships are managed in a knowledge repository.  The integration of multiple information repositories requires the use of knowledge repositories.    In order to use multiple instantiations of knowledge repositories, a knowledge repository abstraction level is needed, as shown in Figure 6.

A major research challenge for persistent archives is the creation of a consensus on the management of relationships.  As before, a logical description of a set of relationships can be defined as a schema.  However, the syntax to use for annotating relationships currently has many contending standards.  The Resource Description Framework may be an adequate choice.  The relationships are organized in a concept space, which describes the relationships between the concepts used as terms to describe an archived collection.  An example is the development of a semantic domain map to describe how attribute names are logically related (“is a” and “has a” relationships) to other attribute names.  The relationships form an acyclic graph.  Management of knowledge repositories requires the ability to manipulate graphs.


Figure 6. Knowledge Repository Abstraction

Knowledge management is very closely tied to the data model used to describe the digital entity.  Thus if the digital entity includes English language terms, a concept space can be developed that describes the semantic relationship between all the words present within the collection.  If the digital entity includes spatial information, an atlas can be developed that describes the spatial relationship between the digital entities in a collection.  If the digital entity includes temporal information, a process map can be developed that describes the procedural steps through which the digital entity was processed.  

The system that implements a knowledge repository will need to support:

· Annotation syntax for relationships

· Management system for organizing relationships

· Mapping from relationships to inference rules that can be applied to digital entities to discover if the relationship is present

· Inference engine for applying the inference rules.

The challenge is that with current technology, different mappings are used from relationships to rules, and different inference engines are used for manipulating semantic, spatial, procedural, and systemic relationships.

Knowledge management is a fundamental component of a persistent archive, because it is required to track the archival process itself.  One can view the creation of an archival collection as a series of procedures that are applied to the digital entities.  The procedures include the archival tasks of:

· Appraisal – sort the presented material to determine the archivable content.

· Accession - determine the initial physical location for the data, assess the intellectual component and the relationship of the new collection to existing collections.

· Arrangement - provide administration control, create the initial DTD for describing the information content associated with the collection (provenance, authenticity, structure, administrative), and decompose digital objects into their components as needed. 

· Description - define collection specific attributes.  It may be necessary to iterate between arrangement, decomposition, and description to create the final form.  

· Preservation – create an archivable (infrastructure independent) form of the digital entities and of the collection that is used to characterize the context , and manage their storage.

· Access – provide query mechanisms for discovering, retrieving, and presenting the digital entities.

Knowledge about the application of these tasks can be characterized as part of the authenticity information for the collection.  The process of creating a collection can be used to characterize whether anomalies exist within the collection.  Every anomaly is either an artifact that needs to be annotated, or implied knowledge that needs to be understood to better characterize the collection. Spatial relationships between the anomalies can be used to differentiate between implied knowledge and artifacts.  Knowledge management tools can also be used as part of the accessioning process to record the processing steps that are applied to create the archivable form.

A collection can be viewed as self-instantiating if characterizations of the archival processes are stored with the original data (Ludäscher 2001).  When the collection is accessed, the archival processes can be applied dynamically to create the representation needed for querying the collection and retrieving the desired digital entities.  This approach assumes that a finding aid is available to support localization of queries to a desired sub-collection.  A self-instantiating archive includes an archival description of the knowledge required to recreate the collections stored in the archive.  Knowledge management is the key infrastructure component needed to characterize the evolution of the technology used in a persistent archive.

V. Persistent Archive Infrastructure

We have seen that management of data, information, and knowledge provides a way to define the levels of abstraction needed to build a persistent archive.  Behind each of these characterizations there is a substantial software community that is developing the technologies needed to implement a persistent archive.  

Data management has been largely solved by the Data Grid community.  Data Grids provide the data handling systems needed to manage a logical name space and implement a storage system abstraction.  The data grid community is developing a consensus on the capabilities provided by data grids (Grid).  The Persistent Archive Research Group of the Global Grid Forum is developing a consensus on the capabilities that are needed in data grids to support the implementation of a persistent archive.

The most sophisticated example of a data grid is the SDSC Storage Resource Broker (SRB).  This data handling environment is integrated with an information repository management system, the Extensible Metadata CATalog (MCAT).  Together, the systems implement a logical name space, provide attribute management within the logical name space, and manage digital entities across file systems (Windows, Unix, Linux, Mac OS X), archives (HPSS, DMF, ADSM, UniTree), databases (Oracle, DB2, Sybase), and FTP sites.  The system is shown in Figure 7. The SRB implements the levels of abstraction for data and information defined in Figures 4 and 5.  A storage abstraction is used to implement a common set of operations across archives, Hierarchical Resource Managers, file systems, and databases.  The supported operations against files and database blobs include the standard Unix file system operations (open, close, read, write, seek, stat, locking, make directory, remove directory, list, soft links).  The set of operations has been extended to support capabilities required by a persistent archive.  The extensions include aggregation of files into containers, replication of digital entities, and support for version numbers, audit trails and access control on each digital entity.



Figure 7.  The SDSC Storage Resource Broker Data Grid

The system organizes the attributes for each digital entity within a logical name space that is implemented in an object-relational database.  The logical name space supports organization of digital entities as collections/sub-collections, and supports soft links between sub-collections.  The types of digital entities that can be registered include files, URLs, SQL command strings, and databases.  A pertinent research topic is the types of digital entities that should be supported within the logical name space.

An information repository abstraction supports bulk metadata import, metadata export into XML files, metadata extraction through use of data model specific templates, migration of catalogs onto new table structures, and distribution of attributes across tables in multiple information repositories.  The ability to migrate a catalog onto a new information repository is an essential component of the information repository abstraction.  Applications access the remote storage systems through a suitable API.  The SRB maps from the protocol defined in the API to the protocols required by the storage systems and the information repository.

The SRB/MCAT system has been used to build distributed data collections, digital libraries, and persistent archives.  In each case, the data management system has relied upon the ability of the underlying data grid technology to provide the levels of abstraction needed to handle multiple storage systems and heterogeneous information repositories. For example, a persistent archive uses replication to migrate data from an old storage system to a new storage system, and thus can use a data grid as the migration environment.

VI. Persistent Naming

Persistent archives differentiate between data management, information management, and knowledge management.  Each of these levels of management imposes a new name space for characterizing digital entities.  The new name spaces provide expanded levels of indirection for accessing the digital entities.  For example, consider the following levels of naming:

· object or document level: 
Definition of the structure of multi-media or compound documents 

through use of an OAIS Archival Information Packet, or digital library METS attribute set, or HDF5 file.

· data grid level:

Mapping from local file names to global persistent identifiers

· collection level:
 
Mapping from global persistent identifiers to collection attributes that 

describe provenance and discipline specific metadata

· ontology level:
 
Mapping from collection attributes to discipline concepts

· multi-discipline level: 
Mapping between discipline concepts

Each time a new name space is introduced, access is provided to a wider environment, either to data spread across multiple storage systems, or to data stored in multiple collections, or to data organized by multiple disciplines.

The generalization of information management is the development of a standard representation that is able to work across all of the name spaces.  Equivalently, one can think in terms of a "fractal" ontology space.  Each naming level specifies a set of relationships that can be captured in an ontology.  Thus the names used for structural components in a data model are a simple spatial ontology, while the attributes used in a collection are a restricted semantic ontology.  The challenge of information management is the ability to map across multiple ontology levels.  In the past we have supported the mapping by using different software systems to manage data models, manage file systems, manage collections, and manage digital library crosswalks.  To make progress, we need a characterization of the name spaces at each level that can be manipulated by knowledge or ontoloty management tools.

If it is possible to provide these multiple levels of naming indirection, one can separate the management of a local collection from the problems associated with discovery and access in a global environment.  The unique problem of multi-discipline data collections is the last level of naming indirection: how to specify equivalent concepts in different domains.

VII.  Summary:

Preservation is the challenge of defining the appropriate levels of abstraction for representing data, information, and knowledge to create an infrastructure independent representation of a digital entity. A persistent archive is the challenge of choosing appropriate levels of abstraction for managing data, information, and knowledge repositories and the abstraction mechanisms for interacting with software and hardware infrastructure.  Data grid technologies, such as the Storage Resource Broker, implement levels of abstraction for data and information repositories, and provide the core capabilities for implementing a persistent archive.
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