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Abstract

Data Grids provide seamless access to distributed data stored in heterogeneous resources in a scalable network. They provide a uniform access mechanism for discovery and browsing of datasets using common well-defined processes for data organization,

metadata, authentication, authorization and server-side processing in  distributed administrative domain. Real-time Data Grids add additional requirements for timely access, fault-tolerance and fail-over and bring challenges in fusing real-time data from different sensors from diverse domains. Moreover, a real-time data grid with a well-designed architecture will seamlessly fuse and access archived (static) data, real-time data and other dynamic databases and metadata systems.

At UCSD, we have developed a real-time data grid called the Virtual Object Ring Buffer, VORB, which meets the needs of real-time data grids. The VORB, an initial version currently in operation at SIO and SDSC, is a multi-tiered architecture for accessing real-time data from distributed sensor networks. There are four major components in our system: 

· a distributed set of participating real-time, or near real-time data sources, as well as archives, file systems and databases;

· a distributed network of ORB (Object Ring Buffer) servers form a sensor network, aggregating and possibly providing replication of sensor data. ORBs provide buffering and uniform presentation of real-time data streams/packets from diverse sensor types;

· aggregation of  ORBs into a distributed network of virtual ORBs – (VORBs). These  provide transparent access, authorization, resource and data discovery and  data management for ORB-supplied data streams anare fusion capabilities across diverse sensor streams. The VORB facilitates a seamless data-client interface for which the client/user need not know exactly where, how, or by whom the requested data is being served; and

·  a set of client APIs, libraries, web services and GUIs that enable application support and user access. 

The VORB system running at UCSD provides seamless integration of multidisciplinary data sets  including seismic, geodetic, ocean current, hydro-meteorological, imagery and ecological data. VORBs  provide grid-based management for coastal, ocean, riparian, and terrestrial geophysical phenomena and ecosystems in Southern California and off shore.

1. Introduction: The term ‘data grid’ [2,4,6,13] has come to denote middleware systems that tie together storage systems that are distributed across administration domains linked by wide area networks. Traditonally, a data grid represents the network of distributed storage resources from archival systems, to caches, to databases. The files and objects in these resources are linked to form homogeneous ‘collections’ using a  logical  name space that also provide  global, persistent identifiers that aid in searching and accessing these objects using  uniform access mechanisms [6,12]. Examples of data grids can be found in the physics community (PPDG [18], GriPhyN [7]), High energy

physics [9], NEES [16]), in biomedical applications (BIRN [3]), for climate prediction [8], ecology [10],  and astronomy (NVO [1,17]). 

The requirements and functionalities  of a data grid middleware can be enumerated as follows:

· Integrate data collections and associated metadata, including system-metadata, domain-specific metadata and user-defined metadata.

· Handle multiplicity of platforms, resource and data types and provide seamless access to the same data across these platforms while hiding the peculiarities of the systems,

· Provide seamless authorization and authentication to data and information stored in distributed sites. Authorization provides a means to control access to resources and data at multiple levels as well as across multiple domains each of which can be having different kinds of authentication mechanisms (eg. Password, certificates, Public Key Infrastructure, etc).

· Provide transparent access to resources and attribute-based access to data and collections. This requires that data held in heterogeneous resources are accessed without the user knowing any details about the protocol for accessing these systems. Attribute-based access requires metadata for the data and collection such that a user  can access files without knowing their actual physical path names or storage host names.

· Provide a virtual organization structure for data and information based on a digital library framework. This requires organizing collections for distributed data.

· Manage dataset scaling in size and number - This requires the system to operate with several hundreds of millions of files with file sizes extending  into hundreds of gigabytes, as well as kilobytes, and total file sizes in hundreds of petabytes.

· Support replication of data and provide replicated data management, - this is required not only for fault tolerance and disaster recovery but also for load balancing. Provisions for caching, archiving and data placement facilities are quite important,

·  Provide remote operations for data sub-setting, metadata extraction, indexing, data movement, etc. For example, a large data might not be moved through the network, instead server-side processing ‘near’ the data will subset the data and send the result to the user. 

As part of the ROADNet  (Real-time Observatories, Applications, and Data-management Network, http://roadnet.ucsd.edu/)  program (http://roadnet.ucsd.edu/)  funded by NSF and ONR, we are developing a data grid that not only provides an integration of file-system based data but also extends data grids to store and disseminate data that have a real-time component and are produced continuously by sensors and networks of sensors. The goal of the ROADNet project is to develop an integrated, seamless, and transparent environmental information network that will deliver geophysical, oceanographic, satellite, hydrological, ecological, and physical data to a variety of end users in real-time.  The focus of ROADNet is to facilitate cost-effective, real-time delivery of large quantities of data for quality control, archiving, research, visualization and higher level products.  ROADNet is a multidisciplinary, collaborative project built on autonomous field sensor systems deployed by partners from the Cecil H. and Ida M. Green Institute of Geophysics and Planetary Physics, the Marine Physical Laboratory,  the Integrated Oceanography Division, the Climate Research Division, and the California Spatial Reference Center at Scripps Institution of Oceanography as well as San Diego State University’s Field Stations and the Southern California Coastal Ocean Observing System (http://sccoos.ucsd.edu).. Collectively, these field research projects provide an invaluable, heterogeneous test bed for developing ROADNet’s integrated information network.

The VORB extends the features of a traditional data grid as follows:

· Information Discovery – ability to query multiple real-time data streams and associated metadatabases such as Datascope [23],  to identify data of interest;

· Data Handling – ability to read data from  remote repositories and caches such as  Antelope ORB servers [22] for use within an application;

· Remote Processing – ability to filter or subset data before transmission over the network, by extending the remote processing capabilities to include real-time data processing and streaming;

· Publication – ability to add data to real-time collections for use by other researchers and use real-time notificastion mechanisms to inform other users and processes of new data; and

· Analysis – ability to use real-time data in scientific simulations, or for data mining, or for creation of new data collections.  

Existing and evolving Grid projects generally deal with static data files, and until the genesis of the ROADNet project, no one had attempted to address the unique challenges associated with the management and manipulation of continuous streams of data from myriad sensors with a “Grid” approach. 

ROADNet’s project team is focusing on achieving the following IT research goals:

· Network design flexibility that accommodates new data sources, ever-increasing data rates and volumes, changes in Internet performance, and variations in user demands and display devices.  The real-time data streams and connection topology of sensor networks can evolve rapidly due to network outages.

· Real-time data delivery and quality control including the creation of Virtual ORBs (Object Ring Buffers) to facilitate personalized, seamless, and transparent access to sensor data streaming from the field and in archival data collections.  

· System design that maximizes network reliability and configurability, enabling system components to be reconfigured as determined by shifting priorities for data capture based on real-time environmental events and triggers (i.e., earthquakes or fires).  

· Integration and dissemination of information for time-critical analysis facilitated by XML-mediated query processing.

· Continuous archives of raw, processed, and analyzed data. 

· Access control systems that rank user priority at the network (bandwidth consumption) level and authorize data delivery at the Internet interface.

2. Architecture of the VORB System: The VORB architecture is based on a Grid-type infrastructure design adapted for real-time data collection and integration. The core of the design consists of a data handling system that will enable support to data repositories and fast data caches across a distributed network connecting heterogeneous storage systems.  The data caches will be used for staging  real-time data, that will be moved (after preliminary, generally automated processing) to near-line storage. Facilitating real-time data accumulation and management across distributed caches and archival storage systems is a key IT research goal. 

An information discovery system based on the Storage Resource Broker (SRB) [21]will integrate multiple metadata repositories and enable users to discover data based on data characteristics instead of location. The information discovery system of the knowledge network will handle multiple levels of metadata, from IT-centric metadata to discipline-standardized metadata to sensor/application-level metadata. Metadata integration at multiple levels and across disciplines, from oceanic metadata to geodetic metadata to seismic metadata, will be a primary research goal. 

The VORB platform includes an integrated execution system that will provide operations on data and data streams at multiple locations in the data management corridor, including near-sensor operations such as data validation to data storage site.Operations such as subsetting, metadata extraction and reformatting; and near-application operations including  data layouts and presentation are supported. Extraction of metadata from the real-time data flow, as well as metadata fusion across multiple sensor data, is an essential research goal. 

These goals require the development of a flexible, scalable, and distributed architecture; one that deals with diverse data formats and integrated method executions, and one that enables dynamic metadata discovery. A hallmark of the proposed architecture is the development and integration of these critical components to generate a higher-order, multidisciplinary, combined functionality that can be used for large-scale data processing and sharing.
The VORB is a multi-tiered architecture, that stitches together, existing and new components into a real-time data grid framework.  The emphasis is to enable  scientists access to real-time data with minimal knowledge required about the underlying infrastructure.  The VORB consists of four layers:

1. The bottom-most layer consists of a set of sensors and network of sensors. The sensors are multi-disciplinary (from oceanic to seismic to environmental) and multi-typed (from hydrometers to movement sensors to CODAR and GPS data to camera snapshots, video and audio). One of the early design decisions was to require all the sensors to be ip-addressable enabling them to send IP packets over the internet and other networks such as the HPWREN[24]. Many sensors do not have these capabilities, hence we have to wrap these legacy sensors to make them compatible.
2. The next layer consists of  a sensor-data aggregation system, called the ORB system. ORBs (Object Ring Buffers) provide aggregation and real-time caching of  data streams. They also stream data in real-time. 
3. The third-layer consists of a  data management  and virtualization system, called the SRB.  SRB (Storage Resource Broker) is a system that can provide seamless access to multiple distributed ORBs as well as data from file systems, archives and database. The system enables users to access ORBs in a transparent manner hiding information about location, access protocol and formats. The users access the streams through a logical naming system and attribute-based discovery of data streams which have particular capabilities. The SRB will also provide mechanisms to send data on demand and, in particular, on  event-detection.
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The final layer provides a client access mechanism (APIs, GUIs, real-time applications) that enable users to access the real-time data. 

Below, we discuss briefly each of these layers along with how they are stitched together into the VORB framework.

2.1 Sensors and Networks: 

The sensor network testbeds which the VORB is being prototyed  include:

· Seismic:  The ANZA seismic network (http://eqinfo.ucsd.edu) utilizes state-of-the-art broadband and strong motion sensors with real-time telemetry to monitor local and regional seismicity in southernmost California.  The goal of this project is to provide on-scale digital recording of high-resolution three-component seismic data for all earthquakes, provide real-time data.  Figure 1 shows the ANZA network.

· Coastal Observing:  The San Diego Coastal Ocean Observing System, is designed to collect real-time measurements of key oceanographic parameters that will enhance our understanding of complex coastal transport mechanisms and their relevance to local water quality issues in Southern California.  The backbone of the system is an array of high-resolution Coastal Ocean Dynamics Radars (CODAR-http://www.sdcoos.ucsd.edu) designed to provide a spatial map of the local ocean surface currents in real-time.  The data from the CODAR array are complemented by a number of in-water monitoring systems measuring vertical current profiles, temperature, and water quality parameters. 

· Climate:  In the High Sierra, sensors are deployed that provide a continuous and ongoing view of hydrological (precipitation,, snow accumulation, stream flow, stream chemistry) and meteorological (temperature, radiation, wind) fluctuations in the Merced and Tuolumne River basins of Yosemite National Park.   Another sensor network is being developed on the Santa Margarita River, a major regional riparian resource, and the last naturally flowing lowland river in Southern California to characterize the variability of water and weather in this important coastal watershed. HiSeasNet: HiSeasNet (http://www.hiseasnet.net/) is a global Internet connection to US academic research ships through C-Band and Ku/Ka-Band geostationary satellites operated by the Scripps Institution of Oceanography and the San Diego Supercomputer Center.  Three large research ships are currently operating in HiSeasNet (Scripps R/V's Roger Revelle and Melville and University of Washington's Thompson) and the two Scripps ships operate VORBs for data collection and forwarding including ships' positions, courses and speeds, as well as shipboard cameras showing shipboard operations.  The addition of six additional ships has been proposed (R/V Kilo Moana, U of Hawaii; R/V's Knorr and Atlantis, Woods Hole; R/V Endeavor, U of Rhode Island; R/V New Horizon, Scripps; and R/V Ewing, Columbia University) and VORB capability will be extended to all these ships for global observations including SeaBeam bathymetry, meteorology, acoustic doppler current profiling, magnetics and gravity. Real-time data are available on the ROADNet WWW site (http://roadnet.ucsd.edu).

2.2 Antelope ORBs: 

Antelope Environment Monitoring Software [22,23] is a distributed open-architecture UNIX-based acquisition, analysis and management software system (http://www.brtt.com). It is designed to provide a comprehensive set of environmental monitoring data and processed information in real-time. Antelope takes full advantage of the extensive support services provided by the UNIX environment and standard TCP/IP network utilities over multiple physical interfaces.

The current generation of Antelope provides full functionality for real-time sensor network and array operations and control, including real time data acquisition from field digitizers, interactive control of field equipment, system state-of-health monitoring, and real-time, automated data processing (detection, picking, seismic event association, seismic event location, archiving). It also offers interactive and batch processing, information system functions, automated distribution of raw data and processed results, batch mode seismic array processing and a powerful development toolkit for extending and customizing the system. The core of the Antelope real-time system is the ORB that uses a client-server approach for managing a ring buffer which allows for multiple simultaneous read and/or write clients where the clients can be anywhere that is network reachable.  One important aspect of the ORB approach is that the data packets can be of any size, format, or information content.  The other significant ORB server property is that it can be queried remotely to determine its contents which allows the building of a dynamic real-time system metadata catalog for the SRB discussed next. Figure 2 provides the schematic diagram of the Antelope system.
2.3 Storage Resource Broker: The SRB system [15,21], developed at SDSC, provides all the features that are needed to build a production-level data grid.  The SRB provides facilities for collection building, managing, querying and accessing, and preserving data in a distributed data grid framework [5,14]. It provides federation of storage systems and uniform access to diverse, heterogeneous storage resources across administration domains. The Metadata Catalog, MCAT [11], which forms part of the SRB, holds systemic and application- or domain-dependent metadata about the resources and datasets, and methods and users that are being brokered by SRB. Together, the SRB and the MCAT provide a scalable information discovery and data access system for publishing and computing with scientific data and metadata. The SRB provides a means to organize information from multiple heterogeneous systems into logical collections for ease of use. The SRB also provides capabilities to store replicas of data, for authenticating users, controlling access to documents and collections, and auditing accesses. The SRB stores user-defined metadata at the collection and object level and provides search capabilities based on these metadata. 

The SRB provides transparency and independence from physical ORB implementations to end users and applications. By transparency we mean  the data are available as though they are local to the user, even though it is fetched from a remote site.  Moreover, the user discovers and connects to the remote real-time data site using “logical names,” that is, the user will ask for “hydro pressure sensors from Santa Margarita Ecological Reserve” and the system will discover the sensors that provide these data, locate the (possibly multiple) ORBs that stream data from these sensors, and then create a new real-time stream by accessing and merging the sensor data from these multiple ORBs. Apart from location and access transparency (access transparency refers to  the SRB system’s management  of all protocols and idiosyncrasies of accessing data from diverse and heterogeneous ORBs ), SRB is also designed to provide uniform naming conventions (logical name space), registering and dealing with replicated data streams (i.e., same data replicated in multiple ORBs), providing access control and auditing for usage,  providing methods to perform remote operations on real-time data streams, and also providing access to archived data streams and providing simple monitoring tools for data streams telemetered in from multiple sites and ORBs.

The VORB Metadata Catalog  (VCAT), built by extending the MCAT,  enables information discovery and resource discovery by the VORB users. The VCAT integrates metadata about multiple ORBs, and enables users to discover data dynamically based on data characteristics instead of ORB location. Since Sensor-to-ORB connections are dynamic, the data in an ORB will be different at different times. The metadata system can be used to find the information based on metadata characteristics of the sensors and the dynamically sensed information. The VCAT also stores metadata that are systemic and help in VORB operations: these metadata are about users, resources (ORBs, file systems, archives, databases, etc), methods and applications, and data streams. Even though the VCAT system currently is not designed to provide semantic integration across metadata resources, we plan to address this in the near future. 

3. Current Status and Future Directions:  There are a variety of legacy applications that have been enabled to exploit the VORB. In order to ease this use of the system, we have developed wrappers to enable the use of the VORB without changing any existing code. As part of the ROADNet, we are also developing new applications that can take advantage of the many features of the VORB, such as querying and discovery.

In our initial deployment, we have provided access to hydrological and meteorological data gathered at SMER (Santa Margarita Ecological Reserve), seismic data gathered through the ANZA network [http://eqinfo.ucsd.edu] ,  CODAR data  [http://sdcoos.ucsd.edu/] and other real-time seismic and geodetic networks, high frequency coastal data, imagery data from cameras, and position, imagery, and other data collected on ships and connected through geostationary satellites.

This rapidly growing  test-bed will demonstrate the requirements and utility of wireless, satellite and land networks for collecting and streaming environmental sensor data in real-time.  Seamless integration of multidisciplinary data sets (e.g. earthquake, geodetic, ocean current, and ecological) will advance the understanding and management of coastal, ocean, riparian, and terrestrial geophysical phenomena and ecosystems in Southern California and well off-shore.  Samples of  imagery and sensor data gathered by ROADNet project can be accessed through the ROADNet web site (http://roadnet.ucsd.edu).

In the near future we propose to extend the VORB framework to enable more different usage models. We enumerate a few of these plans that we propose to undertake in the near future:

Managing multiple ORB data streams: As mentioned earlier, the VORB can federate multiple ORBs to be viewed as a single ORB system. Hence, a user can apply analyses to data streams from multiple and even heterogeneous ORB systems. 

Push & pull mechanism for data stream flow:  This feature will allow the user to either get data from the VORB system based on data access patterns or to direct the VORB to execute a server-side function that will push data that are relevant to the users. The push functionality will be useful for applications that require  processing in real-time. 

Fail-over to alternative sources on stream failure: This is another functionality that is available in SRB but is only beginning to be realized in the current VORB implementation. This is a rather difficult operation in real-time compared to fail-over in static file access. When a particular data stream fails (because of  an ORB failure or loss of network connectivity), the VORB will attempt to discover another source for the same data stream and then find the exact data packet that was last transmitted to the user and restart the stream from that point from the new source. The ORB will, of course, always recover from network connectivity loss as soon as the network is restored. Moreover, it might be possible that the new stream is slightly different from the original stream, in which case the VORB will perform pre-processing to make the stream to be of the same type, syntax and semantics. This again will rely on the semantic integration layer that is described later.

On-demand throttling of data flow: This feature will enable a user to control the sampling rate of the data from the VORB system. Hence, the user at a time might sample the data at a lower rate, but on some event detection can increase the rate so that more of the data are available for detailed analysis. This can be as simple as changing sampling speeds at the  ORB level, or it can be as complicated as directing a sensor to send more samples per time period. In such a case, activation of sensors needs to be done through the VORB. 

Remote processing facilities: Many of the applications and functionalities in the VORB will require some processing of data streams at the ORB-level and in some cases at the VORB level. The remote processing feature will enable users to define these procedures (similar to user-defined functions (UDF) in databases) and execute them as needed. This feature will also allow users to compose remote processing from more than one remote procedure. The VORB will have a user level language and tool for performing  stream processing in a declarative manner that will be translated into remote processing functions upon execution. 

We intend to increase the VORB functionalities from their current state to include the above-mentioned features in the next three years.  

4. Conclusion: We have described a real-time data grid that we have developed and deployed  at UCSD. The system integrates real-time data from diverse domains from coastal CODAR data, seismology measurements from southern California to environmental data gathered from the Santa Margarita Ecological Reserve. The data streams range from packets of data sent from hundreds of seismic and geodetic sensors to CODAR data files to digital images sent from cameras on land and at sea. We have shown that it is feasible to build and deploy a real-time data grid that enable scientists to access data without being aware of where and how the data are gathered; instead the scientist accesses data based on queryiable attributes  and logical names that in turn transparently map to physical real-time data streams coming from deployed sensors.
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Figure 1 ANZA Seismic Network

Figure 2: Antelope System
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Figure 3: ROADNet  & VORB Diagram

virtual data transfer (ctrl msgs)





Client/App.





Client/App.





Client/App.





SrcORB





SrcORB





SrcORB





VORB








File System





Event-Condition-


Action Rules





Archive





VORB Layer





Application Layer





ORB Layer





Sensor Layer





VORB








VCAT








