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Summary

Trials with XML and related languages and tools indicates that this technology provides a good fit with the need for a repository of faculty information, ranging from staff details, organisational structures and roles, modular scheme structures from programmes and module specifications to module runs and assessment elements.  This database is also expected to be able to support process enactment and provide information on access rights in Plone. Experiments with the XML database eXist promise rapid development, flexibility and surprisingly good performance 
Introduction
Data of interest to the faculty ranges from the table-structured (the staff telephone directory), formal well-structured documents (the module specification) and the unstructured (staff CV’s).  Traditionally different forms of storage are used  for these different types of data – Relational Database for tabular data, adhoc structures for structured documents, Word files for unstructured documents.

It is desirable to be able to put a whole range of data into a common repository that would include:

Definition of a programme of study .e.g. BSc(Hon) Computing and Information Systems 

Specification of a Module e.g. UFIE8K-15-M Data Management

Operational details of a module run

Organisational structures – admin structures, schools, research groups

Staff

Whilst relational databases have been used for this application, today we have an alternative in the form of XML and XML database. It is this approach which is being examined in this pilot study.
The XML approach

The XML approach is to represent ALL these documents as XML documents, supported by an XML database and XML tools. It is characterised by the following features:
All data and meta data is formatted with XML and stored as documents 

the document is the unit of storage (and locking), versioning, control and responsibility for update.  In a relational database, locking gives us a problem since we would need to lock a diverse collection of rows to checkout a specification.   Here we can assign ownership of each document (or folder) to a user or group.

Any document can be stored provided it is well-formed XML. Additionally it may be checked against a Schema for validity (of structure) but this will not include checks on uniqueness of primary keys or referential integrity.

Retrieval of data is through execution of an Xquery (a functional language comparable Oracle’s PL/SQL or Microsoft’s Transact). 
XML documents can be stored in databases in two ways: either mapped into conventional relational tables, or held as trees in a native XML database.  Trials so far with the Java-based eXist database are very promising, giving very good retrieval performance even with tabular data such as the telephone list.
An XML data base is best suited to a document-centric approach, in which the prime unit of update and responsibility is a document.  In the case of the Faculty information system, these documents will include:

Since this document-centric approach is different to a table based relational approach, it is useful to illustrate these differences by reference to the operational details of the module runs in a field.
e.g.  Anne Moggridge as Information Systems field leader is responsible for operational data on module runs in the Information Systems field such as assignment of a module leader, internal moderator, external moderator and the scheduling of coursework deadlines.  From there information must flow on to Syllabus plus, ISIS and to UWE online.  In a centralised database, it is possible to use views to update parts of a table and to control access to the data.  
However, field leaders will normally work with their own spreadsheet to record this information.  At present, each field leader has their own spreadsheet though there would be common data across all fields.  

In a document-centric approach, each field leader retains control over their own  module run data. For compatibility it will conform to an agreed schema.  Field leaders would have access to the field directory in the database and would be responsible for retrieving the latest version, editing it with an appropriate editor (see below) and then storing the XML in this directory.  Before loading into the database, the XML document should be validated against the schema to pick up structural and field validation errors. This will require some customisation of the interface with eXists.
Queries would use the set of field module run documents to provide module run information on a field by field basis or across all fields.  Field specific queries would access the field specific data in these files if necessary.
In addition to defining the structure of the document, the identifiers used for such entities as modules, academic year, examination periods and members of staff must be agreed.  However there is no integrity checking provided by the database, so invalid data – such as the incorrect identifier for a module or member of staff, or duplicate module codes will get into the database.  

Some of the advantages of this approach include:
Field leaders can choose to hold additional data in this document provided that the common structure is retained.  This data is then retained with the document, and is also accessible by field-specific queries in the database which access this additional data.

Field leaders work to different schedules and can update the central database when they choose to.

The lack of integrity checks could be seen as beneficial, since it recognises that data changes and is in general never consistent.  Database integrity does not address the perhaps more critical issue of database veracity reveal by poor data quality.  This includes such problems as people long gone still on the list of staff; new staff not on the list; incorrect  room or extension numbers due to transcription errors or failure to report or gather changes; inappropriate data – such a non-preferred first name .  Additional queries to analyse the database for inconsistencies must be provided.

Update to the document could be performed in situ using queries which use update operations, or they could be performed out of the database in the editor of the field leader’s choice.  This later approach allows the field leader to see and edit the overall picture, rather than be forced to edit run by run as a simple in situ editor would do. Since locking is at the document level, long-transactions in which the document is checked out, edited and put back maybe a day later is supported.

Multiple versions of documents can be retained and referenced.  This is very hard to do in a relational database without great complications.  In a document centric approach, current versions would preferably be held in their own directory, with older versions in an archive to ease retrieval.

The schema itself may be versioned but will still be useable provided the accessing queries are versioned too.
The query can integrate data on the same subject from different documents.  Thus descriptions of modules for student consumption may be jointly authored by the field leader and marketing.  These can be held in a separate document and combined with base module data from the module specification by a query.

If greater speed is required, a query can be written to extract a view and then write it back to the database for use in further queries
However, there are also some disadvantages

Performance of a document-centric database is likely to be poorer than the equivalent relational database for data such as this, but better for deeply structured data such as module and programme specifications.  In general, response time and throughput are not a problem for a low volatility, read-mostly database.
The lack of integrity means that errors must be tracked down after data is loaded.  This requires self-discipline, where integrity checking would have forced the user to correct errors before the data could be published.  Additional queries are required to perform integrity analysis on the database.
Structuring the database as documents creates a further layer of architecture, in addition to the logical structure of subjects.  Traditionally, databases have been defined conceptually with all data relating to a single subject gathered together into one entity type, with views providing the subset of this global schema appropriate to a specific user (IS field leader sees only module runs in the IS field). This federated approach requires a different modelling language and approach and can be expected to throw up integration and versioning problems.
Any database approach will need resolution of a number of issues:

Unique Identifiers: Some subjects already have identifiers: modules and programmes.  Others do not:  people, organisational groups, module runs, assessment units.  Existing identifiers are not stable – module identifiers are changed every few years.

Schemas need to be defined for each subject.  Handling polymorphism (a module rule is also a group of staff) and derived data (the members of a field are the module leaders of (running?) modules.

Potential outputs
Retrieval and presentation of the XML data will typically be via a browser.  There are a number of potential modes of interaction:

Direct access to a stored XML document – required for editing purposes.  Further transformation via an CSS stylesheet in the browser may also be applied.

Direct access to a stored XML document with default XSLT:  For example a module specification would have a default transformation to the standard module specification view.
Direct access to a stored XQuery to retrieve and combine fragments from multiple documents and generate, perhaps via an XSLT transformation, a derived document. This document might include an HTML form to provide an interactive interface.
Web service access to a query using the REST or SOAP interface from a server-side PHP or Java to transform to other presentation modes: 

Visualisation of relationships (module/module dependencies, module leader/ internal moderator relationships ) using Graphviz for layout

Vocalisation of text via VoiceXMl and a speech enable browser such as Opera

Integration with data sources outside eXist – for example the UWE LDAP. 

Web service access another application – such as Plone, CEREUS
Integration of pilot  process enactment system based on process descriptions and process states, both stored as XML in the database.

Editing XML documents
Excel 2003 can edit XML documents provided the structure is a simple table.  However a module run is not a simple flat structure:  tutors, examinations and assignment dates are all repeated elements, so a simple spreadsheet, however widely used is not adequate in general. Word 2003 itself can edit XML documents directly, and these can contain nested elements.
[note that Excel or Word 2003 are not yet available to admin staff on their thin client machines]

Custom forms can be constructed using InfoPath { executable on a Microsoft desktop only) or Xforms (web based).  

Other general XML editors need to be researched.

Work to be done:

To implement this approach will require a significant effort but with the right placement students and guidance, this project could be an innovative approach of value to the University.

Task areas

Commitment to this approach by the steering group.

Pilot work – based on current schemas

Coding up the organisational structure and programme structures ( placement student or temporary staff)

Schema designs for:

the module specification  (done but needs agreement)

the programme specification

module runs

staff details

organisational structure

XSLT  writing for default display of documents such as a module specification

Phase 2

Revise information architecture 
Agreement of XML standards (e.g. conventions for tag and attribute names)

Design of identifiers for subjects

Java programming to customise the interface to provide checkout, XML validation against a schema, and other enhancements – also working with the eXist development team on functionality
Research into XForms as a means of creating and editing XML documents through the web

Research into integration between eXist and Plone, and between eXist and dependent data stores.
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Appendix 

Model for modular programme data 
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Programme

UCAS code:CHARACTER

ProgrammeVersion

year:INTEGER

spec:VARCHAR

version

Module

moduleCode:CHARACTER

ModuleVersion
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spec:VARCHAR

version

ModuleRun

moduleLeader:CHARACTER

year:INTEGER

semester:INTEGER

internalModerator:CHARACTER

externalExaminer:CHARACTER

run

AssessmentElement

assessmentID:INTEGER

specification:VARCHAR

element

Student

regno:INTEGER

name:VARCHAR
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taking

enrolled on

Coursework

dateToStudents:DATE

Examination
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attending
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Field

fieldName:VARCHAR

fieldLeader:VARCHAR
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Generic Organisation Model
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Person

name:VARCHAR

ext:INTEGER

room:VARCHAR

email:VARCHAR

Group

name:VARCHAR

type:VARCHAR

Role

title:VARCHAR

ModuleRun

year:INTEGER

run:CHARACTER

ModuleSpec

spec:LONG VARCHAR

moduleCode:VARCHAR

Field
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Programme

UCASCode:VARCHAR

name:VARCHAR

spec:LONG VARCHAR

ProgrammeRun

year:INTEGER
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